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To the memory of my father, Albert Valkenborg.

“Ever bigger machines, entailing ever bigger concentrations of economic power and

exerting ever greater violence against the environment, do not represent progress:

they are a denial of wisdom. Wisdom demands a new orientation of science and

technology towards the organic, the gentle, the non-violent, the elegant and

beautiful”.
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Abstract

Current developments in high-throughput techniques for life sciences have resulted in

ever growing amounts of data. In turn, this has led to a situation where the interpre-

tation of data and the formulation of hypotheses lag the pace, at which the informa-

tion is produced. An example of such a high-throughput technique are technologies

for mass spectrometry-based quantitative proteomics that measure the expression of

thousands of proteins/peptides simultaneously (MS1). Another, less high-throughput,

mass spectrometry-based application is the identification of the protein/peptide amino

acid structure (MS2). Current analysis strategies involve data-driven methods based

on the expression (MS1) to select proteins/peptides for a second interrogation on the

mass spectrometer (MS2). This approach does not optimize the workload for the

mass spectrometer, can have dramatic effects on the dynamic range, and can lead to

undersampling of the proteins/peptides present in the biological sample.

We argue that a targeted approach, which select proteins/peptides based on a sta-

tistical analysis from different biological samples, may improve the workflow, increase

the dynamic range, and can avoid undersampling. However, this requires a conversion

of the data flood into protein/peptide-related information, which constitutes a major

challenge. The results presented in this dissertation address this problem in three

ways by: (1) suggesting a method for the prediction of characteristic features related

to protein/peptide peaks observed in a mass spectrum; (2) proposing an approach

for the prior processing of mass spectra to extract and quantify biological relevant

features, which may facilitate a down-stream statistical analysis. (3) developing an

alternate strategy for the relative quantification of the protein/peptide abundance

from enzymatic 18O-labeled mass spectra.

First, one of the problems concerning the detection of peaks related to a peptide

in a high-resolution mass spectrum has been the prediction of the composite isotopic

distribution. Normally, the composite isotopic distribution can be easily derived using

the probabilities of occurrence of the isotopic variants of the elements composing a

vii



viii Abstract

protein/peptide. Unfortunately, information about the number of atoms of particular

elements constituting a protein/peptide is absent in a MS1 mass spectrum. However,

information about the peptide’s mass is available. Therefore, we propose a method

based on a polynomial regression model to predict the composite isotopic distribution

of an average peptide given the mass of the peptide.

Second, in order to use the information about the predicted composite isotopic dis-

tribution for the automated interpretation of mass spectra, a stable pre-processing al-

gorithm is required. To address this, we have developed an analysis strategy, which in-

volves noise filtering, baseline correction, dimensionality reduction, candidate peptide

peak selection, candidate peptide peak validation, mass calibration, protein/peptide

quantification and a two-step clustering framework. We show that the strategy is able

to convert the vast amount of mass spectral data into a short protein/peptide list in-

dicating the abundance of a protein/peptide in the biological sample. Two technical

experiments were conducted to validate the proposed strategy.

Third, to avoid the need of many repeated measurements, we considered mea-

surements from enzymatic 18O-labeled samples that can be pooled together with

unlabeled samples. The idea is similar to, e.g., two-channel cDNA microarays, where

the mRNA of biological samples is labeled with fluorescent dyes. However, in the

case of mass spectrometry data, the labeling strategy imposes complex patterns of

peptide-related peaks, for which a direct quantification of the relative abundant is

complicated. To this aim, we developed a method, which models the enzymatic label-

ing by a Poisson-triggered discrete-time Markov-chain. The advantage of this method

is that the relative abundance of protein/peptide can be directly estimated from the

observed data. In addition, the composite isotopic distribution and the speed of the

enzymatic reaction are estimated. Latter parameters can be used to validate the

peaks observed in a mass spectrum.

The proposed methods are concurrently designed with the implementation of the

MATLAB-toolbox, SiMPle (Statistical Methods for Proteomics).



Nederlandse samenvatting

Statistische methoden voor het analyseren
van massa spectrometrie data met een hoge
resolutie.

Inleiding

Recente technologieën voor levenswetenschappen zorgen voor een immer groter wor-

dende hoeveelheid data. Dit leidt tot een situatie waarin de interpretatie en analyse

van de data vaak achterloopt op de productie van de data. Een specifiek voorbeeld

is de zoektocht naar protëıne biomerkers, gebruikmakend van massa spectrometrie.

Massa spectrometrie is een technologie waarmee duizenden protëınen simultaan kun-

nen worden geanalyseerd. Een massa spectrometer heeft typisch twee operationele

modi. Ten eerste, het toestel kan worden gebruikt om de expressie van de protëınen

te meten. Dit noemt men een MS1-scan en bevat informatie over honderden protëınen

in één enkel massa spectrum. Ten tweede, het toestel kan ook worden gebruikt om

een protëıne in een MS1 massa spectrum te identificeren. Dit wil zeggen dat de se-

quentie aminozuren van een protëıne wordt gemeten. Deze operationele modus wordt

een MS2-scan genoemd. Het grote verschil tussen deze twee modi is dat de MS1-scan

een grote hoeveelheid protëınen simultaan kan meten in een relatief korte tijd, ter-

wijl de MS2-scan enkel een specifieke protëıne kan bestuderen volgens een complex

werkingsprincipe, welke typisch een langere tijd in beslag neemt.

Onderzoek naar protëıne biomerkers gebeurt vaak op complexe biologische stalen,

zoals bijvoorbeeld een bloedstaal. Zulke biologische stalen bevatten zeer veel protëınen.

De meeste massa spectrometrie toepassingen hebben als doel de protëınen inhoud van

de biologische stalen te identificeren met behulp van MS2. Dit vergt veel tijd en re-
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sulteert in een inefficiënt gebruik van de massa spectrometer.

In deze doctoraatsscriptie argumenteren wij dat een doelbewuste aanpak voor het

ontdekken van biomerkers, de werklast van de massa spectrometer en het dynamische

bereik positief kan bëınvloeden. We zijn immers niet gëınteresseerd in de aminozuur

combinaties van elke protëıne in het bloedstaal. Enkel de aminozuur combinatie van

protëınen met een verschillend expressie niveau tussen de bloedstalen van, bijvoor-

beeld, gezonde en zieke mensen zijn belangrijk. Hiervoor moeten we echter eerst

de expressie van de protëınen in een MS1-scan kwantificeren en vergelijken over de

verschillende biologische condities. Dit vereist een rigoureuze analyse van de MS1-

massa spectra. Daarom beschrijven we een strategie voor de signaalverwerking van

MS1-scans voor de kwantificatie van protëınen.

Massa spectrometrie

Omdat complexe biologische stalen, duizenden protëınen kunnen bevatten in ver-

schillende concentraties kan dit de gevoeligheid van de massa spectrometer negatief

bëınvloeden. Daarom worden vaak technieken toegepast om het biologische staal te

reduceren. In een eerste fase worden de protëınen opgesplitst in kleinere stukje, pep-

tiden genaamd. Tijdens deze reductie wordt een protëıne in ongeveer vijftig peptiden

verdeeld. Dit heeft als gevolg dat de massa spectra die hieruit voortvloeien zeer com-

plex zijn vanwege het grote aantal peptiden. Daarom bestaan er chemische reductie

technieken die het biologische staal verder voorbereiden op een massa spectrometrie

analyse. De chemische reductie methode die in deze doctoraatsscriptie wordt gebruikt

is gebaseerd op de principes van COFRADIC. In deze COFRADIC techniek wordt

enkel de N-terminale peptide weerhouden in het biologische staal. De N-terminal

peptide kan men beschouwen als de staart van een protëıne. Op deze manier is een

protëıne vertegenwoordigd in het biologische staal als één enkele peptide, wat leidt tot

ongeveer een vijftigvoudige reductie in complexiteit. Om het biologische staal verder

te reduceren wordt het peptide mengsel onderverdeeld in 1440 fracties met behulp

van vloeistof chromatografie. Elke fractie wordt geanalyseerd met behulp van massa

spectrometrie met hoge resolutie en resulteert in een MS1 massa spectrum. Met an-

der woorden; de 1440 MS1 massa spectra visualiseren de protëınen inhoud van het

complexe biologische staal. Vanwege deze rigoureuze opsplitsing van de peptide in het

biologische staal, kan het gebeuren dat een peptide verstrooid wordt over meerdere

fracties, wat de kwantificatie van de peptide bemoeilijkt. Merk op dat voor de kwan-

titatieve analyse van zulke grote hoeveelheden complexe gegevens een betrouwbare

en efficiënte analyse strategie vereist is.
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Een belangrijke karakteristiek van de massa spectrometer met hoge resolutie is

dat een peptide verschijnt in een massa spectrum als een patroon van opeenvolgende

pieken met een welbepaalde hoogte. Dit patroon wordt de isotope distributie van een

peptide genoemd. De pieken in een isotope distributie komen overeen met de isotope

varianten van een peptide. Deze varianten ontstaan vanwege de isotope varianten van

de elementen waaruit de peptide is opgebouwd, namelijk, koolstof (C), waterstof (H),

stikstof (N), zuurstof (O) en zwavel (S). Zo komt bijvoorbeeld het element koolstof

in de natuur voor als twee mogelijke varianten. Het atoom 12C is aanwezig met een

percentage van 98.93% en heeft een massa van 12 dalton (Da). Het atoom 13C komt

slechts voor met een percentage van 1.07% en heeft een massa van ongeveer 13 Da.

Dus de hoogte van de pieken geobserveerd in een massa spectrum zijn gerelateerd aan

de probabiliteit dat een bepaald isotope variant aanwezig is in de natuur. Vermits

deze probabiliteiten gekend zijn, is de isotope distributie gemakkelijk te berekenen,

indien het aantal elementen gekend is waaruit een peptide is opgebouwd. De karak-

teristieken gerelateerd aan een peptide kan men nu gebruiken om een massa spectrum

automatisch te interpreteren.

Een model voor de berekening van de isotope dis-

tributie

Zoals eerder vermeld kan de isotope distributie berekend worden indien het aantal

atomen waaruit een peptide is opgebouwd, gekend is. Helaas onthult een MS1-scan

geen informatie over de atoomcompositie van een peptide. Informatie over de massa

van een peptide is echter wel beschikbaar in een MS1 massa spectrum. Daarom is het

de bedoeling om - gegeven de massa van de peptide - de gemiddelde isotope distribu-

tie van een peptide te voorspellen. Gezien de fysische aard van de vorming van de

isotope distributie, i.e., een multinomiale expansie, kan de isotope distributie worden

benaderd als een Poisson distributie. Dus moeten we een verband zoeken tussen de

massa van de peptide en de betreffende Poisson parameter. Om dit te verwezenlijken,

construeren we een verzameling theoretische peptiden met een massa tussen 500 Da en

4000 Da waarvoor de atoomcompositie gekend is. Bijgevolg kunnen we de isotope dis-

tributie van deze theoretisch peptiden gemakkelijk berekenen. Vervolgens formuleren

we een optimalisatieprobleem, waarbij de Poisson parameter wordt bepaald die de

de isotope distributie van de theoretische peptiden het meest benadert. Tussen de

optimale Poisson parameters en de massa van de theoretische peptiden vinden we

een lineair verband. Dit lineair verband kan nu worden toegepast om de gemiddelde
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isotope distributie van een peptide met een bepaalde massa te berekenen.

Deze methode is zeer efficiënt, maar is niet algemeen toepasbaar. Ze is beperkt

tot de klasse peptiden zonder zwavel atomen. Indien er toch zwavel atomen aan-

wezig zijn in de peptide, is de benadering met de Poisson distributie niet meer geldig.

Daarom stellen we een nieuwe methode voor, welke is gebaseerd op een polynomiaal

regressie model. In dit model wordt de relatie tussen de opeenvolgende isotope ra-

tio’s en de massa van de theoretische peptiden gemodelleerd. We herhalen dit voor

drie verzamelingen van theoretische peptiden. In de eerste verzameling bevatten de

theoretische peptiden geen zwavel atomen. In de tweede verzameling bevatten de

theoretische peptiden, één zwavel atoom en in de derde verzameling bevatten de the-

oretische peptiden, twee zwavel atomen. Een experiment heeft uitgewezen dat dit

model geschikt is om het aantal zwavel atomen in een peptide te voorspellen op basis

van de isotope distributie.

Een algoritme voor het analyseren van COFRADIC

data

Vermits in een MS1 massa spectrum met hoge resolutie de isotope varianten van

een peptide duidelijk zichtbaar zijn, kan deze informatie worden gebruikt om enkel

pieken te selecteren die daadwerkelijk gerelateerd zijn aan een peptide, terwijl de

ruis gerelateerde pieken uit het MS1 spectrum worden gefilterd. Om dit te bekomen

introduceren we een algoritme voor de signaalverwerking van MS1-scans. Het algo-

ritme interpreteert automatisch de MS1 massa spectra en converteert deze naar een

lijst met peptiden. Voor elke peptide worden drie parameters bijgehouden, namelijk,

een massa spectrum identificatie nummer (fractie), de massa van de peptide en de

intensiteit van de peptide in het massa spectrum. Merk op dat voor de COFRADIC

methodologie, de kwaliteit van de massa spectra kan variëren tussen de verschillende

fracties. Om een zo robuust mogelijk resultaat te bekomen, bevat het algoritme voor

de signaalverwerking volgende stappen:

• Correctie van de referentie intensiteit ten gevolge van fluctuaties in de kwaliteit;

• Dimensionaliteit reductie van de massa spectra;

• Selecteren van kandidaat peptide pieken;

• Valideren van kandidaat peptide pieken met behulp van de isotope distributie;

• Kwantificeren en normaliseren van de peptide intensiteit in een massa spectrum;



Dutch summary xiii

• Massa kalibratie.

Vanwege de COFRADIC methodologie kan een peptide verspreid worden over

meerdere fracties, wat de kwantificatie van een peptide in een biologische staal be-

moeilijkt. Daarom moeten de peptide intensiteiten die behoren tot dezelfde peptide,

maar verspreid zijn over de fracties, worden gegroepeerd. Voor dit doel hebben we een

twee-stap algoritme ontwikkeld. Op basis van de massa en de fractie waarin een pep-

tide piek gevonden wordt, worden de pieken gecombineerd in een gemeenschappelijke

intensiteit.

Alvorens op zoek te gaan naar biomerkers, door peptiden over verschillende biol-

ogische condities te vergelijken, moeten de gekwantificeerde peptides eerst aan hun

equivalenten worden gelinkt doorheen de biologische condities. Hiervoor wordt op-

nieuw het twee-stap algoritme toegepast op de data. De peptiden kunnen nu worden

vergeleken met behulp van klassieke statistische technieken, zoals bijvoorbeeld SAM.

Om het ontwikkelde algoritme te valideren, hebben we twee technische experi-

menten uitgevoerd. Uit het eerste experiment kunnen we besluiten dat de methode

geschikt is voor het extraheren en kwantificeren van peptide pieken in een MS1-scan.

Het tweede technische experiment toont aan dat de methode voor het assembleren van

de peptide pieken tot een gemeenschappelijke intensiteit correct werkt. Een nadeel

van de gebruikte COFRADIC methodologie is echter dat deze veel variabiliteit intro-

duceert in de peptide intensiteiten. Bijgevolg zijn er veel herhaalde metingen nodig

om verschillen te detecteren tussen de biologische condities. Dit is niet wenselijk,

omdat herhaalde metingen het efficiënt gebruik van de instrumenten belemmert.

Enzymatisch merken van het biologische staal met

een zuurstof isotoop

Om het aantal herhaalde metingen te beperken, kan men bijvoorbeeld twee stalen van

verschillende biologische condities samenvoegen. Op deze manier worden de peptide

pieken op dezelfde wijze bëınvloed door de apparatuur. De biologische condities in

een samengevoegd staal zijn helaas niet te onderscheiden in een MS1-scan. Daarom

zullen de stalen van de biologische condities worden gemerkt met een stabiel isotoop,

bijvoorbeeld, 18O. Herinner dat een stabiel isotoop een zwaardere variant is van

een element. Bijgevolg zullen de peptide pieken van het gemerkte staal verschuiven

naar een hogere massa in een MS1-scan. Op deze manier kan men wel een onder-

scheid maken tussen de peptide pieken van het samengevoegd biologische staal. In

dit opzicht is het merken met een isotoop gelijkaardig aan het merken van mRNA
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met fluorescerende moleculen bij cDNA-microroosters. Een nadeel is dat niet alle

peptiden een stabiel isotoop ontvangen. Hierdoor treden er verschillen op bij de iso-

topen combinaties van een gemerkt staal, wat leidt tot verschillende massa’s. Dit

heeft tot gevolg dat de peptide pieken van een gemerkt staal verschuiven naar ver-

schillende hogere massa’s en elkaar overlappen. Dit compliceert de kwantificatie van

de relatieve peptide concentratie tussen de biologische condities. Daarom stellen we

een model voor dat is gebaseerd op een discrete Markov-ketting gekoppeld aan een

Poisson proces. De voorgestelde methode modelleert het mechanisme van het en-

zymatisch merken met een stabiele zuurstof isotoop. De parameters van dit model

worden geschat met de methode van de maximum waarschijnlijkheid. Het voordeel

van deze methode is dat niet enkel de relatieve concentratie wordt geschat maar ook

de isotope distributie, de referentie intensiteit, en de snelheid van de enzymatische

reactie voor de onderzochte peptide. Een doorgedreven simulatie studie wijst uit dat

de methode betrouwbaar, accuraat en efficiënt is.

Conclusie

In deze doctoraatsscriptie beschrijven we nieuwe strategieën voor de statistische anal-

yse van massa spectrometrie data met een hoge resolutie. We hebben aangetoond dat

de voorgestelde methoden betrouwbaar en accuraat zijn. Helaas is dit vaak niet vol-

doende, gezien het feit dat de chemische voorbereiding van een biologische staal met

de COFRADIC methodologie resulteert in een gigantische hoeveelheid data. Daarom

moeten de voorgestelde methoden niet alleen correct werken, maar moeten ze ook nog

eens efficiënt worden toegepast op de overvloedige data. Om aan deze eis te voldoen,

hebben we de voorgestelde methoden gëımplementeerd in een MATLAB-pakket. De

toepassing van deze methoden op de data is zeer efficiënt. Zo duurt het ongeveer

twee seconden om de peptide pieken uit een enkel massa spectrum te extraheren en

te kwantificeren. Het groeperen van peptide pieken verspreid over de fracties, neemt

ongeveer vier seconden in beslag. Voor de analyse van een verzameling peptide pieken

van een gemerkt staal zijn er 0.01 seconden nodig. Ook het voorspellen van de isotope

distributie is zeer effectief. Zo kunnen de drie eerste isotope ratio’s van 500 peptide in

0.1 seconden worden voorspeld. Merk op, dat de ontwikkelde strategieën vooral van

toepassing zijn op de analyse van COFRADIC stalen in combinatie met een massa

spectrometer met een hoge resolutie. De hoge resolutie is vereist om de peptide pieken

gerelateerd aan de isotope distributie van een peptide te onderscheiden.
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Introductory material
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1
The focus and content of the

dissertation

The focus of this dissertation is on mass spectrometry-based proteomics to study

molecular and cellular biology of, e.g., diseases. The term ’proteome’ was first in-

troduced by Mark Wilkins at the Siena Conference in 1994 [88] and indicates the

study of the whole protein content of an organism or a cell. Hence, it pretty much

corresponds with the goals of genomics.

In this dissertation, mass spectrometry is used to visualize the protein content of

a biological sample. Recent advances in mass spectrometry-based proteomics has led

to the ability of quantifying and identifying thousands of proteins and peptides from

complex biological samples in an automatable and high-throughput fashion. How-

ever, prior to the actual mass spectrometry analysis, the complexity of the biological

sample has to be reduced in order to improve the sensitivity of the technology, that

is, the ability to detect scarce as well as abundant proteins. To this aim, proteins in

the biological sample are sliced into smaller parts, i.e., peptides. Next, the peptide

mixture is separated into multiple fractions in order to decrease the sample density.

Protein analysis via this scheme is called peptide-centric proteomics and results in

a lot of data generated by the mass spectrometer. Trying to identify every peptide

found in the biological sample would obstruct the mass spectrometry instrument, as

3



4 Chapter 1. The focus and content of the dissertation

this identification step is time-consuming. Therefore, a quantitative approach, which

focusses only on peptides which are differentially expressed across different biolog-

ical conditions, is more suitable. However, the quantification of peptides requires

firm statistical analysis and high competence bioinformatics tools to handle the data

stream from the mass spectrometer. For this purpose, we present an algorithm for

the automated interpretation of mass spectra that allows for an efficient extraction

of information from this data flood. An important aspect of the proposed algorithm

is that it is not based on data-driven methods like, e.g., wavelet-based approaches,

but it uses prior information on the characteristic of the peptides in a mass spectrum.

Hence, the proposed algorithm can be used to filter out peptides from the mass spec-

tra and quantify the abundances of the targeted peptides. Next, the obtained peptide

abundances can be compared across several biological conditions. Only the peptides,

which are differentially expressed are considered as ’interesting’ peptides and are sent

again to the mass spectrometer for identification.

Most mass spectrometry analysis methods are ad hoc and are not based on firm

statistical basis. Therefore, the focus of this dissertation is on well-founded statistical

methods for the automated interpretation and analysis of mass spectrometry data for

the detection of differentially expressed peptides. It is worth noting that the proposed

methods require high-resolution mass spectra. This means that specific protein- and

peptide characteristics are available from the mass spectra.

It is important to note that the developed statistical methods should also be able

to work in a high-throughput setting. This means that the data analysis should be

preferably conducted in real-time. Taking this into account, the methods developed

in this dissertation are prototyped in MATLAB, such that they are applicable to this

type of data stream.

For completeness, we should mention that (high-resolution) mass spectrometry is

not exclusively being used by system biologists. Many scientists make use of mass

spectrometry to, for instance,

• identify (bio)molecules by their atomic mass in combination with a protein data

base, e.g., for peptide mass fingerprinting;

• identify the amino acid sequence of (bio)molecules by their fragments, e.g., for

peptide-fragment fingerprinting;

• determine the isotopic composition of elements in a chemical compound;

• determine the structure of a molecule by observing its fragmentation, e.g., to

detect functional groups;
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• quantify the amount of a protein present in the biological sample. This is the

focus of this dissertation.

Note that this list is not exhaustive, and many other application of mass spectrometry

can be found.

The dissertation is structured in five part. The first part is an introduction to mass

spectrometry and the used key examples. In Chapter 2, we give a short overview of

some biological terms, together with the physical principles of the used mass spec-

trometry instrument and some definitions. Chapter 3 describes the key examples to

which the proposed methods are applied.

The second part focusses on the detection of peptides in mass spectrometry data

and how the peptide-signal can be distinguished from the noise signal. Chapter 4

focusses on the issue how the characteristic patterns of a peptide revealed by the

mass spectrometer can be calculated for peptide peak detection. Chapter 5 assesses if

existing methods are suited for the detection of peptide peaks. In Chapter 6 we present

an alternate method, which accounts for the presence of sulphur in the detection of

peptide peaks in a mass spectrum.

The third part mainly focusses on the pre-processing and analysis of mass spec-

trometry data. The chemical sample processing complicates the statistical analyses

because a biological sample is separated over multiple mass spectra. In order to prop-

erly use the methods described in the first part of the dissertation, it is mandatory to

pre-process and collect the data spread over the numerous mass spectra. The tools

available for this purpose are explained in Chapter 7.

In Chapter 8, we present the results of an application of classification methods to

mass spectrometry data, which aimed at the clinical diagnosis of breast cancer.

In the fourth part of the dissertation, we describe an alternate method for the

quantification of protein expression. In Chapter 9, we introduce the concept of stable

isotope labeling, while in Chapter 10, we propose the methods to analyse the mass

spectra generated by stable isotope labeling.

The fifth part contains the software description and the discussion. In Chap-

ter 11, we briefly give an overview of the algorithmic developments implemented as

the MATLAB toolbox SiMPle for the analysis of high-resolution mass spectrometry

data in a peptide-centric proteomic approach. To conclude, in Chapter 12, we discuss

topics that need attention and should be addressed in the future.





2
Introduction to mass

spectrometry-based

proteomics

In this chapter, we provide a brief explanation of how we can study the proteome

and why it is important to focus on protein expression data (see Section 2.1). In

Section 2.2, we explain the physical principles of the type of the mass spectrometer,

for which the statistical methods developed in this dissertation are especially tailored

for. This does not mean that the methods cannot be used for other types of mass

spectrometers, but their suitability should first be assessed and, if required, some

adjustments may need to be made.

Like in any scientific field, also mass spectrometry makes use of a specific ter-

minology, which is difficult to understand for laymen. Although new terminology is

explained at the place where it is introduced, knowledge about several terms is manda-

tory for the understanding of this work. A summary of concepts and definitions is

given in Section 2.3.

Mass spectrometry instruments are mainly used in combination with a technique

to reduce the complexity of the biological sample under scrutiny. This is described in

Section 2.4.

7



8 Chapter 2. Introduction to mass spectrometry-based proteomics

DNA

mRNA

Protein

Transcription

Translation

Figure 2.1: Biological information flow from DNA to protein.

In order to reduce the variability of the mass spectrometer instrument and of the

sample-reduction technique, one often employs a labeling technique, similar in fashion

to two-channel cDNA-microarrays. This is the topic of Section 2.5.

2.1 Biosynthesis and the different ’-omics’

The biological information flow in living cells starts at the DNA-molecule and ends

with a mature protein, as can be seen in Figure 2.1. However, to go from DNA

to a mature protein, several intermediate steps are required, which correspond to

intermediate products, which can be found in a living cell. This biological assembly

line is the topic of this section.

The DNA-double helix structure, discovered in 1953 by Francis Crick, James Wat-

son, and Rosalind Franklin, is composed of two long complementary strains. These

complementary strains are composed of a combination of four nucleotides: Guanine,

which pairs with Cytosine, and Adenine which pairs with Thymidine. A triplet of

three nucleotides is called a codon and encrypts for one of the twenty amino acids.

The twenty possible amino acids for terrestrial life are summarized in Table A.1 in

the Appendix. The global structure of an amino acid is depicted in Figure 2.2, with

an Amino-group (N-terminus) and a Carboxylate-group (C-terminus). The side chain
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CH N3 H

COO

R

Amino-group

Side chain

Carboxylate-group

Figure 2.2: Basic chemical structure of an amino acid .

(R) is specific for each of the 20 amino acids. It should be noted that amino acids are

mainly composed out of five elements, namely, carbon (C), hydrogen (H), nitrogen

(N), oxygen (O) and sulphur (S). Another common element encountered in living cells

is phosphorus (P). It should be noted that the DNA-code is redundant. A codon, is

composed of three nucleotides, so there are 43 = 64 possible codons. This means

that a specific amino acid can be coded by several codons. Hence, a protein’s amino

acid sequence can be deduced from the sequence of nucleotides on the DNA strain.

Such a series of nucleotides (i.e, codons) that contain information about the protein

composition is called a gene. The entire set of genes on the DNA-molecule is referred

to as the genome. In the process called transcription the gene is copied to a messen-

ger RNA (mRNA) molecule, which contains the required information of a particular

protein. This process takes place in the cell core, and the products of this process are

called the transcriptome. After the transcription is completed, the mRNA-molecules

are translocated into the cytoplasma of the cell, where it is being translated into a

polypeptide during polypeptide chain synthesis. Essentially, a polypeptide is a se-

quence of amino acids numbered from the N-terminus (amino) to the C-terminus

(carboxyl). Next, the polypeptide sequence is folded into a three-dimensional, stable

conformation and matured to a functional protein. A large set of proteins is called

the proteome, for which the semantics are borrowed from the ’genome’-term.

The study of the genome itself cannot account for the complexity observed in cel-

lular functioning. Thus, although the genome contains all the information about the

organism, it cannot explain all the diversity and adaptability that can be observed in

nature. Therefore, in order to get an idea of how the cell works at any given time, a

genomic study should be complemented by looking at the transcriptome (transcrip-

tomics), proteome (proteomics), or at small molecules (metabolomics). For these

types of studies, there are several experimental methodologies available:

• for genomics: Comparative genomic hybridization (CGH) arrays , Single Nu-
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cleotide Polymorphism (SNP) arrays, Chromatin immunoprecipitation ChiP as-

say or ChiP-on chip array;

• for transriptomics: Complementary DNA (cDNA) arrays, oligonucleotide ar-

rays;

• for proteomics or peptodomics: mass spectrometry, Two-Dimensional PolyAcry-

lamide Gel Electrophoresis (2D-PAGE);

• for metabolomics (small biomolecules): mass spectrometry, immunoassays, e.g.,

Enzyme-Linked Immuno Sorbent Assay also called ELISA.

Depending on the scope of the study, a selection of preferable techniques should

be made. For instance, to study the transcriptome, cDNA microarrays have been

used for several years. They definitely should be considered if a study of the gene

expression from a cell is required. It would be awkward to invest money and time to

study the gene expression via proteomics. To search for biomarkers in a body fluid,

the excreted proteome (sometimes refereed to as excretomics) should be studied. But

to assess if a particular medicine has a regulatory effect on the gene expression, a

study of the transcriptome would be of interest. However, it is not necessary that

the active compound of the drug will interact with the DNA-molecule. If it is rather

active on a certain protein, this could be missed by focussing on the transcriptome.

In other words, regulation at the protein level can only be revealed by a proteomic

study. To conclude, the term ’-omics’ indicates that not a single protein or a gene

(genetics) is the focuss of research but rather the entire set of proteins and genes are

considered as a system, which interacts with its environment. From this description it

should be clear that the scope of research for genomics and proteomics is very similar.

This brings us to the different biological functions a protein can perform in and

outside cells:

• it can serve as an enzyme to catalyze biological processes;

• it can provide physical cell support to give cells mechanical strength (e.g., skin

cells, keratine, bone);

• it can support mechanical movement (e.g., motor proteins in muscle cells);

• it can function as a hormone or receptor for cell signalling and regulation (e.g.,

neuro-transmitters);

• it can be observed in signaling scaffold to transport information;
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• it can serve as an anti-body;

• it can transport biological molecules (e.g., ion pump).

In other words, proteins are the functional building blocks of life and the under-

standing of protein-protein and protein-environment interactions are fundamental in

unraveling the complexity of life.

2.2 Principle of mass spectrometry

Generally, mass spectrometers are devices, which rely on separating charged ions by

their mass-to-charge ratio. The exact interpretation of the term mass-to-charge ratio

is explained later in this section. Further, there are many different kinds of mass

spectrometry instruments commercially available. It is not our aim to present an

exhaustive list of all possible variants, but rather to focus on the mass spectrometry

technique considered in this dissertation. Typically, a mass spectrometer consists of

three main parts:

1. the ion1 source, which ionizes molecules by adding a proton2 H+;

2. the mass analyzer, which separates the ions according to their mass;

3. the ion mass detector, which detects the collision of the ions.

In the next subsections, a brief explanation of the different parts of the mass spec-

trometer, considered in this dissertation, is given.

2.2.1 Ion source

The performance of the ion production has a huge impact on the quality of the ob-

tained mass spectra. Peptides and proteins are large molecules and usually are not

very volatile. Therefore, in order to enter the mass analyzer, they should be converted

to gas phase. There are different techniques that can be used for this purpose. In

this work we focus on the Matrix Assisted Laser Desorption and Ionization (MALDI).

MALDI is a soft ionization technique, which can be used to volatize entire molecules

to gas phase (desorption) and to transfer a proton to the molecule (ionization). To this

1An ion is an atom or molecule carrying too many or to few electrons, such that it receives a

negative or positive charge, respectively.
2The term proton is used to indicate a hydrogen atom with a missing electron, and thus is

positively charged.
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Ion collection chamberMALDI target

Ionization

Soft ionized single
charged molecules

Matrix
molecules

H
+

Analyte

H
+Desorption

Laser beam

Figure 2.3: Basic principle of Matrix Assisted Laser Desorption and Ionization

(MALDI)

aim, the molecules in the biological sample are mixed with a high amount of matrix

molecules in solution, and spotted on a metallic plate. Next, the solution evaporates

and the matrix molecules crystallize around the molecules from the biological sample.

In fact, the matrix molecules crystallize around the fragile molecules and serve as a

protecting shield. When irradiated by a laser, the matrix molecules efficiently absorbs

the laser energy directed towards the spot on the metallic target plate. Energy from

the laser is converted into kinetic energy of the irradiated molecules, leading to the

vaporization of a small amount of the spotted sample. In the gas phase, the protona-

tion reactions occurs, by which a proton is transfereren between the acidic matrix ion

and the molecules from the sample, leading to a charged vaporized molecule. After

ionization, the ions (analyte and matrix) are collected in the acceleration chamber.

The basic principle of MALDI is depicted in Figure 2.3.

Note that MALDI can lead to incomplete sampling of the sample molecules present

in the matrix crystals. For instance, a mass spectrum is build randomly by locally

shooting at the spotted sample for approximately 2000 to 4000 times. Another issue

is the competitive process, in which some molecules are desorbing energy easier (i.e.,

energy competition), or in which the available protons are captured by a small group

of analytes (i.e., ion suppression). Another aspect that can affect the quality of

ionization are fluctuations in the laser intensity and variations in crystallization.

2.2.2 Mass analyzer

Most mass analyzers separate the charged ions based on their mass and charge by

using specific ion characteristics and their interaction with electric and magnetic fields.
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Figure 2.4: Basic principle of linear Time-of-Flight Mass Spectrometer (TOFMS)

We briefly present the basic principle of the linear Time-Of-Flight Mass Spectrometer

(TOF MS), which is schematically depicted in Figure 2.4.

Essentially, a TOF mass analyzer is a long vacuum tube with a collection chamber

at the inlet, collecting the ions generated from the ion source. At the end of the tube

there is the ion detector, which is discussed in the next section. The ions in the

collection chamber are shortly exposed to a known electrical field E, for which the

potential energy in the chamber is transferred to kinetic energy of the ions. Physically,

the reaction occurs as follows:

An ion with a charge q is exposed to an electrical field E. This electrical field will

exert a force F on the charged ion, given by

F = Eq . (2.1)

Depending on ion’s mass m, the force F will result in an acceleration of the ion:

F = ma . (2.2)



14 Chapter 2. Introduction to mass spectrometry-based proteomics

Thus,

a =
F

m
=

Eq

m
. (2.3)

The ion with charge q, still in the collection chamber, is exposed to this electrical field

and accelerates during a short time period ta, until it leaves the acceleration chamber

and enters the field-free vacuum tube with a certain velocity, v. Applying Newton’s

law, the velocity v can be calculated as

v =

∫

adta

= v0 + ata . (2.4)

Unfortunately, the acceleration time ta is not known, but via Newton’s dynamics we

can relate the acceleration time ta to the acceleration distance sa, which is the length

of the acceleration chamber (see Figure 2.4) and which is known from the machine

specifications. This relationship is expressed as

sa =

∫

udta

= s0 + v0ta +
1

2
at2a . (2.5)

Assume that the ion enters the acceleration chamber at the left side (see Figure 2.4);

this means that the initial position s0 in the chamber is equal to zero. Also, assume

that the initial velocity v0 of the ion is equal to zero. Now, equation (2.5) can be

reformulated as

ta =

√

2
sa

a
, (2.6)

which represents the duration of acceleration. Substituting equations (2.3) and (2.6)

in (2.4) leads to

v =

√

2
Eq

m
sa . (2.7)

Because the length s of the vacuum tube is known, we can calculate the time required

for a charged ion to travel from the start to the end of the vacuum tube as follows:

t =
s

v
=

s
√

2Eq
m sa

. (2.8)

It should be noted that in equation (2.8), the ratio m/q can be observed. This means

that the time required for a charged ion to reach the detector solely depends on its
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mass m and charge q, as the electrical field E, the acceleration distance sa, and

the length of the vacuum tube s are known and kept constant. However, instead of

calculating the travel time, the time between acceleration of the ions and the arrival

at the detector is recorded. Now, equation (2.8) can be used to relate the recorded

travel time t to the mass-to-charge ratio m/q of the corresponding ion. But the

ratio m/q is expressed in units of dalton3-per-Coulomb (Da/C), which is difficult

to interpret. Therefore, instead of the absolute charge, a new dimensionless variable

z is introduced, representing the relative charge state of an ion. In other words, z

indicates the number of protons a molecule is carrying. In this respect, a peptide,

which carries one proton (H+) and has a mass of 1000 Da, corresponds to a mass-

to-charge ratio of 1000 m/z. However, if the charge z were equal to two, i.e., the

peptide of 1000 Da contained two protons, then the mass-to-charge ratio would be

equal to 500 m/z. Further, we should mention that in a MALDI-TOF, the ionized

molecules mostly have a charge of one, i.e., z = 1. This means that the m/z-axis in

a mass spectrum is equivalent with the mass expressed in dalton. The term dalton

(Da) is a mass unit often used in biochemistry, and is defined as 1/12 of the mass of

an unbound atom of 12C at rest and in its ground state.

It is possible that ions emerging from the source are not homogeneous with respect

to their initial velocity v0 and initial position s0 (see equation (2.5)). This means that

ions with the same mass-to-charge show a distribution of kinetic energies in a linear

TOF. To overcome this problem, a reflectron field can be applied in a mass spectrom-

eter, which deflects the ion trajectories in such a way that ions with equal m/z, but

different kinetic energies, are aligned and reach the ion detector simultaneously. Such

a technique is mandatory to obtain high-resolution mass spectra, and is schematically

depicted in Figure 2.5. It is worth noting that, although remedial measures like, e.g.,

a reflectron field, do improve the resolution of a mass spectrometer. However, this

resolution is finite and ions with the same m/z will not always arrive exactly at the

same moment. The resolution of a mass spectrometer is quantified by the measure

Full Width at Half Maximum (FWHM). The FWHM can be calculated as the width

of a peak, corresponding to a molecule, at the half of its maximum value, as indicated

in Figure 2.7. In other words, a small peak has as small FWHM and therefore a good

resolution. It is worth noting that the resolution is not constant across the mass range

of a spectrum, but rather decreases for a higher mass range.

3The term dalton (Da) is a mass measure and is explained later in this chapter.
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Figure 2.5: Basic principle of a Time-of-Flight mass spectrometer with reflectron field

2.2.3 Ion detector

The last element of a mass spectrometer instrument is the ion detector, which records

the ion collisions. When an ion hits the detector, its kinetic energy is transferred to,

e.g., an electric current, which can be measured. Because the number of ions reaching

the detector at a particular instant is typically quite small, significant amplification

is often necessary to get a signal. The amplifier is usually a specific type of electron

multiplier. Due to the high amplification that is required, most modern instruments

use a type of a microchannel plate detector.

As for a MALDI-source most of the ion particles are single charged, they also have

the same kinetic energy:

Uk =
mv2

2
. (2.9)

This means that the velocities depend purely on the mass of the ions. Thus, lighter
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ions reach the detector first. In this case the relation between kinetic energy released

upon collision and an abundance measure is straightforward. For instance, a group

of ions, which is five times more abundant in the sample, will consequently produce

a five time larger impulse when colliding with the ion detector.

2.2.4 Tandem mass spectrometry

The principle explained in previous sections is usually called single MS mode (MS1)

and is suitable to scan for molecules over a large mass range. However, the most com-

mon application of a mass spectrometry instrument is the analysis of protein/peptide

sequences such that the amino acid structure is revealed (also referred to as identifi-

cation or characterization). This mode of operation is called tandem MS, MS/MS, or

MS2. To this aim, MS instruments are composed out of two, and sometimes three,

sequential mass analyzers, for which only the last mass analyzer has an ion detector.

In this mode, the first mass analyzer focusses on a particular m/z-value. The pro-

tein/peptide under scrutiny is fragmented, while the second mass analyzer catalogs

the resulting fragments. Information about the mass of these fragments can be used

to identify the amino acid sequence of the peptide.

The principle of the tandem MS mode is complex, and beyond the scope of this

dissertation. However, it is important to realize that tandem MS is a time-consuming

and a computationally involved step, which often requires connection to protein data

bases in order to reveal the amino acid structure. Because the focus is on ion fragments

of a specific protein/peptide, this mode of operation consumes a considerable amount

of the spotted material. Thus, only a finite tandem MS identifications per spotted

sample are allowed. As tandem MS requires a lot of volatized and ionized material, it is

possible that, below a critical abundance, this can lead to a negative identification for

a particular peptide, although the peptide might be visible in single MS mode (MS1).

Therefore, in this dissertation, we construct our methodology around single MS mode

(MS1), where we first search for ’interesting’ peptides prior to the identification in

the tandem MS mode. This is in contrast with common strategies of MS today,

where identification is often done on the top most abundant proteins, while missing

the smaller compounds present in the sample, which leads to undersampling. The

focus of the latter approach lies mainly on the identification of the proteome, while

our approach focusses on the differential quantification of proteomes between two

biological conditions.
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Figure 2.6: Full scan mass spectrum (MS1) of Bovine Cytochrome C peptides.

2.3 Concepts and definitions

Figure 2.6 depicts a full scan of a tryptic digest of Bovine Cytochrome C. The ab-

scissa presents the mass-to-charge value (m/z), while the ordinate represents an abun-

dance/intensity measure. The peaks visible in the mass spectra at the specific m/z-

value corresponds to a group of ions which hit the detector with mass m and z protons

(H+), whereas the height of the peak indicates the kinetic energy (actually, impulse)

released on collision, which is representing the ion abundance. The question now is,

how can we find peaks related to peptides in this forest of peaks? Or, in other words,

can we develop a strategy to automatically interpret the mass spectra? A possible

approach is to focus on highly intense peaks. For example, the group of highly intense

peaks observed in Figure 2.6 below 750 m/z might be meaningful. However, we can

already announce that these peaks are related to chemical molecules coming from the

sample pre-processing and therefore are not relevant in the context of peptide-centric

proteomics. Thus, only considering the intensity of the peaks is not a good approach

to select peaks related to peptides.

Another possible approach, and a very important concept in mass spectrometry, is

the isotopic distribution. For instance, when looking at a close-up of Figure 2.6 near

mass region 2527.1 m/z, depicted in Figure 2.7, we can observe a series of locally

correlated peaks, approximately separated by 1 m/z or, in this case, 1 Da. It should

be noted that these peaks are generated by the same peptide. This means that a
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Figure 2.7: Close-up at a peptide near mass region 2527 m/z.

peptide has several variants with different masses, as can be seen from the m/z-scale

from Figure 2.7. These variants are called isotopic variants, and are coming from the

atomic variants composing the peptides. As mentioned earlier, a peptide is composed

out of amino acids, which are built from five elements, namely, carbon, hydrogen,

nitrogen, oxygen and sulphur. These five elements are polyisotopic elements, which

imply that they have naturally occurring variants with a different atomic mass, called

isotopes. This mass difference is caused by a different number of neutrons in the core

of the isotope. For example, carbon has two atomic variants, or equivalently, two

isotopes. The most abundant naturally occurring isotope of carbon is 12C, which

contains six neutrons. Another variant of carbon, which is less often encountered

in nature, is 13C, and carries one additional neutron in its core, leading to a higher

mass of approximately one dalton. A list of the standard isotopes for elements spe-

cific to peptides is given in Table 2.1, together with their corresponding masses and

probability of occurrence in normal terrestrial material.

Recall that polyisotopic elements occur naturally and will be incorporated into

any molecule (e.g., a peptide) in ratios corresponding to their prevalence. Hence,

when the atomic composition of a peptide is known, we can calculate the probability

of occurrence of a particular isotopic variant using the prevalence of occurrence of

the polyisotopic elements from Table 2.1. Thus, the isotopic distribution is given

by the probabilities of occurrence of all possible isotopic variants of a peptide. It is

worth noting that the lightest isotopic variant of a peptide, i.e., the variant which
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is composed out of 12C, 1H, 14N , 16O, and 32S atoms, is called the monoisotopic

variant. In a mass spectrum, the peak corresponding to the monoisotopic variant is

called the monoisotopic peak (see Figure 2.7). More details about the calculation of

the isotopic distribution are provided in Chapters 4.

One can imagine that, when the weight of a molecule increases, many isotopes

will be incorporated in it. Consequently, this will lead to many isotopic variants of

a peptide molecule with slightly different masses. This is caused by the small mass

differences of the isotopic elements, as can be observed in Table 2.1, where it can be

seen that the addition of one neutron does not correspond to an increase of mass of

exactly 1 Da. However, a mass spectrometer does not have a resolution that would

allow to determine such small mass differences. Therefore, we can aggregate the iso-

topic variants of a peptide with a similar mass into a composite isotopic variant, which

results in the composite isotopic distribution of a molecule (e.g. peptide). As such,

when a peptide is analyzed by mass spectrometry, it will display a complex pattern

of peaks separated by approximately one dalton, corresponding to the probabilities

of occurrence of the peptide’s composite isotopic variants. Thus, peptide peaks in

a mass spectrum are related to the composite isotopic distribution of the peptide.

Hence, information about a peptide’s composite isotopic distribution might be used

to locate peaks in a mass spectrum related to a peptide.

Further, it should be noted that the profile of the composite isotopic distribution

depends on the mass of the molecule. Because it is more likely for large molecules

to contain heavy isotopes, this might result in a higher probability of occurrence of a

particular composite isotopic variant. This can be seen in Figure 2.7, where the third

composite isotopic peak is the most intense. By contrast, the composite isotopic

distribution of small molecules are mostly dominated by the monoisotopic variant

because of the low prevalence of heavy isotopes (see Table 2.1).

As in nature most molecules consist of a mixture of these isotopic variants, the

definition of the mass of a molecule is ambiguous and needs to be clearly defined.

Therefore, the molecular mass is defined as the statical average of the mass and

prevalence of the isotopes constituting the molecule. For example, a propane molecule

(C3H8) has a molecular mass of

3(
98.93

100
× 12 +

1.07

100
× 13.003) + 8(

99.9885

100
× 1.008 +

0.0105

100
× 2.0141) = 44.095 Da,

where the first part is the average mass for the three carbon atoms and the second

part is the average mass for the eight hydrogen atoms.

Note that in this dissertation we choose not to work with ’averaged’ molecular

masses, but rather we identify the mass of a peptide, by using the exact atomic mass
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Table 2.1: Standard atomic weights (IUPAC 1997) for the isotopes of elements as

they exist naturally in normal terrestrial material.

Isotope Atomic mass (ma/u) Natural abundance (atom %)

Carbon

12C 12.0000000000 98.93

13C 13.0033548378 1.07

Hydrogen

1H 1.0078250321 99.9885

2H 2.0141017780 0.0115

Nitrogen

14N 14.0030740052 99.632

15N 15.0001088984 0.368

Oxygen

16O 15.9949146 99.757

17O 16.9991312 0.038

18O 17.9991603 0.205

Phosphorus

31P 30.973762 100

Sulphur

32S 31.97207070 94.93

33S 32.97145843 0.76

34S 33.96786665 4.29

36S 35.96708062 0.02

of the monoisotopic variant, or equivalently, the monoisotopic mass. In the case of

propane, the monoisotopic mass can be easily calculated as the sum of the lightest

atomic variants:

3 × 12 + 8 × 1.0078 = 44.0624 Da .

Thus, in a mass spectrum, the peak generated from the monoisotopic variant (i.e.,

the monoisotopic peak) can be found on the left-hand side of the series of peptide

peaks (i.e. peaks related to the composite isotopic distribution), as depicted in Figure
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2.7. Note that for small molecules, such as propane, the monoisotopic mass and the

molecular mass are almost identical. However, the difference between the monoiso-

topic mass and the molecular mass increases for heavier molecules. This is especially

noticeable for proteins/peptides due to the high number of polyisotopic elements.

The reason for working with the monoisotopic mass is that, in a high-resolution

mass spectrometry setting, where the focus is on the lower mass range below 4000

Da, the monoisotopic peak is normally revealed by the mass spectrometer. Now,

instead of using the molecular mass, it easier to identify the peptide by reporting the

monoisotopic mass, because this can be conveniently retrieved from the mass spectrum

as the m/z-coordinate of the monoisotopic peak. However, in order to do so, we need

to correctly identify the monoisotopic peak of a peptide from the series of peaks

generated by the peptide. This process is called monoisotopic mass determination.

Details about the monoisotopic mass determination are given in Chapters 5 and 6.

Another important measure related to the mass is the parts-per-million (ppm).

The ppm is a measure for mass accuracy and is defined as

ppm =
|mo − me|

me
× 106 (2.10)

where mo and me denote the observed mass and the expected mass, respectively. For

example, a mass accuracy of 100 ppm implies that the monoisotopic peak of a peptide

of 1000 Da and charge z = 1 should be found in a mass spectrum between 999.9 Da

and 1000.1 Da. However, for a peptide of 3000 Da, we expect the monoisotopic peak

in the mass spectrum in an interval of 2999.7 Da and 3000.3 Da. This means that,

for increased masses, the mass accuracy, defined as ppm, allows for wider intervals

expressed in Da.

Further, it is worth noting from Table 2.1 that phosphorus, an abundant element

found in living cells, does not has isotopic variants. This means that the presence

of phosphorus atoms do not influence the isotopic distribution. Thus, a phosphorus

atom increases the mass of a molecule without affecting the isotopic distribution.

This mass deficit might be used to detect the presence of phosphorus, as it will be

explained later in the dissertation.

2.4 Hyphenated mass spectrometry

In the search for new biomarkers, surrogate endpoints, or markers for classification of

diseases, proteins are gaining a lot of interest, recently. Several reasons are underlying

the trend to study the proteome. First, to understand a disease mechanism or to study
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the therapeutic effect of a drug at the molecular level, it is imperative to focus on the

protein content. Proteins, which are large three-dimensional structures, undergo a lot

of regulation and post-translational modifications (PTM). So, even when cells share

the same genome/transcriptome, their proteomes can differ markedly. Regulation

and interaction at the level of proteins, e.g., protein-protein interaction, can therefore

not be observed when solely focussing on the genome/transcriptome of the organism

by using, e.g., cDNA microarrays. As discussed in Section 2.1, only a part of the

biological processes are revealed when focussing on the genome/transcriptome, while

ignoring possible regulation at the level of proteins. A second argument in favor of

focussing on proteins is that they can be excreted into body fluid, which is in turn

easily collected in a non-invasive way. By contrast, for a cDNA microarray analysis,

a surgical operation may be required to collect the cells targeted by the study. These

cells need to be lysed (destroyed) in order to study their genome/transcriptome.

However, analyzing the proteome is much more difficult than the analysis of the

genome. For instance, a disadvantage of working with body fluids is the extreme

large concentration range (or dynamic range) of molecules contained in the sample.

Also, proteins, which are vast structures folded from a two-dimensional amino-acid

sequence, are much more difficult to handle than, for instance, mRNA, which does

not have a strong tendency to fold. In cDNA microarray technology, the nucleic acid

sequences are also easy to amplify through the application of the polymerase chain

reaction (PCR), whereas protein sequences do not lend themselves to be duplicated

to large copy-numbers. This means that in order to detect low-abundance proteins, a

very sensitive technique is required, i.e., with the ability to detect highly abundant,

as well as scarce, proteins.

Thanks to recent advances in the analysis of whole proteomes, new analytical tools

became available that are both high-throughput (fast) and sensitive. Among these

tools, mass spectrometry has become the method of choice for rapidly identifying and

quantifying proteins. Currently, there are two complementary approaches for mass

spectral analysis of proteins:

• The top-down or protein-centric approach, which considers the analysis of an

entire protein. A disadvantage is that the molecular mass limitations can lead

to poor sensitivity due to ion suppression of the MALDI-TOFMS for protein

profiling. Another drawback is that, if a protein is missed, it cannot be recov-

ered.

• The bottom-up or peptide-centric approach, which chops (what is also called

proteolysis, protein cleavage or digest) a protein in smaller parts (peptides),
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Figure 2.8: The principle of a liquid chromatographic column.

prior to analysis in the mass spectrometer. In this case the parental protein is

investigated by assembling information generated from the peptides. The use of

proteolysis prior to protein profiling overcomes molecular mass limitations, but

increases the sample complexity. Missing a peptide is not an immediate issue,

because, based on other peptides, the parental protein can still be recovered.

Another term for this approach is gel-free proteomics, but because the negative

connotation of the latter, the term peptide-centric proteomics is preferred.

In this dissertation we focus on the peptide-centric approach. In particular, we con-

sider tryptic digested proteins. Trypsin is by far the most commonly used proteolytic

enzyme in proteomics. It predominantly cleaves peptide chains at the carboxyl side

of the amino acids lysine (K) and arginine (R), except when either of them is followed

by proline (P). This yields on average thirty to fifty peptides per protein, what leads

to an increased sample complexity.
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However, complex samples will cause a high flow of peptides towards the mass spec-

trometer, which can lead to an incomplete analysis because the sensitivity of current

mass spectrometers is inadequate to handle this massive amount of peptides. That is,

the mass spectrometer is unable to detect every peptide in the sample. Therefore, too

many peptides may not be discovered, quantified and identified in a direct analysis

of a complete proteome digest. For this purpose, the complexity of the peptide mix-

ture should be reduced. This is often done by using liquid chromatographic columns

(LC). In this approach, a mixture of peptides in a mobile phase (liquid) is separated

based on their physico-chemical properties. This is schematically depicted in Figure

2.8, where two groups of peptides are separated under a steady gradient of solvent,

washing the peptides of the column. Common types of column chromatography are

• Ion-exchange chromatography - separation is based upon the overall charge of

molecules;

• Gel-filtration chromatography - separation is based upon molecular size;

• Affinity chromatography - separation is based on specific binding interactions

between the column and target proteins;

• normal phase and reversed phase chromatography - separation based on polarity.

We will describe two techniques based on LC that are often employed for reducing

the sample complexity:

• Separation procedure: a complex sample of peptides is separated by splitting

the sample on two different physico-chemical properties (e.g., ion-exchange (IC)

or reversed-phase (RP) liquid chromatography (LC)) into many manageable

fractions before delivery to the mass spectrometer. This procedure is often

called orthogonal or multidimensional chromatography like e.g., MudPIT [87].

• Selection procedure: a subset of specific peptides is targeted and isolated from

the mixture and serves as signatures for their parental proteins. Examples are

isotope-coded affinity tags (ICAT), developed by Gygi et al. [33], and diagonal

chromatography. It should be noted that in this procedure only a part of the

peptides are maintained in the sample for identification of the parental protein.

The goal of these techniques is to maximally reduce the sample complexity, while

minimizing the amount of proteins that are missed due to the absence of an identifiable

portion of peptides. In combination with mass spectrometry this results in a sensitive

technology, which is able to quantify and identify abundant and scarce proteins.
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We specifically focus on the diagonal chromatography. This technique consists

of two consecutive identical chromatographic separations. Between the two separa-

tions, a selected subset of peptides is targeted by modifying their physico-chemical

properties to alter column retention properties. A variation on this theme is COm-

bined FRActional DIagonal Chromatography (COFRADIC), introduced by Gevaert

et al.[30].

COFRADIC combines the advantages of both the selection procedure and the

separation procedure. The technology and its typical characteristics are now briefly

explained. For more details on the COFRADIC methodology and the mass spectrom-

etry settings, we refer to the manuscript of Sandra et al. [66], which describes the

procedures quite extensively. Different forms of the COFRADIC methodology exist,

but we focus on N-terminal COFRADIC. Unlike most other strategies, this variation

isolates peptides based on a positional parameter (N-termini) rather than targeting a

subset of peptides based on their amino acid composition (e.g., methionine, cysteine,

etc.).

The basic strategy of the N-terminal COFRADIC, which focusses on amino termi-

nal peptides for reducing and separating complex protein mixtures, is schematically

outlined in Figure 2.9. It can be summarized in five consecutive steps. First, proteins

from a biological sample are acetylated. This means that an acetyl group is introduced

to the amino acid lysine (K) and to the N-terminus of the protein. In the second step,

the protein is digested (in this case, by trypsin) to peptides. Trypsin only cleaves the

C-terminus of arginine (R), since lysine is acetylated. There are now two kinds of

peptides in the mixture: those that first formed the original protein N-terminus and

those resulting from the proteolytic cleavage with trypsin. The former carry acety-

lated amines, while the latter present a free amine (i.e., free new N-terminus). In

the third step, the complex peptide mixture is separated during primary fractiona-

tion on a reversed-phase high-pressure liquid chromatography column (RP-HPLC),

which separates the sample based on the hydrophobicity (i.e., water-fearing proper-

ties of a peptide). In the fourth step, each collected fraction undergoes a chemical

modification of a target subset of peptides to alter the column retention properties.

In this case, the free amines, generated during the tryptic digest, are modified by

2,4,6-trinitrobenzene sulfonic acid (TNBS), such that the altered peptide becomes

more hydrophobic and shifts to higher retention times. The N-terminal peptides of

the proteins, which were acetylated prior to digestion, remain unaltered during the

TNBS-modification. During the fifth step, each of the fractionated and modified

samples are further separated on a RP-HPLC-column under identical conditions as

the primary fractionation. During this refractionation, the N-terminal peptides elute
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from the column at approximately the same time as in the primary fractionation.

On the other hand, internal peptides, modified by TNBS, shift out of the original

collection interval and are separated from the N-terminal peptides (see Figure 2.9).

Hence, theoretically, a protein is represented by the acetylated N-terminal peptide,

while the internal peptides are filtered out from the sample. This procedure maxi-

mally reduces the complexity of the peptide mixture, as only one peptide per protein

is retained in the sample. Because the N-terminal peptide is used as a signature

to link to the parental protein, it is of paramount importance that this peptide is

observed in the mass spectrum, and that it gives rise to a positive and unique iden-

tification on tandem MS. Otherwise, information about the protein is lost from the

sample. It should be noted that other variants of the COFRADIC procedure like,

e.g., cysteine COFRADIC, focuss on the subset of cysteine-containing peptides. This

may result in multiple targeted peptides for a protein. Hence, missing a peptide

does not have dramatic consequences, as other cysteine-containing peptides are still

present in the sample, which can identify the parental protein. On the other hand,

not every protein contains cysteine. Hence, to cover the complete protein content

in a sample, we consider the N-terminal COFRADIC approach. Recall, that each

obtained COFRADIC sample is spotted onto a MALDI plate. Thus, each MALDI

spot gives rise to a single spectrum. When processing the N-terminal COFRADIC

samples on a high-resolution mass spectrometry (HR-MS), one expects less crowded

and well resolved mass spectra.

The characteristics of the COFRADIC mass spectrometry data are as follows:

• For a single biological sample, a large number of mass spectra is obtained, cor-

responding to the number of fractions generated by the primary and secondary

chromatographic fractionation, resulting in an enormous amount of data.

• A peptide can be present in spectra from several fractions; to obtain its overall

abundance, information from multiple spectra needs to be combined.

• The data quality can differ between consecutive time-of-flight mass spectra.

Of course, these characteristics are inherent to most high-throughput peptide-centric

proteomic approaches. Therefore, the methods proposed in this dissertation can also

be applied to other LC-MS settings.

Clearly, a major obstacle of peptide-based protein identification is the huge number

of tandem MS analyses required for the N-terminal COFRADIC data. However, when

screening and comparing whole proteomes between different biological conditions,

the main interest is not necessarily the identification of all proteins, but rather the
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identification of differentially expressed proteins. Hence, instead of pursuing a tandem

MS interrogation on every detected peptide peak, we should select sets of ’interesting’

peptides by using a statistical analysis. However, this requires a stable pre-processing

algorithm to handle the N-terminal COFRADIC mass spectrometry data. Details on

such an algorithm, which we have developed, are presented in Chapter 7. It should be

noted that the approach is only possible because the COFRADIC MALDI-TOFMS

is an off-line method. This means that the information of the spotted sample on

the MALDI plate can be reused for further analysis. The approach is not possible

with on-line methods like, e.g., nano-LC-ESI-QqTOF, where the complete biological

sample is spent to produce the mass spectra.

In Chapter 8, the performance of mass spectrometry in combination with thorough

pre-processing is evaluated as a tool for clinical diagnosis based on human serum.

Because the mass spectra for this study were of a lower quality, a slightly modified

approach was considered to pre-process the data.
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Figure 2.9: The principle of N-terminal COFRADIC
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2.5 Enzymatic 18
O stable isotope labeling

In order to reduce the variability of the mass spectrometry instrument and of the

COFRADIC procedure, one can consider a labeling approach. The idea is similar

to, e.g., two-channel cDNA microarays, where the mRNAs of one sample are labeled

with a green fluorescent dye and the mRNAs from the other sample are labeled with

a red fluorescent dye. Afterwards, the samples are pooled together and processed

simultaneously. The relative abundance between the mRNA molecules is now cal-

culated as the ratio of intensities observed after irradiating the fluorescent dyes. Of

course, labeling with dyes is not possible in a mass spectrometry context. Therefore,

the peptides are labeled with a stable isotope, which results in a mass shift. In this

section, we describe the labeling protocol of peptides with a stable isotope of oxygen,

more specifically, 18O.

The technique of proteolytic 18O-labeling is complex and consists, depending on

the protocol, of two separate reaction mechanisms. The main idea of the one-step

protocol is that a protein undergoes proteolysis (i.e., digest) in a heavy-oxygen-water

reagent, that is, H2
18O. Therefore, as a first reaction, a 16O-carboxyl-oxygen atom is

replaced by an oxygen from the heavy-oxygen-water. This hydrolysis reaction is fast

and happens immediately upon the proteolytic digest, resulting in the incorporation

of one oxygen atom from the heavy-oxygen-water into the carboxyl terminus of a

peptide. This oxygen-exchange already introduces a mass shift of two Da for the

peptide.

The second reaction in the one-step protocol is much slower, and is in principle

the reverse of the protease-catalyzed peptide-bond [50]. The oxygen-replacements of

the carboxyl-terminus continue and are catalyzed by the proteolytic reagent. The

reaction speed of this second reaction depends on multiple unobserved factors and

therefore can be different for different peptides.
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Figure 2.10: Chemical reaction scheme for the two-step enzymatic 18O-labeling pro-

cedure.

In the two-step protocol, proteolysis is done in normal water, that is H2
16O.

This means that an oxygen-exchange during the first reaction does not induce any

mass shift. The labeling, i.e., heavy-oxygen incorporation, in the two-step protocol is

due to the second reaction, where the oxygen-incorporation at the carboxyl-terminus
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is enzymatically catalyzed by the proteolytic reagent, in this case, trypsine. In this

respect, we should speak about enzymatic 18O-labeling instead of proteolytic labeling.

In this dissertation, we only consider the two-step protocol or, equivalently, the en-

zymatic 18O-labeling. Recall, that during this reaction, oxygen atoms of the carboxyl

terminus are replaced by oxygen atoms from the heavy-oxygen water, as schematically

depicted in Figure 2.10. Note that each peptide has only two reaction sites, which

can incorporate an oxygen atom from the heavy-oxygen water. Consequently, in ideal

circumstances labeling should lead to a four Da mass shift, as two 16O atoms should

be replaced by two 18O-atoms.
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Figure 2.11: Effect of enzymatic 18O-labeling in mass spectrum

Without the enzymatic 18O-labeling, the pooled peptides would appear at the

same location in the mass spectrum, as illustrated in the left panel of Figure 2.11. In

this situation, no distinction could be made between the contributions of the different

biological samples to the peptide peaks observed in a spectrum. However, because of

the enzymatic 18O-labeling, the peptide peaks corresponding to the labeled peptide

will now shift four Da to the right in the mass spectrum, as shown in the right-hand

side panel of Figure 2.11. A clear distinction between the peptides corresponding to

a specific sample can now be made and the relative abundance of the peptides can be

deduced.

It should be noted that the four Da shift, induced by the enzymatic 18O-labeling,

takes place only in an ideal setting. We investigated if the labeling would work

perfectly in this case. It appears, as described in Chapter 9, that even in ideal

circumstances issues with non-identifiability of protein abundance can be encountered.

However, in practice there are two additional limitations to the enzymatic 18O-

labeling strategy. First, the heavy-oxygen water does not contain 100% pure 18O-

water, but can also contain 16O- and 17O-atoms. We term these water impurities.

Let’s denote the proportions of 16O and 17O in the heavy-oxygen water as p16 and

p17, respectively. Obviously, the proportion of 18O in the heavy-oxygen water is

p18 = 1 − p16 − p17. Second, the speed of the enzymatic reaction, that is, the oxy-
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gen incorporation rate, depends on multiple unobserved factors and therefore can be

specific for each peptide. As a result, at the end of the enzymatic reaction, it is not

exactly known which type of oxygen isotope label is carried by the carboxyl-terminus

of a peptide. Let us consider the triplet (n16, n17, n18), which denotes the number of
16O, 17O and 18O atoms of a carboxyl-terminus, respectively. The possible isotope

combinations can now be listed as

X(1) = (2, 0, 0),

X(2) = (1, 1, 0),

X(3) = (1, 0, 1), (2.11)

X(4) = (0, 2, 0),

X(5) = (0, 1, 1),

X(6) = (0, 0, 2),

Note that the numbers of atoms of different isotopes of oxygen in the triplet sum to

two, because the amount of oxygen atoms in the carboxyl-terminus can not exceed

two. The probability of a mass shift induced by the enzymatic 18O-labeling follows

from the probability of the six possible situations of the carboxyl-terminus:

P0 = P (X(1)),

P1 = P (X(2)),

P2 = P (X(3)) + P (X(4)), (2.12)

P3 = P (X(5)),

P4 = P (X(6)),

where Pi indicates the probability of the mass shift of i Da (i = 0, . . . , 4). It should be

noted that we define the mass shifts relative to a molecule with the carboxyl-terminus

in unlabeled state, i.e., it contains two 16O atoms. The probabilities Pi can also be

interpreted as a neutron count, where i denotes the amount of additional neutrons in

the oxygen atoms of the carboxyl-terminus.

Recall that a proportion of peptides have different isotope labels, which results in

multiple mass shifts for the labeled peptides. Note that some of the labeled peptides

might not be shifted, as they may receive two 16O-isotope labels. This means that,

when analyzed by mass spectrometry, the isotopic variants of the labeled peptides

will overlap with the unlabeled peptides. Thus, the possible mass shifts need to be

taken into account when calculating the relative abundance from the labeled spectra.
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To this aim, efforts have been made to optimize the enzymatic 18O-labeling tech-

nology, that would allow to control oxygen isotope combination at the carboxyl-

terminus and to control the number of overlapping composite isotopic distributions.

In Chapter 10, we propose a numerical method, based on information of the enzy-

matic labeling processes, to accurately estimate the relative abundance of peptides in

the two biological samples compared in a single spectrum.

To conclude it should be noted that the probabilities defined in (2.11) and (2.12)

depend on the duration τ of a enzymatic reaction.





3
Case studies

The methods of processing MALDI-TOF mass spectra, considered and developed in

this dissertation, will be illustrated by using data from several case studies. These

studies are briefly described in this chapter.

3.1 N-terminal tryptic peptides in human serum

This data set is composed out of 1562 N-terminal tryptic peptides, sequenced by

tandem MS, with a MASCOT score above 50 at 95% significance level, found in

human serum. The amino acid composition for these peptides is known. Therefore,

the theoretical isotopic distribution of these N-terminal peptides can be calculated

via the multinomial expansion [91] with the software tool Isotopic Pattern Calculator

(IPC). The isotopic variants with equal additional neutron content are aggregated in

order to obtain the composite isotopic distribution. The peptide monoisotopic masses

range between 741.3 Da and 3787 Da.

Out of 1562 N-terminal tryptic peptides, 1059 (68%) did not contain any sulphur

atom, 409 (26%) contained one sulphur atom, and 80 (5%) contained two sulphur

atoms. Only 14 N-termini out of 1562 contained three or more sulphur atoms; these

14 peptides were removed from the data. Thus, a data set of 1548 peptides was

obtained. It is used for illustration of methods described in Chapter 5.
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3.2 Tryptic peptides in human serum

This data set contains 2154 tandem MS sequenced peptides with a MASCOT score

above 40 at 95% significance level, found in human serum. The composite isotopic

distribution of the peptides was calculated by the multinomial expansion implemented

in the Isotopic Pattern Calculator (IPC)[2] and by collecting the isotopic variants with

the same additional neutron content. The peptide monoisotopic masses range between

560.2 Da and 3787 Da.

Out of the 2154 peptides, 1542 (71.59%) did not contain any sulphur atom, 502

(23.31%) contained one sulphur atom, and 93 (4.32%) contained two sulphur atoms.

Only 17 (0.78%) peptides out of 2154 contained more than two sulphur atoms. Be-

cause the methods developed in this dissertation only consider the prevalence of one

and two sulphur atoms in a peptide, the 17 peptides with more than two sulphur

atoms were removed from the data. Therefore, finally, we obtain a data set of 2137

peptides. This data is used in Chapter 6.

3.3 Bovine Cytochrome C mass spectra

Bovine Cytochrome C is a relatively small protein related to mitochondria in a cell.

It is a chain of 105 amino acids: MGDVEKGKKIFVQKCAQCHTVEKGGKHKTG-

PNLHGLFGRKTGQAPGFSYTDANKNKGITWGEETLMEYLENPKKYIPGTKM-

IFAGIKKKGEREDLIAYLKKATNE.

A peptide mixture of tryptic digested Bovine Cytochrome C was purchased from

LC Packings and mixed with five internal standards from Laser BioLabs used for the

calibration of the mass spectrometer. According to the data sheets of the suppliers,

the bovine cytochrome C tryptic digest and internal standard mixture contains 17

protein fragments. The amino acid sequence and theoretical monoisotopic masses

(m) of these fragments are presented in Table 3.1.

Note that the molecules are protonated by the MALDI-procedure (mH+). There-

fore, the monoisotopic mass, as reported in Table 3.1, should be corrected by adding

1.00783 Da. Further, it should be noted that the third internal standard ’ZLYENKP-

RRPYIL’ has a ’Z’ in the sequence, indicating uncertainty between pyroGlu (’Q’) and

pyroGln (’E’) at this location; the two forms have the same mass, however, so this

should not affect the detection of the calibrant in a mass spectrum.

The tryptic digested Bovine CytoChrome C and internal standards were mixed

with the matrix molecules and automatically spotted 384 times on one stainless steel

plate by a robot. The plate was processed on a 4800 MALDI-TOF/TOF analyzer
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Table 3.1: Peptides from a Bovine Cytochrome C tryptic digest and internal standards

Bovine cytochrome c (CC)

nr Sequence Monoisotopic mass (m)

CC1 IFVQK 633.38445

CC2 YIPGTK 677.37428

CC3 MIFAGIK 778.44059

CC4 KYIPGTK 805.46924

CC5 EDLIAYLK 963.52715

CC6 TGPNLHGLFGR 1167.61434

CC7 GEREDLIAYLKK 1433.78728

CC8 TGQAPGFSYTDANK 1455.66248

CC9 KTGQAPGFSYTDANK 1583.75744

CC10 IFVQKCAQCHTVEK 1632.81107

CC11 GITWGEETLMEYLENPK 2008.94465

CC12 GITWGEETLMEYLENPKK 2137.03961

Internal standards (IS)

nr Sequence Monoisotopic mass (m)

IS1 RPPGF 572.30653

IS2 DRVYIHPF 1045.53397

IS3 ZLYENKPRRPYIL 1671.90508

IS4 RPVKVYPNGAEDESAEAFPLEF 2464.19051

IS5 FVNQHLCGSHLVEALYLVCGERGFFYTPKA 3493.67346

(Applied Biosystems) mass spectrometer, which resulted in 384 mass spectra. These

mass spectra are primarily used for the validation of the method to automatically

interpret mass spectra, described in Chapter 7.
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3.4 COFRADIC mass spectra

To assess the performance of the peak assembling algorithm for COFRADIC, de-

scribed in Chapter 7, we use three technical COFRADIC replicates of a complex bio-

logical mixture. That is, human blood serum from a healthy volunteer was processed

three times according to the COFRADIC methodology, described in Section 2.4. Each

COFRADIC replicate, containing 1440 fractions, was automatically spotted together

with matrix molecules and five internal standards from Laser BioLabs over four stain-

less steel MALDI-plates by the same robot. The plates were processed on the same

4800 MALDI-TOF/TOF analyzer (Applied Biosystems). This resulted into 1440

mass spectra per replicate, which used approximately 3.88 GB/replicate. The mass

range extended from 500 Da to 4000 Da. For technical details about the COFRADIC-

methodology and the mass spectrometer settings, we refer to the manuscript of Sandra

et al. [66].

3.5 Enzymatic labeled mass spectra

This data set consists of 2 × 6 mass spectra obtained from a mixture of Bovine Cy-

toChrome C peptides from LC Packings, five internal standards from Laser BioLabs,

and matrix molecules. Half of the mixture was enzymatically labeled with a stable

oxygen isotope, i.e., 18O, with trypsine as a catalyst. Next, the labeled and unlabeled

peptide mixture were mixed with a relative abundance of 1/3 and 3/1 and were au-

tomatically spotted 6 times on one stainless steel plate by a robot. The plate was

processed on a 4800 MALDI-TOF/TOF analyzer (Applied Biosystems) mass spec-

trometer. More details about the exact procedure can be found in [74]. This data is

used to illustrate the numerical methods, proposed in Chapter 10, for the estimation

of the relative abundance of peptides between two biological conditions.
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4
Isotopic distributions

Mass spectrometry data contain a lot of noise and redundant information. A high-

resolution mass spectrum from e.g., a MALDI-TOF mass spectrometer can typically

contain more than 150, 000 data points. Depending on the density of the biological

sample, a number of, say, 80 peptides can be found in such a mass spectrum. These

peptides can be represented by an abundance measure and their monoisotopic mass.

In other words, the 150, 000 data points can contain information about just 80 pep-

tides. This means that there is a lot of irrelevant information in mass spectral data.

Thus, an automated method is required to filter out the relevant information (i.e.,

about the peptides). In high-resolution mass spectrometry, proteins and peptides

appear in a mass spectrum as a series of locally correlated peaks, which exhibit a

specific characteristic profile related to the isotopic distribution of the peptide (see

Section 2.3). We argue that, for the automated interpretation of mass spectra, the

isotopic peak patterns can be used to select the relevant information from the mass

spectra. In order to discern between protein/peptide peaks and peaks generated by

noise, prior information, based on the physical properties of the protein/peptide, is

required.

The isotopic distribution can be calculated from the naturally occurring isotopes of

the atoms composing a peptide (see Section 2.3). In Section 4.1, a number of methods

is reviewed to calculate the isotopic distribution when the atomic composition of a

peptide is known. However, the atomic composition of a peptide is not known in

41
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a single mass spectrum. Therefore, a method is required, which can estimate the

isotopic distribution from information obtained from the mass spectrum. This means

a relationship between the mass of a peptide observed in a mass spectrum and the

isotopic distribution of the peptide needs to be found. These issues are addressed in

Section 4.2.

4.1 Calculating the isotopic distribution based on

the atomic composition

In this section, three methods for the calculation of the isotopic distribution, based on

the atomic composition of a peptide, are reviewed. These are the stepwise procedure,

the polynomial expansion, and a method based on the Fourier transform. In literature,

these three methods are often compared and adjusted as if they were three totally

different procedures. However, they are different formulations of the same concept.

The reason for this confusion can probably be explained by emerging technologies for

scientific computing in the early eighties. Computing power was limited and the usage

of internal memory and of the numerical machine precision were important issues those

days. The different techniques focus on how to efficiently use these resources in order

to obtain the isotopic distribution within a reasonable time interval.

4.1.1 The stepwise procedure and the polynomial expansion

Because of the naturally occurring isotopes, displayed in Table 2.1, each peptide

exists in different isotopic forms. The abundance of the monoisotopic variant, i.e.,

the lightest form composed of 12C, 1H , 14N , 16O, and 32S, can be easily calculated.

In 1960, Beynon [7] indicated that the probability that no heavy isotopes would occur

in a peptide of composition CvHwNxOySz was

P =

(

100 − 13C

100

)v (
100 − 2H

100

)w (
100 − 15N

100

)x

(

100 − 17O − 18O

100

)y (
100 − 33S − 34S − 36S

100

)z

(4.1)

where the terms 13C, 2H , 15N , 17O, 18O, 33S, 34S, and 36S represent the natu-

ral abundances (in %) of the heavy isotopes of carbon, hydrogen, nitrogen, oxygen

and sulphur, respectively, as displayed in Table 2.1. In fact, equation 4.1 gives the

probability of the monoisotopic variant of the peptide.
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The calculation of the remaining isotopic variants is less trivial and becomes

increasingly complex in the case of molecules containing many polyisotopic atoms

like, e.g., proteins and peptides. In other words, as the molecule mass increases,

the calculation complexity will also increase. In theory, a peptide of composition

CvHwNxOySz has 2v2w2x3y4z possible isotopic variants. For example, a peptide sup-

plied by LC Packings, with amino acid sequence ’RPVKVYPNGAEDESAEAFPLEF’

and monoisotopic mass of 2464.19051 Da, is composed out of C112H165N27O36S0

atoms. This peptide will therefore have 2112216522733640 = 2.2397 × 10102 possible

isotopic variants with regard to the position of each atom.

Originally, the stepwise procedure [8] was used to calculate the isotopic variants.

The stepwise procedure is based on the isotope ratio of the elements composing the

molecule. This means that the isotopic distribution is calculated by the stepwise

addition of the isotope information of a particular atom to accumulate to the full

molecule. For example, a chlorine atom has two isotopes 35Cl and 37Cl, with a

prevalence of 0.7577 and 0.2423, respectively. Note that the probability of prevalence

for 35Cl is approximately three times larger than the probability of occurrence of 37Cl,

demonstrating a three-to-one relationship (i.e., 3:1). Now, the isotopic distribution of

a molecule composed out of exactly two chlorine atoms can be calculated by splitting

the first atom (3 : 1) by the pattern of the second atom (3 : 1), leading to a relative

intensity ratios of 9 : 3 : 3 : 1 for the masses 35 + 35, 35 + 37, 37 + 35, and 37 +

37, respectively. Summing the terms with equal mass gives rise to the ratios 9 :

6 : 1 of the isotopic peaks at masses 70, 72, and 74, respectively. This procedure

is repeated by atom-wise adding and splitting, until all the polyisotopic elements

have been considered. Masses of the individual isotopic peaks are calculated at each

step. This approach is accurate but very laborious and impossible to execute for

large molecules containing many polyisotopic atoms. For this reason, the stepwise

procedure was considered only for small molecules and not for biomolecules such as

proteins and peptides. Another drawback of the method is that the probabilities (real

numbers) of occurrences of different isotopic variants of a molecule are rounded to

obtain ratios of whole numbers (rationale numbers), what can lead to bias in the

calculation of the isotopic distribution for large molecules.

Yamamoto et al. [90] and Brownawell et al. [16] argued, that for large molecules,

the isotopic forms could be easily obtained by symbolically expanding a polynomial

function. In the case of peptides, this becomes

(12C + 13C)v × (1H + 2H)w × (14N + 15N)x ×
(16O + 17O + 18O)y × (32S + 33S + 34S + 36S)z , (4.2)
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where 12C, 13C, . . . , 36S indicates the probability of occurrence of the isotope of the

respective element. Symbolic expansion of this equation results in many equivalent

product terms, which correspond to molecules with the same mass. Collecting these

equivalent terms and substituting the probabilities from Table 2.1 gives the probability

of occurrence of the corresponding isotopic variant of a peptide with its specific mass

value.

In the nineties, the symbolic polynomial expansion was explicitly performed on

computers. The advantage, as compared to the stepwise procedure, was that in the

case of the polynomial expansion the isotopic variants for each element could be

calculated separately before further multiplication across the elements. This opened

the possibility to perform adjustments to the algorithm, which can accelerate the

calculations. This is explained later in this section. It should also be noted that,

in the polynomial expansion, the exact probabilities can be used instead of rounded

ratios.

For example, when calculating the isotopic variants of propane C3H8, we can

expand the terms for carbon and hydrogen separately. For carbon this results in

(12C + 13C)3 = 12C12C12C + 12C12C13C + (4.3)

12C13C13C + 13C12C12C +

13C12C12C + 13C12C13C +

13C13C12C + 13C13C13C .

Note that the eight hydrogen atoms will give rise to 256 possible isotopic variants.

This means that even a simple molecule, like propane, has already 2048 possible

isotopic variants. However, the position of the isotope in the molecule cannot be

derived from a mass spectrum. Therefore, the isoforms (i.e., all variants with the

same isotopic composition, often referred to as like-terms) of the same molecule can

be collected. Collecting the like-terms in equation (4.3) results in only four terms for

the C3 fragment in propane:

(12C + 13C)3 = (12C)3 + 3 (12C)2(13C) + 3 (12C)(13C)2 + (13C)3 . (4.4)

Collecting like-terms for the 256 possible isotopic variants of H8 results in nine com-

binations of the same atomic mass. The obtained polynomials for C and H should

now be multiplied to calculate the complete isotopic distribution for the propane

molecule. This results in 36 product terms, which represent the isotopic variants with

unique masses ranging from the monoisotopic mass of 44.062 Da to 55.1228 Da. In

order to calculate the actual isotopic probabilities, each product term should be sep-
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arately evaluated by replacing the term 12C, 13C, 1H and 2H by the corresponding

probabilities of occurrence, presented in Table 2.1.

As mentioned earlier, symbolically expanding the polynomial is a rough and com-

puter intensive method. However, there exists a more elegant method to calculate

the frequency with which a particular product term will appear in the expansion. In

1983, Yergey [91] stated that the isotopic distribution for a peptide could be calculated

by the expansion of the multinomial distribution, because the following relationship

holds:

(x1 + x2 + . . . + xk)n =
∑ n!

n1!n2! . . . nk!
xn1

1 xn2

2 . . . xnk

k , (4.5)

with ni being the amount of isotopes xi present in the molecule for element x. Note

that the sum in equation (4.5) is taken over all k-tuples (n1, . . . , nk) ∈ Nk that sum to

n. The cumbersome process of collecting like-terms of each possible isotopic variant

from the symbolic expansion is replaced by calculating the multinomial coefficients.

Note that, in this respect, a better name for the polynomial expansion would be the

multinomial expansion.

An important aspect, which was discarded in previous calculations, is the com-

putation of the mass of an isotopic variant. For instance, we incorrectly assumed for

chlorine that the notation 35Cl is equivalent to the mass of 35 Da, whereas the num-

ber in this expression only indicates the number of protons and neutrons in the atom.

The exact mass of 35Cl and 37Cl is 34.968854 Da and 36.965896 Da, respectively. It

appears that the masses do not correspond to integer mass values. Therefore, it is

of importance to keep in mind that the additional neutron content is not equal to

an increase in mass that can be expressed as an integer number of mass units. An

example, which illustrates this effect, is given in the next paragraph.

The probability of an isotopic variant of a molecule is calculated as the

product of the probabilistic distribution of the isotopes of the elements com-

posing this molecule. For example, the probability of occurrence of the iso-

topic variant 12C110
13C2

1H165
14N27

16O36 of a peptide with elemental composition

C112H165N27O36 is described by the product of the following multinomials:

Pr(C) =
112!

110!2
(12C)111(13C)2 = 0.2180, (4.6)

Pr(H) =
165!

165!0!
(1H)165(2H)0 = 0.9812, (4.7)

Pr(N) =
27!

27!0!
(14N)27(15N)0 = 0.9057, (4.8)

Pr(O) =
36!

36!0!0!
(16O)36(17O)0(18O)0 = 0.9161. (4.9)
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Figure 4.1: Isotopic distribution obtained via the multinomial expansion of

C112H165N27O36 (a) for the mass range between 2464 and 2470 Da. (b) Close-up

of the isotopic cluster near 2468 Da. For clarity, the value 2468 is subtracted from

the exact mass values, in order to focus on the mass differences between the isotopic

variants.

The exact mass of this isotopic variant is 2466.1978 Da with the probability of occur-

rence equal to 0.1775, calculated from isotopic masses and relative abundances of the

elements composing the molecule (see Table 2.1). Now, consider the isotopic variant
12C112

1H165
14N27

16O35
18O1. It only has a different multinomial probability for the

C and O elements:

Pr(C) =
112!

112!0
(12C)112(13C)0 = 0.2997 , (4.10)

Pr(O) =
36!

35!0!1!
(16O)35(17O)0(18O)1 = 0.0678 . (4.11)

By using the isotopic contributions (4.7) and (4.8), we can compute probability of

occurrence of this isotopic variant, which has the mass of 2466.1953 Da. the resulting

probability is 0.0180. It should be noted that, although both isotopic variants contain

the same additional amount of neutrons, the masses slightly differ by 0.0025 Da. The

example also indicates that isotopic elements with negligible individual occurrence

probabilities begin to have real contributions in the middle molecule mass range.

This can be observed in (4.6), where the probability to have two different carbon

isotopes in the molecule is quite large.

To illustrate the large number of possible isotopic variants, we will calcu-

late the complete isotopic distribution for the peptide with atomic composition
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C112H165N27O36. Element-wise multinomial expansion (i.e., for each element sep-

arately) is straightforward and yields a vector of probabilities of occurrences of the

corresponding isotopic variants for each element. The probability vectors for C, H ,

N , and O have a length of 113, 166, 28, and 703, respectively. This calculation

does not require much computing time. However, multiplication across the different

elements is problematic. The polynomial multiplication across the elements yields

113×166×28×703 = 369, 232, 472 possible isotopic variants. In a standard software

package storing such a vector for the masses and probabilities in double precision (8

bytes) requires approximately 2 × 2.9539 gigabytes of memory. It is worth noting,

however, that there is a combinatorial increase of terms as the number of atoms in the

peptide increases. For example, adding one sulphur atom to the example described

above will quadruple the complexity, which leads to 2×11.8154 gigabytes of memory.

An additional way to reduce the number of isotopic variants and to decrease the

computational complexity is to stop the calculations when the probability of an iso-

topic variant of a particular element has reached a value larger than a user-defined

threshold. A pragmatic and commonly employed method to determine the threshold

is to just stop the procedure after a given number of calculations for an increasing

number of isotopes. By doing so, the possible isotopic variants are restricted to a

certain mass range. For instance, the computations can be stopped, when for each

element only those isotopic variants are considered, which contain up to 10 additional

neutrons. This means that the isotopic variants are restricted to an approximate

mass range between the peptide’s monoisotopic mass and at most 11 Da further.

For example, the probabilities of the isotopic variants of C112 for increasing neutron

content are presented in Table 4.1, which contains the first ten unique variants gen-

erated by the multinomial expansion of carbon (12C + 13C)112 from equation (4.5).

Truncating the isotopic variants within this interval is justified, because in a mass

spectrum peptide peaks are rarely visible beyond this mass interval for the particular

middle-mass peptide. From Table 4.1, it can be observed that the probabilities of the

isotopic variants of C112 monotonically decrease with increasing mass, or equivalently,

with increasing neutron content. Therefore, it is of importance that the mode of the

elemental-specific isotopic distribution is maintained in the mass interval specified by

the user. Applying this strategy to the other elements of C112H165N27O36 results

in a vector of probabilities for hydrogen, nitrogen, and oxygen of length 10, 10 and

33, respectively. Performing a polynomial expansion across the element’s probability

vectors yields 33, 000 possible variants contributing to the isotopic distribution of the

molecule. Note, that the 33, 000 probabilities add up to 0.999999574429216. This

means that the complete isotopic distribution is approximately covered by the 33, 000
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Table 4.1: Isotopic probabilities

Isotope Atomic mass (ma/u) Natural abundance (atom %)

12C
112

, 13C
0

1344.000000000000 0.299734695139

12C
111

, 13C
1

1345.003354837800 0.363087090523

12C
110

, 13C
2

1346.006709675600 0.217951348132

12C
109

, 13C
3

1347.010064513400 0.086434427289

12C
108

, 13C
4

1348.013419351200 0.025474697399

12C
107

, 13C
5

1349.016774189000 0.005951391957

12C
106

, 13C
6

1350.020129026800 0.001147907384

12C
105

, 13C
7

1351.023483864600 0.000188005452

12C
104

, 13C
8

1352.026838702400 0.000026688583

12C
103

, 13C
9

1353.030193540200 0.000003335586

components, and that the remaining 369, 199, 472 components only contain a fraction

of the molecule’s distributional information.

The result of the multinomial expansion of C112H165N27O36 can be observed in

Figure 4.1(a) for the 166 components in the mass interval [2464, 2470]. Zooming in

on the isotopic cluster with nominal mass 2468 Da indicates that there are a lot of

contributing terms with a similar mass and a very small probability. Finally, it should

be observed that the calculations of the isotopic distribution become increasingly more

complex as the molecular size increase, leading to numerous isotopic contributions

with a very small probability.

It appears that the naive implementation of the multinomial expansion works well

for peptides and proteins in the middle-mass range. However, for heavier peptides,

like bovine insuline C254H377N65O75S6, the calculation of the multinomial coefficients

become problematic due to overflow in the computation of factorials. For this reason

many variations of the approach were developed. For instance, Kubinyi [38] tried

to calculate the polynomial expansion by subdividing the calculation into steps of

a binary series. For example, to calculate the possible terms for C256, one could

reformulate the problem as

(12C + 13C)128 × (12C + 13C)128 , (4.12)

and to apply the stepwise procedure. The factorial of 128 can be easily calculated on

current computers. This calculation can be further dived by the multiplication of four
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times (12C + 13C)64 and so on. These hyper-atoms [38] or super-atoms [65] can be

stored and reused for further calculations, which leads to an accelerated computation.

4.1.2 The convolution method by the Fourier transform

Between 1995 and 1996, Rockwood et al. published a series of papers with results

on the relationship between the multiplication of polynomials and the convolution by

means of a Fourier transform ([59], [62], [63] and [61]). An important requirement for

the above relationship to hold is that the mass differences between the isotopic variants

can be expressed by integer values. However, as mentioned earlier, the numerous

isotopic contributions neither have integer mass values, nor their mass differences are

integer values.

For example, consider the molecule CO2. Applying the multinomial expansion, as

described in Section 4.1.1, would lead to

(12C+13C)×((16O16O)+2(16O17O)+2(16O18O)+2(17O17O)+2(17O18O)+(18O18O)) .

The term 16O18O has the mass of 33.9941 Da, while the term 17O17O has the mass of

33.9983 Da. In other words, in the isotopic distribution, there will be two very closely

spaced isotopic terms in the region of 33.9 Da. However, this fine structure will never

be observed in a mass spectrum, but rather it will contribute to a common peak. This

indicates that the resolution of the mass spectrometer is coarser than the ’infinite’

resolution of the polynomial method and that it is not always necessary to maintain

all the information from the polynomial expansion. Fortunately, the deviations of the

masses from integer values are relatively small. It is therefore reasonable to say that

the difference between the mass of isotopic variants are expressed in integers. Recall,

that in this respect, we speak about the composite isotopic distribution, for which

isotopic variants with a similar mass are combined into a composite isotopic variant.

This simplification of the isotopic distribution fulfills the required condition for the

relation between the convolution and the multiplication of polynomials. For example,

the contribution from terms 16O18O and 17O17O can be pooled together into a single

composite term with a discrete (nominal) mass of 34 Da. In other words, terms with

the same additional neutron content can be pooled together, and the mass deficit,

which possibly occurs, can be ignored due to the instrument’s finite resolution. This

implies a serious reduction in the number of possible isotopic variants. For instance, a

multinomial expansion for O75, which yields 703 isotopic variants, could be replaced

by 73 composite isotopic variants with distinct discrete masses, or equivalently, with

the same additional neutron content. It should be noted that the problem with the
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closely spaced terms is not encountered for the elements C, H, and N as they only

have two atomic isotopes. For instance, the molecule C254 has 255 isotopic variants

which correspond to 255 composite isotopic variants.

Because losing information about the accurate masses is acceptable in the context

of peptide-centric proteomics, Rockwood [59] introduced an indicator variable (poly-

nomial in variable I) to equation (4.2), which denotes the additional neutron content.

This can be symbolically written as follows:

(12CI0 + 13CI1)v × (1HI0 + 2HI1)w × (14NI0 + 15NI1)x ×
(16OI0 + 17OI1 + 18OI2)y × (32SI0 + 33SI1 + 34SI2 + 36SI4)z , (4.13)

where the terms 12C, 13C, . . . , 36S denote the prevalence of the specific elemental

isotopes, as displayed in Table 2.1. Note that the power of the symbolic indicator

I represents the additional neutron content (or discrete mass shift) with respect to

the monoisotopic variant. Now, the polynomial expansion of equation (4.13) can be

related to the convolution. It should be noted that the multiplication of polynomials

is equivalent with convoluting polynomials.

Practically, Rockwood realized the convolution via the Fourier transform by re-

placing the symbolic indicator I by the Fourier term ei2πmµ, where i denotes the

imaginary number, m indicates a discrete mass and µ is a real number between 0

and 1. By making these substitutions to equation (4.13), we obtain the following

expression

(12Cei2π12µ + 13Cei2π13µ)v ×
(1Hei2π1µ + 2Hei2π2µ)w ×

(14Nei2π14µ + 15Nei2π15µ)x × (4.14)

(16Oei2π16µ + 17Oei2π17µ + 18Oei2π18µ)y ×
(32Sei2π32µ + 33Sei2π33µ + 34Sei2π34µ + 36Sei2π36µ)z .

It should be noted that ei2πmµ represents a harmonic function for which the frequency

of oscillation is determined by the discrete mass value m. Now, an interesting property

of the Fourier transform is that a multiplication is equivalent with a convolution after

the Fourier transformation (and vice-versa). This property can now be exploited,

by evaluating the expression (4.14) and applying the Fourier transform. Note that

the multiplication in expression (4.14) then becomes equivalent to the convolution.

To better understand the Fourier transformation, one can make an analogy with the

logarithm where a multiplication becomes an addition after the log-transformation.
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Figure 4.2: Composite isotopic distribution of C112H165N27O36S0 for the mass range

[2464 2450] calculated via the Fast Fourier Transform

Practically, the calculation of the composite isotopic distribution is done by the

Fast Fourier Transform (FFT) and yields a distribution, for which the composite iso-

topic variants are equally spaced with integer values, as can be observed in Figure 4.2.

Note that the composite isotopic variant near 2468 Da is twice as likely as the maxi-

mum isotopic variant in the isotopic distribution near 2468, observed in Figure 4.1(b).

This indicates that the accumulation of low probability terms clearly have an effect

on the composite isotopic distribution of a molecule.

To relate the polynomial expansion to the convolution, a trade-off has to be made

between the isotopic fine structure and computational speed. This trade-off is accept-

able, because in the peptide-centric proteomic setting we are not really interested in

the isotopic fine structure. However, one can argue that the Fourier transform can

also be used for the calculation of the isotopic fine structure. However, this would

require the evaluation of the continuous Fourier transform, which is computationally

not feasible.

4.1.3 Conclusions

A number of methods have been employed to elucidate the isotopic distribution and

composite isotopic distribution of biomolecules. The most popular method for calcu-

lating isotopic distributions is the polynomial method. Straightforward implementa-
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tions of the polynomial method on computers are both computationally involved and

memory intensive, particularly for large biomolecules like DNA and proteins. Alter-

nate approaches have been proposed to calculate the composite isotopic distribution

of a molecule. Some approaches trade accuracy for speed, which is justified in a mass

spectrometry-based peptide-centric proteomic approach, where the finite resolution

of the polynomial method is generally not required. Therefore, in the remainder of

this dissertation, we use the composite isotopic distribution of peptide for analyzing

the peak patterns in a mass spectrum.

Recently, Snider et al. [73] proposed a method based on Markov-processes to

calculate the isotopic distribution. Meija et al. [47] noticed that the expansion of the

multinomial coefficient is related to Pascal’s triangle. Consequently, they represent

the extension of the multinomial expansion as cellular automata, which in turn could

be linked to the step-wise procedure explained in the first paragraphs of Section 4.1.1.

Sein et al. [68] argued that the multiplicative nature of the polynomial expansion was

easier to describe with Punett squares. All these different approaches, however, have

two things in common. First, they all try to circumvent the issues of calculating the

multinomial coefficient. Second, they all contain a user-specified threshold to control

the computational speed.

The main reason for the development of the different methods is that, in the early

eighties, due to improved mass spectrometry instruments, the calculations of isotopic

distributions became of importance. But back then computer power and memory

were limited. To solve this problem, creative algorithms were needed, which focussed

on numerical stability, memory-usage and computation time.

A first bottleneck in the calculation of isotopic distributions for large molecules is

that the multinomial coefficient, e.g., 1000!
700!300! , cannot be calculated due to the overflow

when evaluating the factorial. Another problem is the multiplication of very small

values because of the high power the probabilities are raised to, e.g., .95700 × .05300,

which can lead to underflow. Naively, the first problem can be solved by the following

algorithm:

• Vector A = [701, 702, . . . , 1000]

• Vector B = [1, 2, . . . , 300]

• C = elemental-wise division of vector A and vector B

• D = product of the elements in C.

• D is equal to the multinomial coefficient 1000!
(700!300!) . The calculation of D cir-

cumvent the direct evaluation of the factorials, which cannot be calculated on
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an ordinary computer.

The solution of the second problem can be obtained by calculating the logarithm

of the multinomial distribution. This leads to the calculation of

∑

(log(A) − log(B)) + 700 log(.95)) + 300 log(.05), (4.15)

for which the exponential is taken afterwards. Normally, this should improve numer-

ical stability. Note that this can easily be extended for elements with more than two

isotopes.

To circumvent the second bottleneck about the large number of possible isotopic

variants, a user-defined threshold similar in the spirit of the one used by Yergey et al.,

can be used to limit the number of isotopic variants. If accurate masses are required

in a mass region (i.e. for a specific additional neutron amount) where probabilities

are low (i.e., region not covered by the user-defined threshold) then it is still possible

to calculate the isotopic terms by selecting only the variants which are restricted to

the desired mass interval or, equivalently, the additional neutron count. This idea is

in the same spirit as described by Rockwood et al. [64], [60].

To conclude, the multinomial expansion of the separate elements, followed by a

polynomial expansion across the elements, is related to the natural process, by which

isotopic distributions are generated. This method therefore should be preferred for

calculating the isotopic distribution. If the exact masses of the isotopic terms are

not required, then the convolution method using the Fourier transformation (e.g.

Rockwood [59]) is the best alternative to calculate the composite isotopic distribution.

4.2 Prediction of the isotopic distribution using the

information about the peptide’s mass

As mentioned earlier, a mass spectrum contains a lot of redundant data. In order to

extract the relevant information about target peptides, the composite isotopic distri-

bution can be used to evaluate the peaks observed in a mass spectrum. However, a

single mass spectrum does not provide information about a peptide’s atomic compo-

sition. Thus, the isotopic distribution for this particular peptide cannot be calculated

using the methods in Sections 4.1.1 and 4.1.2. Therefore, an alternative approach is

required, which can predict the isotopic distribution of a peptide given the informa-

tion available in a single mass spectrum, i.e., the mass of the molecule. The predicted

isotopic distribution can then be used to select genuine peptide peaks for a second
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interrogation by the MS instrument, to identify the amino acid sequence. This pep-

tide selection scheme will prevent that noise peaks are unnecessarily investigated in

tandem MS mode, which leads to an inefficient use of the MS instrument.

In this section, three methods for constructing an average isotopic distribution of

a peptide are reviewed, together with a short discussion of their properties.

4.2.1 The method of Senko et al.

To predict the isotopic distribution of a peptide, Senko et al. [69] proposed the concept

of a virtual amino acid Averagine. Averagine was constructed using the frequencies of

occurrence of amino acids in the PIR protein database. The resulting average amino

acid is

Averagine = C4.9384H7.7583O1.4773N1.3577S0.0417, (4.16)

with a mass of 111.1254 Da. Note the low abundance of sulphur in Averagine.

Assume that a peptide with the mass of 1111.254 Da is observed in the mass spec-

trum. This peptide is ten times heavier than Averagine. If we multiply the elements

of Averagine by 10, we obtain the average elemental composition for a peptide with

mass 1111.254. After rounding the elements to the nearest integer, the peptide’s iso-

topic distribution can be predicted from the known probabilities of occurrence of the

atomic variants of carbon, hydrogen, nitrogen, oxygen, and sulphur (see Table 2.1)

using the multinomial expansion [91]. With this straightforward method the isotopic

distribution of a peptide is easily estimated. However, this method has some limita-

tions:

1. The multinomial expansion is computer intensive. Although there exist algo-

rithms,e.g., based on the convolution, as described in Section 4.1, that can speed

up computations. However, these methods still require considerable computing

power, approximately 0.1 second on a modern workstation. This computing

time is still to long when this calculation should be repeated 500 times for each

mass spectrum.

2. Scaling Averagine is not accurate enough for peptides. Consider a peptide with

a mass below 1332.4388 Da. Scaling and rounding of Averagine will always

result in an average peptide with no sulphur in its elemental composition. On

the other hand, peptides with a mass between 1332.4388 Da and 3997.3165

Da will always be assumed to contain one sulphur atom, etc. In other words,

according to this method, the presence of sulphur is purely dependent on the
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mass of the observed peptide. Of course, it is more likely for a heavy peptide

to contain a sulphur atom than it is for a low mass peptide, but this distinction

is more subtle than the yes-no case implied by the method of Senko et al. This

issue will be further investigated in Chapter 6.

4.2.2 The method of Breen et al.

Breen et al. [12] suggested to approximate the result of the multinomial expansion,

that is, the expected probabilities of occurrence of the different composite isotopic

variants, by a Poisson distribution. In order to compute the distribution, its mean,

say M , needs to be known. The mean depends on the number of atoms n of a

particular element (C, H, N, O, and S), as well as on the probabilities of occurrence

p of the element’s isotopes (see Table 2.1). As mentioned earlier, only a peptide’s

molecular monoisotopic mass, say m, will be available in a mass spectrum. Breen et

al. developed a mapping from m to M . To this aim, they constructed an average

amino acid

u = C10H16O3N3 (4.17)

by averaging all amino acids from all proteins in the SWISS-PROT protein database.

Note that, after multiplication of the elements of u by 2, this approximately corre-

sponds to Averagine, which is shown in (4.16). Next, a set of theoretical peptides

H − (u . . . u) − OH − H+ , (4.18)

was used to span a mass range from m1 = 245.1376 Da to m15 = 3410.8059 Da.

For each so-constructed theoretical peptide of mass mi (i = 1, . . . , 15), the composite

isotopic distribution E′ was calculated by using Protein Prospector [1]. The mean

M∗ of a Poisson distribution, giving the best approximation to the composite isotopic

distribution E′ with mass m, was then found by minimizing the sum of absolute

deviations between the components of both distributions:

M∗(m) = argmin
M

∞
∑

x=1

|E′(0, m)
P (x; M)

P (0; M)
− E′(x, m)| , (4.19)

where E′(x, m) denotes the probability of occurrence of the composite isotopic variant

with x additional neutrons from the composite isotopic distribution of a theoretical

peptide with mass m, and

P (x; M) =
e−MMx

x!
.
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As a result, a linear relationship between Poisson mean M∗ and monoisotopic mass

m was found:

M∗ = a × m + b , (4.20)

which took the following form:

M∗ = 0.000594m− 0.03091 . (4.21)

The relationship allows to compute the mean M∗ of a Poisson approximation to the

composite isotopic distribution of an average peptide with monoisotopic mass m.

It is worth noting that the method of Breen et al. gives an estimate of the compos-

ite isotopic distribution and that it provides a fast alternative for the method of Senko

et al. in combination with the multinomial expansion. However, the method also has

limitations. In particular, sulphur is completely ignored in the construction of the

theoretical peptides. This may lead to biased estimates of the expected composite

isotopic distribution for sulphur-containing peptides, as reported by Valkenborg et al.

[79].

4.2.3 The method of Gay et al.

The method of Gay et al. substantially differs from the methods described in Sec-

tions 4.2.1 and 4.2.2. It is based on data from an in silico digest of the entire SWISS-

PROT database, which led to 11, 415, 840 peptides in a mass range from 800 to 3000

Da. These peptides could be represented by 1, 811, 937 unique atomic compositions.

The isotopic distributions of the peptides were calculated using the multinomial ex-

pansion limited to an additional neutron content of five neutrons. Next, the proba-

bilities from the multinomial expansion were summed, depending on the additional

neutron content, which led to six composite isotopic variants. Then, the composite

isotopic distributions were normalized such that the probabilities of occurrence of the

six composite isotopic variants summed to one. Note that this is not the case in reality.

Consequently, this leads to bias in the prediction of the composite isotopic distribu-

tion. In the next step, Gay et al. took all peptides within a one Da interval (e.g., 800

and 801 Da) and calculated, for this interval, the average composite isotopic distri-

bution and the average mass. This was repeated for the entire mass range by shifting

the interval one Da further. As a result, 2200 average composite isotopic distributions

containing six composite isotopic variants, with corresponding average masses, were

obtained. Next, the probability of each composite isotopic variant E′(x, m), with
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x = 0, . . . , 5, was modeled by using a polynomial model:

E′(x, m) = β1m
4 + β2m

3 + β3m
2 + β4m

4 + β5 . (4.22)

with the mass m as covariate. The model can then be used to predict the probabilities

of the composite isotopic distribution for a peptide with mass m.

The method of Gay et al. is an elegant alternative for the method of Senko et al.

and the Poisson approximation proposed by Breen et al. However, the normalization

of the composite isotopic distribution for the six composite isotopic variants is prob-

lematic and may lead to a biased prediction. Another drawback is that even if the

model is based on normalized composite isotopic distributions, there is nothing that

constrain the predictions to sum to one. Also, one can question if the construction

of the average composite isotopic distributions is optimal as it aggregates composite

isotopic distributions from sulphur and no-sulphur-containing peptides.

4.2.4 Conclusions

The procedures to predict the (composite) isotopic distribution of peptides, described

in Sections 4.2.1, 4.2.2, and 4.2.3 suffer from specific limitations. It is not clear

whether assumptions about, e.g., ignoring the sulphur in the model of Breen et

al., are compatible with our peptide-centric proteomic approach, i.e., N-terminal

COFRADIC. On the other hand, taking sulphur into account by calculating average

composite isotopic distribution, as proposed by Gay et al., might also be problematic

as it is not clear which effect sulphur may have on the composite isotopic distribu-

tion. Senko et al. introduce sulphur in its model based mass of the peptide. It is

not clear, which strategy to model the prevalence of sulphur is optimal. In the next

two chapters, we propose modifications to these methods in order to circumvent the

drawbacks.





5
An extended Poisson model

for predicting the composite

isotopic distribution

5.1 Introduction

In the prediction of (composite) isotope distributions, sulphur atoms have been often

discarded because of the low abundance of methionine and cysteine that carry them.

This is, e.g., the case of the methods proposed by Senko et al. and Breen et al. (see

Section 4.2). However, several techniques for peptide-centric proteomics enrich for

peptides carrying sulphur. Some techniques isolate only cysteinyl peptides (e.g., ICAT

[33]) or methionyl peptides (e.g., methionine COFRADIC [30]), making the problem

of predicting isotopic distributions even more pronounced, because the isotopes of

sulphur are rather unique (see Table 2.1).

In this chapter, we specifically focus on the N-terminal COFRADIC, as described

in Section 2.4. The procedure targets only N-terminal enzymatic digested proteomic

peptides. It should be noted that the unprocessed N-terminus of a protein, i.e., the

result of translation of the mRNA-molecule, always starts with methionine (see the

Table A.1 of amino acids in the Appendix). Despite the fact that most serum proteins

59
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will loose their initiator methionine upon secretion, we believe that the subset of N-

terminal COFRADIC peptides is enriched for peptides carrying sulphur.

We specifically evaluate the applicability of the method for predicting the com-

posite isotopic distribution developed by Breen et al. to the N-terminal COFRADIC

peptides. Further, we study whether modifications of the method lead to an improve-

ment of the estimate of the composite isotopic distribution. Finally, we investigate

whether the modified method could be used to predict composite isotopic distribution

of sulphur-containing peptides, as the method of Breen et al. excluded the effect of

sulphur from their model.

5.2 Methodological issues and modifications of the

Breen et al. method

Note that Breen et al. assumed that sulphur would not be an issue in peptides as it is

a low-abundance atom in amino acids. However, from the data described in Section

3.1 we observe that a serious amount (32%) of peptides carry a sulphur atom, which

may have an effect on their isotopic distribution.

Table 5.1: Distribution of methionine/cysteine over the pool of 1562 peptides

Methionine

number 0 1 2 3 4

Cysteine

0 1059 288 46 8 1

1 121 27 3 0 0

2 7 0 0 0 0

3 2 0 0 0 0

Table 5.1 shows, which sulphur-containing amino acids contribute the most to the

pool of sulphur-containing peptides included in the analyzed data set. It can be seen

that methionine is more abundant than cysteine, as expected for N-terminal peptides.

Recall that an unprocessed N-terminal peptide always should start with methionine.

Nevertheless, the majority of the peptides do not contain a methionine, what indicates

a serious amount of N-terminal protein processing upon secretion in body fluids.

Application of the approach developed by Breen et al. [12] to mass spectra ob-

tained using the COFRADIC technology raises some issues:
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1. In the considered variant of the COFRADIC-methodology, only N-terminal pep-

tides are targeted. It is not clear whether the results, obtained by Breen et al.

from all protein sequences, would apply to N-terminal peptides.

2. Breen et al. found the mean M∗ of a Poisson approximation by minimizing the

sum of absolute deviations (4.19) between the components of the Poisson distri-

bution and the composite isotopic distribution obtained via Protein Prospector

[1]. One could ask whether other criteria for fitting the Poisson model (e.g.,

squared deviations, Pearson χ2 deviations) would yield an improvement of the

isotopic distribution estimate.

3. Due to the low abundance of sulphur-containing amino acids, sulphur has been

ignored in the average amino acid construction reported by Breen et al. How-

ever, a low abundance of sulphur-containing amino acids does not imply a low

abundance of sulphur-containing peptides. This can be observed in Table 5.1.

The approximation of the composite isotopic distribution for peptides with sul-

phur might be inaccurate when ignoring sulphur. Thus, one may risk not de-

tecting them in a mass spectrum.

In the next section, we address these issues and investigate the suggested modifi-

cations.

5.3 Results

To address the first issue mentioned in Section 5.2, it is sufficient to check whether

elemental composition in Averagine, proposed by Senko et al. and used by Breen et

al., corresponds to the average amino acid obtained from the collection of N-terminal

COFRADIC peptides, described in Section 3.1. The average amino acid for the N-

terminal peptides, excluding the extra acetyl group from the COFRADIC procedure,

is equal to

C4.7519H7.5478O1.5183N1.3893S0.0251 . (5.1)

Note that in terms of absolute differences, the average amino acid is in close agreement

with Averagine (4.16), that was constructed using the statistical occurrences of amino

acids from the PIR protein database. Hence, the method of Breen et al. is applicable to

N-terminal COFRADIC peptides if we incorporate the extra acetyl group. However,

in terms of relative differences, it can be observed that the average abundance of

sulphur in (5.1) is much lower as compared to Averagine (4.16). This indicates that,
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Figure 5.1: Poisson mean after fitting the Poisson distribution to the theoretical

composite isotopic distribution. The solid line indicates the result with absolute

deviation (AD) as optimization criterion (equation (4.19)), while the dashed and

dotted lines represent the squared deviation (equation (5.3)) and Pearson χ2 deviation

(equation (5.4)), respectively.

in general, the presence of sulphur-containing peptides might be even higher than the

32% reported in Section 3.1. So, caution should be taken when using Averagine in a

model for predicting the isotopic distribution of sulphur-containing peptides.

The set of theoretical peptides, corresponding to those used by Breen et al. (see

Section 4.2.2), should now be constructed as

CH3CO − [i × Averagine \ S] − OH − H+ , (5.2)

which accounts for the extra acetyl group CH3CO and the MALDI proton H+.

Note, that Averagine is used without the sulphur component indicated by the term

Averagine \ S. The brackets in (5.2) indicate that the elements of the average amino

acid are rounded to the nearest integer after multiplication of the elements of Aver-

agine with i (i = 1, . . . , 35).

Breen et al. developed their method by using the sum of absolute deviations

between the components of the Poisson distribution and the theoretical composite

isotopic distribution obtained via Protein Prospector . To address the second point

listed in Section 5.2, we looked at different optimization criteria. In particular, we
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Figure 5.2: Pearson χ2 error X2 for the theoretical composite isotopic distribution

compared with the approximation obtained via the Poisson distribution (see (4.19 -

(4.21)) of the 1548 N-terminal COFRADIC peptides. The circles represent the errors

for sulphur-free peptides. The errors for one sulphur atom and two sulphur atom

containing peptides are indicated by boxes and triangles, respectively.

investigated the use of squared deviations

M∗(m) = argmin
M

∞
∑

x=1

[E′(0, m)
P (x; M)

P (0; M)
− E′(x, m)]2 , (5.3)

which penalize deviations larger than one more than the absolute deviations and

Pearson χ2 deviations

M∗(m) = argmin
M

∞
∑

x=1

[E′(0, m)P (x;M)
P (0;M) − E′(x, m)]2

E′(x, m)
, (5.4)

which penalize deviations relative to their expected value.

Figure 5.1 shows that the relationship between the Poisson mean and the masses

of the theoretical peptides (5.2) obtained for the different optimization criteria, is

virtually the same. This means that using different optimization criteria does not

lead to different predictions of the composite isotopic distribution. As there is no

obvious preference for any optimization criteria, we continue using the relationship

obtained with absolute deviations, as specified in (4.19).

As mentioned in point 3 of Section 5.2, Breen et al. ignored sulphur in the con-

struction of theoretical peptides, because sulphur is a low-abundance atom in Av-
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Figure 5.3: The error after fitting the Poisson distribution to the theoretical composite

isotopic distribution obtained via IPC [2] with optimization criterion (4.19). The solid

line represents the errors for no-sulphur-containing peptides. The dotted line is the

error for peptides containing one sulphur atoms and the dashed line represents the

errors for peptides carrying two sulphur atoms.

eragine. This is correct, as only methionine and cysteine contain a sulphur atom.

However, this does not imply that peptides, which contain methionine or cysteine,

are low abundant. This should be especially true for aforementioned peptide-centric

proteomic approaches, which enriches for sulphur-containing peptides. For instance,

32% of the N-terminal COFRADIC peptides (in our case study) contains a sulphur

atom. If sulphur does not affect the composite isotopic distribution of a peptide, then

the Poisson approximation developed by Breen et al. can be safely used. To assess

the effect of sulphur on the composite isotopic distribution with N composite isotopic

variant, we calculated the Pearson χ2 errors

X2 =

N
∑

i=1

(Oi − Ei)
2

Ei
. (5.5)

Oi is denoting the theoretical composite isotopic distribution returned by the software

tool IPC for the set of 1548 peptides described in Section 3.1. Ei is denoting the

expected composite isotopic distribution obtained via the method of Breen et al.

for the corresponding peptides. The influence of sulphur on the composite isotopic

distribution is presented in Figure 5.2, where sulphur-containing peptides yield larger
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X2 errors. Especially sulphur-containing peptides with a low mass exhibit much larger

errors than their sulphur-free counterparts. This suggests that we should account for

sulphur occurrence by adjusting the Poisson approximation. To this aim, different

sets of theoretical peptides can be generated for:

• Peptides with one sulphur atom (S1):

CH3CO − [i × Averagine \ S] − S1 − OH − H+ , (5.6)

• Peptides with two sulphur atoms (S2):

CH3CO − [i × Averagine \ S] − S2 − OH − H+ . (5.7)

It should be noted that the addition of sulphur atoms to the virtual peptide is done

outside the scaling of Averagine. By doing so, the occurrence of sulphur atoms in the

peptide becomes independent of the mass. For generated sets of theoretical peptides,

the isotopic distribution can be calculated using the Isotopic Pattern Calculator (IPC)

[2]. Next, the method of the Poisson approximation can be applied to the composite

IPC result. However, the approximation becomes problematic for sulphur-containing

peptides. In Figure 5.3, it can be observed, that the errors from the approximation

obtained using absolute deviations (4.19) are systematically larger when sulphur is

present. This indicates that the approximation is not adequate for the theoretical

composite isotopic distribution of sulphur-containing peptides. Even when using dif-

ferent optimization criteria, as defined in (5.3) and (5.4), the Poisson distribution had

difficulties of explaining the theoretical composite isotopic distribution of sulphur-

containing peptides.

Another illustration of this difficulty can be found in Figure 5.4, where Poisson

means M∗ (obtained by minimizing the sum of absolute deviations (4.19)) are shown

for the set of theoretical peptides containing two sulphur atoms. The linear rela-

tionship between monoisotopic mass m and Poisson mean M∗, reported by Breen et

al. (see Section 4.2.2), is replaced by an apparent piecewise linear relationship. This

means that the linear relationship, shown in Figure 5.1, breaks apart in three different

line fragments in Figure 5.4 for two sulphur-containing peptides.

5.4 Discussion

In this chapter, we evaluated the suitability of using the Poisson approximation for the

prediction of the composite isotopic distribution of a peptide, as proposed by Breen et
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Figure 5.4: Poisson mean for the approximation of the theoretical isotopic distribution

for a two sulphur atoms containing peptide. The results are obtained with the sum

of absolute deviations as the optimization criterion.

al., in a sample enriched for peptides carrying sulphur, i.e., N-terminal COFRADIC

data. The average amino acid, derived from the frequencies of occurrence of amino

acids in the N-termini data set, is in agreement with Averagine reported by Senko et

al., except for sulphur, which exhibits a large relative difference. This means that the

atomic composition of the average amino acid is similar for both the N-termini as for

peptides retrieved from the PIR protein database, not considering sulphur. Hence,

the method of Breen et al. can be used to estimate the composite isotopic distribution

of no-sulphur-containing N-terminal COFRADIC peptides when accounting for the

extra acetyl-group.

Due to the low occurrence of sulphur in Averagine, sulphur was ignored in the con-

struction of theoretical peptides proposed by Breen et al. However, a low abundance

of sulphur-containing amino acids is not equivalent to a low occurrence of sulphur-

containing peptides. In our dataset, 32% of the peptides contained at least one sulphur

atom. The presence of sulphur has an important influence on the composite isotopic

distribution of a peptide and therefore should not be ignored in the approximation.

One way to deal with this issue is to obtain a separate Poisson approximation for

peptides with one, two, or more sulphur atoms. Unfortunately, it seems that the

Poisson assumption might be problematic for sulphur-containing peptides (as seen in

Figures 5.3 and 5.4). Therefore, caution should be applied when using the method
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proposed by Breen et al. to such peptides. A refinement of this approach is presented

in the Chapter 6.

Further, modification of the optimization criterion (4.19), did not change the qual-

ity of the prediction. Therefore, the absolute deviation is a reasonable optimization

function.

Finally, by the nature of the COFRADIC procedure, cysteines are alkylated with

iodoacetametide to S-carbamoyl-methylcysteine. In this respect, equations (5.6) and

(5.7) should ideally account for the number of alkyl-groups present in the peptide,

due to the number of cysteines. The effect of alkylation on the composite isotopic

distribution is an interesting research question. However, it cannot be addressed by

the method presented in this chapter, because we cannot discern between sulphur

atoms coming from a cysteine or from a methionine, given the information in a single

mass spectrum. Normally, the increase in weight due to the presence of the extra

alkyl-groups will adjust the prediction of the composite isotopic distribution. For

example, an alkylated cysteine has two extra carbons, hydrogens, and oxygens in its

atomic composition, with a total weight of 58.0361 Da. Scaling Averagine according

to the additional mass, corresponds to 2.5792 C, 4.0519 H, 0.7091 N, 0.7715 O, and

0.0218 S atoms. Although this is not the exact atomic composition of the alkyl-group

(C2H2O2), it gives at least a coarse correction of the composite isotopic distribution

for the presence of the extra alkyl-group.





6
A polynomial model for the

prediction of the composite

isotopic distribution

6.1 Introduction

When analyzing a mass spectrometry experiment, measurements made for a mass

spectrum usually need to be turned into a simple list that contains the monoiso-

topic masses of peptides and the corresponding abundances. This process is called

monoisotopic mass determination, also referred to as deisotoping or deconvoluting of

a mass spectrum. To nominate the correct peak of a group of peaks in a spectrum

as a monoisotopic peptide peak and to distinguish it from peaks accidentally gener-

ated by error, one can consider using a method that predicts the composite isotopic

distribution related to a peptide.

Existing methods for the estimation of the (composite) isotopic distribution, as

described by, e.g., Senko et al. and Breen et al., approximate the result of the multino-

mial expansion (see Sections 4.2.1 and 4.2.2). As discussed in Chapter 5, the method

of Breen et al. is fast but is not accurate for sulphur-containing peptides [79], while

the method of Senko et al. is computationally involved and not accurate enough for

69
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low-mass peptides (see Section 4.2.1).

For these reasons we have developed an alternative method for the prediction of the

composite isotopic distribution, which adjusts for the presence of sulphur and avoids

the limitations of the previously reviewed approaches [80]. The proposed method

is based on a model for consecutive ratios of the probabilities from the composite

isotopic distribution, similar in spirit to the approach introduced by Gay et al. [29]

(see also Section 4.2.3). The presented method is computationally simple and accu-

rate in predicting the expected composite isotopic distribution. It should be stressed

that the methods are only applicable when the composite isotopic peaks are individ-

ually resolved in a mass spectrum. Thus, for this purpose, a high-resolution mass

spectrometer is mandatory.

6.2 Materials

The methods developed in this chapter are illustrated by using the data set described

in Section 3.2. It should be noted that the estimate of the number of sulfur atoms in a

peptide was determined using a limited data set of 2154 peptides. To retrieve a more

precise determination about the different sulphur prevalence in peptides, one could

consider using a database, such as the PIR protein database, and performing, e.g,

an in silico tryptic digest for all human proteins. However, this is beyond the focus

of this chapter, which is a procedure to estimate composite isotopic distributions for

sulphur-containing peptides.

Figure 6.1 shows the probabilities of occurrence E′(x) of the first four composite

isotopic variants (x = 0, . . . , 3) of the calculated composite isotopic distribution of the

2137 peptides. The effect of a sulphur atom on the composite isotopic distribution of

a peptide is clearly visible. The composite isotopic distributions of sulphur-containing

peptides are different from those of no-sulphur containing peptides. This indicates

that, in contrast to the assumption made by Breen et al. [12], the effect of sul-

phur should not be ignored in the approximation of the distributions, as argued in

Chapter 5.

6.3 Construction of a polynomial model for ratios

of occurrence probabilities

To account for the effect of sulphur on the composite isotopic distribution, we propose

an alternative approach. It is similar in spirit to the method developed by Gay et
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Figure 6.1: The probabilities of occurrence E′(x) of the first four isotopic variants

(x = 0, . . . , 3) of the 2137 peptides.

al. [29]. However, instead of using the probabilities of occurrence from the composite

isotopic variants, we use the ratios between these probabilities. Note that Gay et al.

did not use Averagine to build theoretical peptides, but instead used a local average

of all peptides within a one Da mass range after an in silico tryptic digest of an entire

protein sequence database.

In the proposed approach, we use an average amino acid u, which is equal to

Averagine, but does not include information about sulphur:

u = C4.9384H7.7583O1.4773N1.3577 . (6.1)

This average amino acid is used for the construction of three sets of theoretical pep-

tides, namely:

1. no-sulphur-containing set:

H − [i × u] − OH − H+ , (6.2)

2. one-sulphur-containing set:

H − [i × u] − S1 − OH − H+ , (6.3)

3. two-sulphurs-containing set:

H − [i × u] − S2 − OH − H+ . (6.4)
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Figure 6.2: The probabilities E′(x) of the first four composite isotopic variants (x =

0, . . . , 3) of the theoretical peptides.

with i = 4 . . . 35. Note that the three sets of theoretical peptides correspond to

the three possible sulphur abundances observed in the data set. Further, instead of

working with a rounded average amino acid, as in Breen et al. (see Section 4.2.2),

we round after taking a multiple of average amino acids. This is done to prevent

accumulation of rounding errors. In this context, rounding means that the elements

of the average amino acid are rounded to the nearest integer after multiplication of

the elements of u by i.

Each set consists of 32 theoretical peptides. The peptide with the smallest mass

is formed by four average amino acids u and has a monoisotopic mass m equal to

498.257(S0) Da, 530.228(S1) Da, 562.200(S2) Da, respectively, while the peptide with

the largest mass is formed by 35 multiples of u resulting in the masses of 3915.040(S0)

Da, 3947.0125(S1) Da, and 3978.985(S2) Da, respectively. For all the theoretical pep-

tides, the isotopic distribution is calculated using the IPC [2]. The result is displayed

in Figure 6.2 for each of the three sets of theoretical peptides. The vertical axis is

the probability of occurrence of the first four composite isotopic variants of the com-

posite isotopic distribution. The horizontal axis indicates the mass of the theoretical

peptide.

Instead of working with probabilities of occurrence, however, we build a model for

the ratios of probabilities of occurrences for consecutive composite isotopic variants.
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Figure 6.3: Fit of model (6.6) to the subsequent ratios R(x + 1) of the theoretical

peptides with x = 0, . . . , 2.

We will refer to these ratios as isotopic ratios. The rationale behind this decision is

four-fold:

1. Ratios are dimensionless and their use allows to avoid scaling of the expected

and observed intensity values when a real-life mass spectrum is analyzed.

2. Ratios are not sensitive to multiplicative noise.

3. Consecutive ratios produce smaller errors than ratios with a common reference,

as will be explained at a later stage.

4. The probabilities of occurrence of the isotopic variants should sum to one. Such

a constrain is not required when working with isotopic ratios.

The (x+1)th ratio R is calculated from the probabilities of occurrence of consecutive

composite isotopic variants E′ with monoisotopic mass m as follows

R(x + 1, m) =
E′(x + 1, m)

E′(x, m)
with x = 0, . . . , 3 , (6.5)

where E′(0, m) is the probability of occurrence of the monoisotopic variant of a pep-

tide. The first three ratios, computed from the three sets of theoretical peptides,

are shown in Figure 6.3. The relation between the three consecutive ratios and the



74 Chapter 6. A polynomial model for the composite isotopic distribution

1 2 3 4 5 6 7 8 9
0.965

0.97

0.975

0.98

0.985

0.99

0.995

1

1.005

order of the polynomial model

ad
ju

st
ed

 R
²

 

 

1st isotopic ratio
2nd isotopic ratio
3rd isotopic ratio

Figure 6.4: Adjusted coefficients of determination for the theoretical peptides con-

taining two sulphur atoms.

monoisotopic mass of the theoretical peptides can easily be modeled by the following

polynomial model:

R(x + 1, m) = β0 + β1

( m

1000

)

+ β2

( m

1000

)2

+ β3

( m

1000

)3

+ β4

( m

1000

)4

, (6.6)

where the monoisotopic mass m is divided by 1000 to limit the magnitude of the

β parameters. The order of the model was chosen empirically by assessing the im-

provement in the adjusted coefficient of determination. In Figure 6.4, the adjusted

coefficients of determination are depicted for a polynomial model with order 0 to 9

fitted on the first three isotopic ratios of the theoretical peptides containing two sul-

phur atoms. Note that a polynomial model with an order higher than four does not

much improve the quality of the fit.

The parameters β0, . . . , β4 of the polynomial model were estimated by using the

least squares method, separately for each of the three sets of theoretical peptides.

Note that in this way the non-linear optimization used by Breen et al. (see equation

(4.19)), is replaced by a simple and fast least squares solution.

The estimated parameters for the three first ratios of the probabilities of the

composite isotopic distribution are presented in Table 6.1, separately for each set of

the theoretical peptides. The fitted models are displayed as solid lines in Figure 6.3.

It should be noted that the first four composite isotopic variants capture most of

the information available in the composite isotopic distribution in the range of 500
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Table 6.1: Estimated parameters of model (6.6) for ratios R(1, m), R(2, m), and

R(3, m), for the indicated mass ranges.

β R(1) R(2) R(3)

No-sulphur-containing peptides, mass range: 498− 3915 Da

β0 -0.00142320578040 0.06258138406507 0.03092092306220

β1 0.53158267080224 0.24252967352808 0.22353930450345

β2 0.00572776591574 0.01729736525102 -0.02630395501009

β3 -0.00040226083326 -0.00427641490976 0.00728183023772

β4 -0.00007968737684 0.00038011211412 -0.00073155573939

One-sulphur-containing peptides, mass range: 530− 3947 Da

β0 -0.01040584267474 0.37339166598255 0.06969331604484

β1 0.53121149663696 -0.15814640001919 0.28154425636993

β2 0.00576913817747 0.24085046064819 -0.08121643989151

β3 -0.00039325152252 -0.06068695741919 0.02372741957255

β4 -0.00007954180489 0.00563606634601 -0.00238998426027

Two-sulphur-containing peptides, mass range: 562 − 3978 Da

β0 -0.01937823810470 0.68496829280011 0.04215807391059

β1 0.53084210514216 -0.54558176102022 0.40434195078925

β2 0.00580573751882 0.44926662609767 -0.15884974959493

β3 -0.00038281138203 -0.11154849560657 0.04319968814535

β4 -0.00007958217070 0.01023294598884 -0.00413693825139

Da and 4000 Da. Nevertheless, it can be useful, especially for heavier peptides, to

have extra information about the fifth, sixth, and seventh composite isotopic variant.

The reason for this is that the amount of information about the composite isotopic

distribution captured by the first four composite isotopic variants decreases with

increasing masses. Therefore, for masses starting at 1000, 1250, and 1500 Da, extra

information is included in the model for the fourth, fifth, and sixth isotopic ratio,

respectively. The parameters for these extra ratios are displayed in Table 6.2.

It should be stressed that this model is only valid for the prediction of isotopic

ratios for peptides with a monoisotopic mass inside the intervals specified in Tables 6.1

and 6.2.



76 Chapter 6. A polynomial model for the composite isotopic distribution

Table 6.2: Estimated parameters of model (6.6) for ratios R(4, m), R(5, m), and

R(6, m), for the indicated mass ranges.

β R(4) R(5) R(6)

No-sulphur-containing peptides, mass range:

[907 − 3915] Da [1219− 3915] Da [1559− 3915] Da

β0 -0.02490747037406 -0.19423148776489 0.04574408690798

β1 0.26363266501679 0.45952477474223 -0.05092121193598

β2 -0.07330346656184 -0.18163820209523 0.13874539944789

β3 0.01876886839392 0.04173579115885 -0.04344815868749

β4 -0.00176688757979 -0.00355426505742 0.00449747222180

One-sulphur-containing peptides, mass range:

[939 − 3947] Da [1251− 3947] Da [1591− 3947] Da

β0 0.04462649178239 -0.20727547407753 0.27169670700251

β1 0.23204790123388 0.53536509500863 -0.37192045082925

β2 -0.06083969521863 -0.22521649838170 0.31939855191976

β3 0.01564282892512 0.05180965157326 -0.08668833166842

β4 -0.00145145206815 -0.00439750995163 0.00822975581940

Two-sulphur-containing peptides, mass range:

[971 − 3978] Da [1283− 3978] Da [1623− 3978] Da

β0 0.14015578207913 -0.02549241716294 -0.14490868030324

β1 0.14407679007180 0.32153542852101 0.33629928307361

β2 -0.01310480312503 -0.11409513283836 -0.08223564735018

β3 0.00362292256563 0.02617210469576 0.01023410734015

β4 -0.00034189078786 -0.00221816103608 -0.00027717589598

6.4 Practical use of the polynomial model

In a practical application, by comparing the ratios between a series of peaks observed

in a spectrum with the ratios predicted from model (6.6), with the parameter estimates

from Table 6.1, we can decide whether the series of peaks might be generated by a

peptide. The choice of an appropriate statistic for this comparison is not trivial. We
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Figure 6.5: Comparison of the error distribution for different calculation methods of

the ratio. Panel (a), distribution of errors e calculated via ratios with a reference.

Panel (b), distribution of errors e calculated via subsequent ratios.

propose the Pearson χ2 statistic, based on the fact that the variability in the isotopic

ratios seems to be dependent on the value of that ratio. In other words, a large

variability in the isotopic ratios can be observed for large isotopic ratios, as seen in

Figure 6.7(b). The Pearson χ2 statistic is calculated as:

ǫ =

3
∑

x=1

[RE(x, m) − RO(x, m)]2

RE(x, m)
, (6.7)

with RE denoting the ratio predicted from model (6.6), and RO denoting the ratio of

the heights of the peaks observed in a mass spectrum. The smaller the error ǫ, the

better the agreement between the observed and predicted ratios, and the more likely

that the series of peaks is generated by a peptide.

It is difficult to give a general strategy to choose a threshold for the error ǫ to

distinguish between a series of noise peaks and peptide peaks, because of the diver-

sity of mass spectrometers and of the possible settings to conduct an MS experiment.

Therefore, before applying this method, one should conduct an experiment to deter-

mine an optimal threshold for peptide peak detection for the particular MS technique

at hand.

As we argued earlier, consecutive ratios are preferable over the ratios with a com-

mon reference. Figure 6.5 shows the error ǫ, calculated from (6.7), for the true com-

posite isotopic distributions of the 1542 no-sulphur-containing human peptides (see

Section 3.2), using model (6.6). The calculated errors in Figure 6.5(a) are obtained
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from ratios with the monoisotopic variant probability as a reference, while the errors

in Figure 6.5(b) are obtained from consecutive ratios. Note that the only difference

between the two results is the way the ratios are calculated. It can be observed that

the errors from ratios with the monoisotopic variant probability as reference are larger

than the errors from consecutive ratios. Normally, one would expect no difference,

but the larger variability in the probability of the monoisotopic variant, as can be

seen from Figure 6.1, leads to larger errors, because the variability is propagated to

the three ratios.

In Chapter 5, we mentioned that the method of the Poisson approximation was

not suited for sulphur-containing peptides. This can be explained by the fact that,

for the Poisson model, the ratio of consecutive probabilities in a composite isotopic

distribution can be analytically expressed as

R(x + 1, m) =
P (x + 1; m)

P (x; m)
=

e−MMx+1x!

e−MMx(x + 1)!
=

M

x + 1
. (6.8)

From formula (6.8) it follows that mean M of the Poisson distribution (4.19) is equiv-

alent to the first ratio R(1, m). Note that Breen et al. found a linear relationship

between M∗ and m, as given in (4.21). From (6.8) it follows that the linearity is also

implied for ratios R(2, m) and R(3, m). This actually coincides with the observations

for no-sulphur-containing peptides, as shown in Figure 6.3.

On the other hand, from Figure 6.3 we can observe that the presence of sulphur

atoms introduces a curvature between the relationship of the second and the third

isotopic ratio with mass m. Consequently, the Poisson approximation, given in (4.19),

can be expected to perform worse for sulphur-containing peptides, because the implied

linearity no longer holds. This can also be observed from Figure 5.3, where the

presence of sulphur atoms leads to an larger error after fitting the Poisson distribution

to the theoretical composite isotopic distribution.

6.5 Application to the human peptides sample

Figure 6.6(a) shows the error ǫ, computed from (6.7), between the consecutive ratios

of probabilities of the composite isotopic distribution for the 2137 human peptides

and the ratios predicted by model (6.6) for no-sulphur-containing peptides (for the

coefficients, see Table 6.1). The effect of ignoring sulphur is clearly seen, with sulphur-

containing peptides showing large errors, which decrease with the mass. This indicates

that sulphur has a major effect on low mass peptides/ This is expected because the

heavier the peptide, the more C, H, N, O atoms, and the less influential sulphur is on
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Figure 6.6: Error ǫ between the observed subsequent ratios of the 1542 no-sulphur-

containing peptides and the ratios predicted by model (6.6). Panel (a) shows the

errors not accounting for the presence of sulphur. Panel (b) shows the errors when

accounting for the presence of sulphur.

the isotopic distribution.

However, when the errors are computed using the version of model (6.6) that

accounts for the occurrence of sulphur atoms in the peptide, then the magnitude of

the error is reduced, as shown in Figure 6.6(b).

It should be noted that, in this theoretical setting, the prevalence of sulphur in a

peptide is known. Of course, in practice we do not know how many sulphur atoms

might be present in a peptide that generate the peaks in a single mass spectrum. The

following scheme can be considered:

1. For a particular mass m, calculate three sets of predicted ratios, assuming dif-

ferent number of sulphur atoms present in the peptide, using the coefficients

from Table 6.1.

2. Compare each set of ratios with the ratios of the intensity peaks observed in a

mass spectrum by using the Pearson χ2 error statistic (6.7).

3. Choose the set of predicted ratios with the smallest error. If this error is smaller

than a chosen threshold, conclude that the series of peaks is generated by a

peptide with the corresponding number of sulphur atoms.

Applying the classification strategy to the 2137 human peptides, with 0.05 as the

threshold for the Pearson χ2 error, resulted in 10 misclassified peptides, which were
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Figure 6.7: Observed and predicted (using the methods of Breen et al. and Gay et al.)

heights (panel (a) and ratios (panel (b) of the isotopic variants of the 2137 peptides.

distributed as illustrated in Table 6.3. The threshold of 0.05 in this case example, is

based on the observations in Figure 6.6(b). The classification of the 1542 no-sulphur-

containing peptides resulted in one peptide incorrectly classified as containing one

sulphur atom. For the set of 92 two-sulphur-containing peptides, one peptide was

misclassified as also containing one sulphur atom. The worst result was obtained for

the one-sulphur-containing peptides, where 8 peptides were misclassified as containing

no sulphur atoms. Taken together, these results suggest that the classification scheme,

based on the composite isotopic distribution, can be suitable to predict the amount of

sulphur atoms in a peptide. Information about the sulphur presence could be helpful

to determine the amino acid structure of a peptide during tandem MS.

Table 6.3: Classification of the 2137 peptides according to the true and predicted

number of sulphur atoms.

Predicted S0 Predicted S1 Predicted S2

True S0 1541 1 0

True S1 8 494 0

True S2 0 1 92

The technique we developed is in the spirit of the methods proposed by Breen et

al. and Gay et al. Therefore, it is of interest to check how these methods perform
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on our dataset. Figure 6.7(a) compares the predicted composite isotopic distribu-

tion obtained via the method of Breen et al. (dashed line) and the method of Gay

et al. (dotted line) with the theoretical composite isotopic distribution of the 1542

no-sulphur containing peptides. It can be observed that, for the method of Breen et

al., the predicted probabilities of the monoisotopic variant fit quite well to the the-

oretical probabilities of the no-sulphur containing peptides. However, they fit worse

to the other composite isotopic variants of the peptides. This can be perhaps ex-

plained by the fact that Breen et al. calculated the multinomial expansion by using

Protein Prospector, which provides only an approximation of the complete multino-

mial expansion, as it implements the method of Kubunyi et al. [38], which requires a

user-defined threshold (see Section 4.1). Nevertheless, the probability of occurrence

of a monoisotopic variant is easy to calculate and no bias should be observed for it.

Note that this bias is present in the composite isotopic distribution predicted by the

method of Gay et al. An explanation for this bias is that Gay et al. incorrectly

assumed that 100% of the isotopic ions is distributed over the first six composite iso-

topic variants. Figure 6.7(b) displays the ratios of the probabilities of the consecutive

isotopic variants, predicted by the methods of Breen et al. (dashed line), Gay et al.

(dotted line) and the results of the application of model (6.6) (solid line). Note, that

the method of Gay et al. seriously deviates from a straight line for higher masses.

The reason for this deviation is that the method was constructed for peptides within

a mass range between 800 Da and 3000 Da. This immediately indicates that caution

should be taken when extrapolating beyond the construction interval.

6.6 Discussion

For no-sulphur-containing peptides, the prediction of the composite isotopic distri-

bution by using the Poisson approximation, as proposed by Breen et al., gives sat-

isfactory results. However, as suggested by our results, the complex fitting of the

Poisson approximation by using (4.19) can be replaced by directly modeling the rela-

tion between monoisotopic mass m and the first isotopic ratio R(1, m). For sulphur-

containing peptides, the prediction of the isotopic ratios with the polynomial model

corrects for the presence of sulphur, as indicated in Figure 6.6(b).

The results of the classification strategy, mentioned in Table 6.3, suggest that it

is possible to predict the number of sulphur atoms in a peptide by using model (6.6).

Note that this does not require an extra tandem MS. In this way, we could rapidly

screen single mass spectrum for sulphur-containing peptides. However, it should be
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underlined that these results are based on theoretical composite isotopic distributions

computed via a multinomial expansion, and not on series of peaks observed in a

spectrum. Thus, it does not reflect the extra influence of error in a mass spectrum.

The method developed in this chapter accounts for the prevalence of one or two

sulphur atoms in a peptide. This restriction was chosen based on the observed preva-

lence of sulphur atoms in the data set of 2154 peptides available for the study. In

principle, it is possible to extend the method in such a way that it accounts for the

presence of three or more sulphur atoms in a peptide. This can be done by construct-

ing an extra set of theoretical peptides with the required number of sulphur atoms

and applying the model in equation (6.6) to them.

It should be noted that the developed model was validated with a set of human

serum peptides. However, the construction of the theoretical peptides was done with

a variant of Senko’s Averagine, which was derived from the PIR protein database by

using the statistical occurrences of all the amino acids. This implies that Averagine is

a valid approximation for an average amino acid of all species. Therefore, the method

proposed in this chapter should be applicable not only to human serum peptides, but

also to other peptides. One could ask the question, however, whether the method

could be improved by calculating an organism-specific (e.g., human) average amino

acid using a subset of proteins from, e.g., the PIR protein database. In this respect, it

is worth noting that, using the available set of 2154 peptides, we found the following

observed average amino acid:

C4.7810H7.6042O1.5079N1.4067S0.0238. (6.9)

The only discrepancy between (6.9) and Senko’s Averagine (4.16) lies in the average

number of sulphur atoms, which is possibly related to the in-vivo protein processing.

Therefore, it is our conjecture that calculating an organism-specific average amino

acid may not necessarily offer much improvement to the developed approach.

In principle, one might consider extending this method, so that it can be used to

detect other types of modifications of a peptide, e.g., phosphorylation, or a family

of glycoproteins. However, this is only possible if the modification has a substantial

effect on the isotopic distribution in order to discern it from an unmodified peptide.
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7
An algorithm for

pre-processing COFRADIC

data

7.1 Introduction

In this chapter we describe an automated algorithm, which implements a high-

throughput peptide-centric proteomic pipeline and translates the massive amount

of data, obtained by using, e.g., COFRADIC MALDI-TOFMS (see Section 2.4), into

proteomic profiles that can be immediately compared between different biological con-

ditions. We focus particularly on the N-terminal COFRADIC, introduced by Gevaert

et al.[30], as an example of a LC-technique for the separation of dense protein mix-

tures such as serum. Our aim is to introduce a strategy to analyse mass spectral data

generated from this type of settings, to which the techniques for a quick, automated,

yet sensitive analysis developed in this chapter can be applied to. The algorithm is de-

picted as a flowchart in Figure 7.1. The method allows to discriminate and score series

of peaks, possibly related to a peptide, from those generated by error. Valid peptide

peaks, which are separated over subsequent fractions, are assembled in a unique way

such that they represent the relative abundance of a peptide in a mixture.

85
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Load new COFRADIC experiment.

Load new fraction.

Remove additive white noise by undecimated discrete wavelet transform.

Baseline correction with moving average filter on the observed local minima.

Dimensionality reduction by selecting largest local maximum inside a window of 0.9 Da.

Candidate monoisotopic peak picking.

Peptide peak validation using a the polynomial model.

Peptide peak quantification and normalization.

Mass calibration with a quadratic transformation

using the information about internal standards

Last fraction?

Cluster peptide peaks by two-step clustering

over m/z-coordinates and retention time dimension.

Last COFRADIC experiment?

Match peptides over several samples using a two-step clustering algorithm

Analyse peptides’ relative abundances across various biological conditions.

Figure 7.1: Flowchart of the proposed pre-processing algorithm.

The main reason for the construction of the proposed analysis strategy is twofold.

First, we are not aware of any widely available software package that is able to anal-

yse, combine, and interpret data from high-dimensional LC and MS as an automated

procedure. To analyse such data, switching between different packages and program-

ming wrappers to automatically transfer the data between the different data formats
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is usually required. This is time-consuming, prone to error, and problematic in a

high-throughput proteomics framework.

Second, the accuracy of quantification gains a lot from working with mass spectra

with a clear mass signal. Peaks which are due to noise, non-peptidic contaminants,

complex baselines, or co-eluting peptides, make the detection of differently expressed

proteins much more difficult. This is a general problem when analyzing complex

samples that generate complex LC-MS profiles, as stated by Aebersold et al. [67].

De-isotoping algorithms used in commercially available software often lead to the

detection of many spurious peaks, which do not correspond to genuine peptide peaks.

For instance, in the part below 1000 Da in a MALDI-TOF spectrum, the software can

detect a lot of peaks, while this region is known for its chemical noise and matrix peaks.

A possibility to circumvent this problem is to have information about the quality of the

found peptide peak, which would indicate how well the found peaks correspond to a

series of bonafide peptide peaks. However, most commercial algorithms do not provide

this information. This is linked to another, more general drawback of commercial

software packages: they often lack transparency and flexibility.

The conceived algorithm can be advantageous in several ways. First, it increases

the dynamic range. Current methods often use information about the signal-to-noise

ratio (SNR) to select ’peptide peaks’. However, peaks selected by this scheme can be

due to noise and lead to unsuccessful identification on tandem MS. Because of the

use of prior information about the characteristics of peptides in the algorithm, we do

not base our findings on criteria like SNR. Consequently, very scarce peptides, i.e.,

with low SNR, are detected in the mass spectra [81]. Second, the workload sent to

tandem MS is reduced to contain only the potentially interesting set of molecules.

When analyzing proteomes over different conditions, we only select peptides, which

seem to differ significantly between the conditions. Such an ’interesting peptide’ can

be eluted over multiple fractions, and requires an identification only once. Therefore,

the LC-profile of this peptide is used to select the fraction wherein most of the peptide

material is eluted. This increases the changes for a positive identification, enabling

us to avoid redundant identification steps for this peptide.

It should be noted that, in the N-terminal COFRADIC context, a protein is

represented by only one peptide. This makes the process to link the selected N-

terminal peptide to its parent protein more complex. The process falls outside the

scope of this dissertation.

The chapter is organized as follows. In Section 7.2, we describe the proposed

methodology. Results of the application to the case study data (see Sections 3.3 and

3.4) are presented in Section 7.3. Section 7.4 contains a discussion.
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7.2 The algorithm

In order to analyse data coming from a COFRADIC experiment, one needs a stable

and fast algorithm to find valid peptide peaks and combine them in such a way that

they represent the abundance of a peptide scattered across the fractions.

7.2.1 LC-mass spectral data

A typical feature of LC-MS data is that a peptide signal s(t, m/z) is present in two

dimensions, where t represents the retention time dimension and m/z represents the

mass-to-charge dimension. The retention time dimension indicates the time interval

when a certain peptide is eluted from the column. This dimension ranges from 50

minutes to 170 minutes during the primary fractionation and is represented as 30

so-called primary fractions. This means that one primary fraction is equivalent to a

4-minute collection interval. After modification of the primary amines by TNBS, the

secondary fractionation is performed under identical conditions as the first separation,

except that the primary fraction is collected over a slightly extended interval. In

practice, the secondary fractionation of a primary fraction commences at the start

of that primary fraction minus one minute and stops at the end of that primary

fraction plus one minute. Therefore the primary fraction, collected in the primary

fractionation during 4 minutes, is further separated in the secondary fractionation

during 6 minutes in 48 fractions. This means that one secondary fraction is equivalent

to a collection interval of 7.5 seconds. The m/z dimension indicates the mass-to-

charge of the peptide and lies, in this case, within an interval between 500 and 4000

m/z. Because peptides detected with MALDI-TOFMS are mostly singly charged, we

use the mass measure dalton (Da) instead of the term m/z (see Section 2.2.2).

Because of complexity issues, we consider the peptide signal s(t, m/z) = s1(t) ·
s2(m/z) as a combination of two independent signals, with s1(t) denoting the elution

profile and s2(m/z) denoting the mass signal, as proposed by Hilario et al. [36]. Under

this assumption, we first process each mass spectrum independently over the mass

dimension, for which peptide peaks are selected from the mass spectrum. In the next

step, the selected peptides are assembled over the retention time (fractions) in order to

study the elution profile in LC-dimension. This approach is especially beneficial for a

high-throughput proteomics framework, considering the massive amount of generated

data, where it is difficult to directly operate on the complete data set due to limitations

of computing power. Nevertheless, there are methods, which consider the complete

LC-MS map. They require, however, an intermediate step, where ’interesting’ regions
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Figure 7.2: Noisy artefact in a mass spectrum. Panel (a) shows peaks corresponding to

matrix molecules, indicated by an arrow. The ellipses indicate low-frequency chemical

noise. Panel (b) shows the chemical noise at a higher mass region, where it appears

a low intense correlated noise.

of a manageable size are selected from the LC-MS map before further analysis can

be applied. We argue that this step is unnecessary and time-consuming, as it can be

avoided by the proposed algorithm.

An unprocessed mass spectrum typically consists of numerous intensity measure-

ments, not always representing valuable information. Therefore, the low-level pro-

cessing of mass spectral data is a critical step, because it provides a way to reduce

the dimensionality of the data. For this purpose, we propose a model for the noise

sources of MALDI-TOFMS data. Further, we suggest signal processing approaches

to eliminate the noise, such that the potential for the detection of valid peptide peaks

is increased.

The different terms contributing to the intensity y(m/z), measured at a particular

m/z location in a MALDI-TOF mass spectrum can be presented as follows:

s2(m/z) = δ(m/z) ⊗ P (ac, ab, ms) + B(m/z)

+δ(m/z)⊗ M(ac, ab, ms) + c(m/z) + ε . (7.1)

In equation (7.1), δ(m/z) is a Dirac impulse that represents the position of the

monoisotopic mass of a bio-chemical molecule. The Dirac impulse is convoluted (sym-

bol: ⊗) with a predefined shape P (ac, ab, ms), where the shape depends on the atomic

composition (ac), and abundance (ab) of the peptide, and on mass spectrometer spec-

ifications (ms). Only those peaks that really represent the presence of some biological
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mass are considered as the signal of interest. In what follows, other terms contributing

to the mass spectrum are considered as noise. Peaks M(ac, ab, ms), introduced by

chemical compounds such as matrix or solvent, have a similar shape as bio-chemical

compounds, but do not contain information about the N-terminal peptides in the

fraction. This can be seen in panel (a) from Figure 7.2, where the peaks indicated

by an arrow are generated by matrix molecules. Further, the baseline B(m/z) (see

panel (a) of Figure 7.3) and a low intense oscillation c(m/z), often referred to as

chemical noise, are visible in the spectrum. In the lower mass regions, mainly be-

low 1500 m/z, the chemical noise c(m/z) appears as a structured periodic signal,

as indicated by ellipses in panel (a) of Figure 7.2. In the higher mass regions, the

chemical noise has an increased frequency and decreased intensity, while at the end of

the mass range (in this case, near 2500 Da), the chemical noise appears as low intense

correlated noise, as can be seen in panel (b) of Figure 7.2. Due to the low-frequency

of this structured noise at the lower mass region, it is difficult to filter it out from

the spectrum without affecting the peptide peaks P (ac, ab, ms). The last term of the

mass spectrometry signal in equation (7.1) is the normal random noise ε, and has a

minor effect on the signal. Nevertheless, the additive noise is removed from the mass

spectrum by using the undecimated discrete wavelet transform proposed by Baggerly

et al. [19].

7.2.2 Low-level processing

As mentioned previously, during the low-level processing, the LC-MS data are pro-

cessed solely over the m/z-dimension. Additive noise and baseline are removed to

improve the reproducibility. To decrease the complexity of a mass spectrum, the data

are reduced without loss of relevant information, i.e., the information about the com-

posite isotopic distribution is retained. These findings are based on the observations

of a controlled experiment, where the content of a biological sample was known, and

will be further explained in this chapter. There exist several strategies to filter out

information about the composite isotopic distribution from the mass spectra. These

are usually based on the peak shape or on the accumulated intensity measures com-

posing the peak. However, we argue that information about the peak height should

be adequate.

Baseline correction

Let us define the ion count as the sum of the intensity measurements for the data

points in a mass spectrum corresponding to the composite isotopic distribution of a
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Figure 7.3: Mass spectrum from Cytochrome C mixture. (a) Unprocessed MALDI-

TOF spectrum (solid line) with baseline (dotted line) and reduced mass spectrum

(cross). (b) Baseline corrected MALDI-TOF spectrum (solid line) with two valid

monoisotopic peptide peaks (star). The expected composite isotopic distributions are

indicated by circles.

peptide. The ion count is used as a measure for the relative abundance of a peptide

in a fraction. Therefore, it is mandatory to subtract the baseline from the spectrum

before calculating the ion count, so that the baseline variability does not influence

the measure of abundance. Another reason favoring baseline correction is that, in our

approach, for selecting peptide-related peaks in a mass spectrum, the height of the

peaks is used. The baseline would influence the height of the observed peaks and, con-

sequently, would complicate the assessment of valid peptide peaks. Baseline is found

by applying a moving mean filter (greedy baseline correction) or a moving minimum

filter (stingy baseline correction) on the observed local minima in a mass spectrum.

For our purpose, the smoothing with a moving mean filter and a window width of 10

Da was found to be optimal. The dashed line in Figure 7.3(a) represents the baseline.

After interpolating and subtracting the baseline from the mass spectrometry signal,

all negative values are truncated at zero. The result of the baseline correction can be

seen in Figure 7.3(b). Baseline correction based on a moving mean filter is fast and

yields results comparable to, e.g., locally weighted scatterplot smoother (LOWESS),

but is less computationally involved.
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Data reduction

The data from one mass spectrum contain approximately 150, 000 datapoints. How-

ever, we are only interested in finding the group of peaks corresponding to the compos-

ite isotopic distribution of a peptide. Therefore, we apply a data reduction technique

that reduces the number of intensity measurements to approximately 3500 without

loss of information about the composite isotopic distribution. The data reduction

is achieved by, first, selecting all the local maxima from the original spectrum. All

other measurements are set to zero. Second, the largest local maximum inside a win-

dow of a size less than 1.00235 Da is selected. In our case, a window of 0.95 Da is

used, because composite isotopical peaks in a MALDI-TOF spectrum are separated

by approximately 1 Da. The outcome of the data reduction step can be observed in

Figure 7.3(a), where the selected peaks are indicated by a cross.

A disadvantage of this method is that it only captures information about the height

of peaks in the mass spectrum. Information about the shape of the peaks is removed

during this process, as it is not relevant for the selection of candidate monoisotopic

peaks. The lack of information about the peak shape can be problematic if we want

to detect overlapping peaks. However, due to the peptide sorting proporties of the

COFRADIC methodology, it is less likely that peptides with a similar nominal mass

are introduced at the same time by the LC-column [43]. In our case study data,

described in Section 3.4, only a few overlapping peptide peaks were observed. Exact

quantification of the amount of overlapping peptides is difficult as it requires visual

inspection of the data.

Undoubtedly, variable data quality can result in a loss of detection power. Peaks

are selected from the data, but this does not prevent us from selecting peaks generated

by noise. In the next step, noise peaks are removed from the list of local maxima

peaks by using information about the peptide’s characteristics.

7.2.3 Mid-level processing

During the mid-level processing, valid peptide peaks are selected from the mass spec-

trum. After mass calibration, the peptide peaks, possibly spread over several sub-

sequent fractions, are aggregated such that they represent the relative abundance of

the peptide in a sample.
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Candidate monoisotopic peak picking

From the list of local maxima obtained by the method described in Section 7.2.2, we

select candidate monoisotopic peaks. This is done by selecting the peaks fulfilling the

following criteria:

1. There are at least four 1.0015 Da separated consecutive peaks present in the

spectrum. This condition is imposed because the peaks corresponding to a

composite isotopic distribution of a peptide should appear as peaks separated

by approximately 1 Da. Based on machine precision, a margin of 100 ppm (see

Section 2.3) is allowed on the position of the subsequent peaks. The set of four

peaks is called an isotopic cluster.

2. The signal-to-noise ratio of the isotopic cluster is defined as the intensity of the

largest peak in the cluster divided by the noise. This value should be equal or

larger than 1.5. The noise is estimated locally by the maximum value of intensity

measurements within a small region of approximately 1 Da surrounding the

corresponding isotopic cluster.

If both conditions are satisfied, then the peak, corresponding to a local maximum, is

considered as a candidate for a monoisotopic peptide peak. Peaks that do not pass

either of the conditions are considered noise peaks and are removed from the list of

local maxima.

Peptide peak validation

The relative heights of intensity peaks corresponding to a peptide depend only on the

distribution of the composite isotopic variants of the peptide, as it was explained in

Chapter 4. The prior knowledge about the composite isotopic distribution allows us to

discriminate in a mass spectrum between a valid peptide peak and peaks originating

from noise. The expected probabilities of the composite isotopic distribution are

estimated by using the method described in Chapter 6.

To validate the candidate for a monoisotopic peptide peak, and to distinguish it

from a series of noise peaks, the Pearson’s chi-squared test statistic is calculated. If

the obtained value of this goodness-of-fit measure is smaller than 0.15, the candidate

peak is considered as a valid monoisotopic peptide peak. The threshold of 0.15 was

obtained via empirical simulations, as it is explained in the Appendix B. It should be

noted that this threshold is not generally applicable to other LC-MS settings, because

of the diversity of mass spectrometers and the possible experimental settings. For
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this reason, one should conduct an experiment to determine the optimal threshold for

monoisotopic peptide peak detection, before applying this method in other LC-MS

settings.

To validate a candidate for a monoisotopic peptide peak in an observed mass

spectrum, only the first four probabilities of the composite isotopic distribution are

considered for this goodness-of-fit measure (see Figure 7.3(b)). The peaks correspond-

ing to the first four composite isotopic variants of a peptide are normally easily found

in a mass spectrum. However, one can argue that for low-mass peptides, the fourth

composite isotopic peak may not be observed when the abundance is low. In these

situations one can consider using three peaks, while setting the height of the fourth

(undetected) peak to zero. Note, that this is a conservative approach as the fourth

composite isotopic variant will contribute to the Pearson’s χ2 error. This can inter-

preted as a penalization for not finding the fourth peak. An alternative approach is

to use three peaks for the validation of a peptide, but then we need to define another

threshold. However, because the validation of a peptide is based on less information,

we need to accommodate for the higher of amount of noise peaks that will be selected

a valid peptide peak and, in turn, this will results in a stricter threshold.

Peptide quantification and normalization

For each jth valid monoisotopic peptide peak in spectrum i, the ion count Iij of

the isotopic cluster is calculated as a measure of the relative peptide abundance in a

fraction,

Iij =

e
∑

m/z=b

s2(m/z) , (7.2)

with s2(m/z), the mass spectral signal, as defined in equation (7.1). The isotopic

cluster ranges from b, the monoisotopic mass of the peptide minus 0.5 Da, up to e,

the mass of the last detectable composite isotopic variant plus 0.5 Da.

Because the data quality is not uniform between the consecutive mass spectra, we

need to correct for sample degradation, laser intensity variations, and fluctuations in

ionization efficiency, spotting, and crystallization. Therefore, the ion count is normal-

ized by the total ion count (TIC) of a spectrum. The total ion count is calculated as

the sum of all intensity measurements composing the spectrum after baseline correc-

tion. One can consider alternate normalization schemes, like, e.g, normalization based

on a partial ion count. In this variant, the normalization term ignores the region be-

low 1000 Da to avoid influence of matrix and solvent related intensity measurement.

However, this strategy was found inferior compared to total ion count normalization.
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The total ion count normalization works well for individual mass spectra, but may

not be as meaningful in LC-MS experiments, where not the same amount of peptide

elutes in the different fractions. Therefore, an extra normalization step is required to

perform an additional inter-spectra normalization beside the intra-spectrum normal-

ization. This is explained later in this section.

Mass calibration

Due to the spectrometer’s high mass resolution in the range between 500 to 4000 Da,

the peaks corresponding to composite isotopic variants of a peptide are individually

present in the mass spectrum. The monoisotopic mass is an appropriate measure for

the location of the peptide in the mass dimension. But the time of flight measurement

with a MALDI-TOF mass spectrometer is often affected by an error. According to

Grass et al. [31], this error can reach up to one Da. Normally, the obtained mass spec-

tra are calibrated by the mass spectrometer, but when the machine calibration fails

(i.e., ppm > 100), we perform an additional mass calibration via a quadratic transfor-

mation (7.3) using the information about internal standards (calibrants). Obviously,

this method only works when the internal standards are well detectable. The internal

standards are selected based on two criteria:

1. the approximate theoretical location (±5 Da) of the internal standard;

2. the theoretical mass difference between the internal standards.

We argue that, if the internal standards are present within a 100 ppm error interval,

not much improvement can be obtained by performing a mass calibration. If the

location of the internal standards exceed the 100 ppm error interval, we perform a

mass correction and indicate the fraction as ’ill-calibrated’.

The calibration makes use of the quadratic relation between the time-of-flight

(TOF) and m/z, as described by [32] and explained in Section 2.2.2:

TOF = β1m/z + β2

√

m/z + β3 . (7.3)

Instead of using the time of flight measured in nanoseconds, we use the dimensionless

term tick (or channel) to indicate the time interval wherein ionized molecules collide

with the detector of the mass spectrometer. The tick-value indicates the position of

the corresponding m/z-value in the datavector. If the location (TOF in (7.3)) of the

five internal standards in the data is known then, under model (7.3), parameters β1,

β2, and β3 can be calculated by the least squares method using the five theoretical

m/z-values of the internal standards.
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Figure 7.4: Partial heatmap of the local maxima present in the mass spectra from a

biological sample. The focuss is on the second internal standard for which the red

stripes are the successive peaks corresponding to the composite isotopic distribution.

Panel (a) presents the heatmap before mass calibration, while Panel (b) presents the

mass calibrated heatmap

Next, we calibrate the mass of a peptide, based on obtained values of β1, β2, and

β3, by computing

m/zcal. = − β2

2β1
±

√

(

β2

2β1

)2

− (β3 − TOF)

β1
, (7.4)

with TOF denoting the location of the validated monoisotopic peaks in the datavector

(tick-value).

We can already mention that in the considered case studies (see Sections 3.3 and

3.4), the mass calibration performed by the mass spectrometer was satisfactory and

did not require any additional adjustments. Therefore, the proposed mass calibration

method was validated on a set of ill-calibrated mass spectra, for which the method

was proven to work correctly. This can be observed from the heatmaps in Figure 7.4,

where the dots indicate the local maxima found in the spectra. The x-axis indicates

the mass of the local maxima and the y-axis indicates the fraction (or mass spec-

trum), in which the local maximum was found. The intensity of the local maxima is

indicated by colors; blue is low intense and red is high intense. In panel (a), the local

maxima are shown for the region near the second internal standard (IS2 in Table 3.1).

The red vertical stripe at mass 1046.5 Da is the peptide peak corresponding to the

monoisotopic variant of internal standard IS2. It can be observed that for fractions
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Figure 7.5: Heatmap, for the mass range near the valid monoisotopic peptide peak

cluster at 2518 m/z. (a) Valid peptide peaks are projected on the m/z axis, where a

clear separation between the clusters can be observed. (b) The cluster at 2518 m/z is

projected at the retention time axis. No further separation is possible, so the cluster

of valid monoisotopic peptide peaks is assembled as a peptide.

with numbers ≥ 193, the internal machine calibration fails to work. This can be

seen by the scattering of, e.g., the monoisotopic peptide peak across the mass region.

After applying the calibration method described in this section, based on internal

standard IS2, IS3, IS4, and IS5 (see Table 3.1), the local maxima are nowaligned,

as can be seen from panel (b) of Figure 7.4. This means that the vertical stripes

are now reconstructed. Note that the external mass calibration did not work for the

mass spectra near fraction 200. The horizontal blue stripe at this location indicates

a decrease in intensity, which may be caused by inappropriate ionization due to laser

fluctuations or poor crystallization. Therefore, we could not trace back the inter-

nal standards required to recalibrate the mass spectrum for the fractions near 200.

Probably, this is also the reason why the internal machine calibration lost track of the

internal standards and could not recover mass calibration after the ionization problem

was fixed.

Assembling peptides

After processing of all the mass spectra, the validated monoisotopic peptide peaks,

separated over different fractions, but originating from the same peptide, must be

linked in order to quantify the abundance of the peptide in the mixture. For this

purpose, a two-step clustering algorithm is proposed to collect information about
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a peptide scattered over different fractions. To this aim, we assume that peaks,

which appear in subsequent fractions and which have approximately the same mass,

are related to the same peptide eluted over the fractions. The clustering algorithm

consists of two consecutive steps:

1. The validated monoisotopic peaks, situated in a three-dimensional space (inten-

sity measure, mass, elution time), are projected on the mass dimension. As can

be seen in Figure 7.5(a), the data are well separated over the m/z-axis. Hence,

in the mass dimension, clustering is performed using a threshold of 0.3 Da for

the size of the gap that separates the data in the case study.

2. For a cluster obtained from the previous step, the elution time dimension (frac-

tion) is now considered (see Figure 7.5(b)). Within each subgroup, the data

are projected on the time dimension. If peptide peaks are found in subsequent

fractions, then these peaks are assumed to be generated by the same peptide

and hence clustered in a single group. In this step, a gap of 37.5 seconds is

allowed to occur, equivalent to not observing the peptide in 5 consecutive frac-

tions. The missing gap of 37.5 seconds is generally accepted by chromatographic

experimentalists.

For each group (cluster), a vector with descriptive statistics is registered containing

information about the mean m/z, retention time, relative abundance, etc. Clusters

that manifest themselves over more than 8 minutes (or 64 fractions) are discarded from

the data because they are assumed to come from chemical contaminations, matrix, or

internal standards. The two-step clustering algorithm is able to perform the clustering

on the complete set of validated peptide peaks, and does not require working on local

parts of the LC-MS data.

The intensity of a peak representing a peptide in a mass spectrum is mainly influ-

enced by laser intensity, matrix crystallization, ionization efficiency of a peptide, and

the absolute abundance of the peptide in a fraction. Because optimization of peptide

separation ensures low peptide density for each MALDI spot, we must adjust laser

intensity in order to ensure that the peptides give rise to a clear MS signal. The laser

intensity is tuned once for each LC-MS-run to avoid signal saturation. When satu-

ration occurs, the information about the composite isotopic distribution is lost and

our de-isotoping algorithm fails to work. This of course only affects the quantification

of peptides that correspond to very abundant proteins. The compromise made while

tuning gives a priority to accurate quantification of low abundance proteins. This

means that the mass spectral signal will saturate occasionally for a few abundant
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Figure 7.6: Elution profile of internal standard (IS3) found in the three COFRADIC

replicates. The displayed trend might be an indication for the peptide density in the

fractions.

proteins. Another aspect to reduce nuisance in the data is to ensure reproducible

crystallization. To this aim, the spotting of the biological sample onto MALDI plates

is optimized and automated. Further, the ionization efficiency depends on the atomic

composition of a peptide and the peptide’s ability to absorb ions. This factor is not of

crucial importance, because we do not want to absolutely quantify the peptide abun-

dance, but rather want to relatively compare the abundance of particular peptides

across biological samples.

Note that we measure the relative abundance of the peptide in a fraction [72].

Therefore, in order to obtain the relative abundance Aj of peptide j in the whole

sample, we need to weight the peptide intensity measurements Iij (defined in (7.2))

in fraction i by the proportional content wi of fraction i in the total biological sample:

Aj =

rt2
∑

i=rt1

wi
∑

k wk
Iij , (7.5)

where rt1 and rt2 are, respectively, the first and the last fraction, in which the pep-

tide eluted, while index k denotes the total number of fractions in the COFRADIC

experiment.
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Theoretically, an estimate of the content wi of a fraction could be retrieved from

the LC-column by means of an optical density (OD). In practice, we use wi = 1,

i.e., we just compute means. One could also consider using the LC-profile of internal

standards to retrieve an estimate of the optical density. This, of course, is only possible

when the absolute quantity of internal standard in each fraction is kept constant. For

example, Figure 7.6 presents the measured abundance of the third internal standard

(IS3) over the several fractions after TIC normalization. The amount of internal

standards is the same across the fractions, because it is spiked into the sample after

the COFRADIC procedure. Therefore, we expect the same intensity measure in each

fraction. However, due to ion suppression (see Section 2.2.1), the intensity measure

of the internal standard appears not to be constant. This indicates that the sample

density differs across the fractions. However, how this fluctuating intensity measure

of the internal standards can be used to estimate the optical density of a fraction is

a topic for further research.

7.2.4 High-level processing

The main goal of quantitative proteomics is to find peptides that are differentially

expressed across different biological conditions. Therefore, peptides with inaccuracies

in mass and retention time alignment should be matched over the different experi-

mental conditions. To take into account these inaccuracies, a clustering algorithm,

similar to the one described in Section 7.2.3, is proposed. Therefore, we assume that

clusters of monoisotopic peptide peaks with the same mass coordinates and the same

retention time are representing the same peptide. In the distance measure we allow

for a chromatographic time shift of one minute, which corresponds to a misalignment

of eight fractions between the chromatographic separations.

Next, the peptide relative abundances are analyzed across various biological condi-

tions. To avoid redundant comparisons, the chemical modifications and isoforms of a

peptide reported at the unimod-database of protein modifications for mass spectrom-

etry [3] should be removed. Peptides that are differentially expressed across different

biological conditions are marked as, for instance, candidate biomarkers. However,

caution should be taken during this step. When statistically comparing multiple pep-

tide expressions, one should correct for multiplicity. A similar issue appears, e.g.,

in the analysis of multiple genes in microarrays. In this context, different methods

addressing the multiple testing issue have been developed (e.g., SAM [78]), which can

also be applied to the analysis of mass spectrometry data after proper pre-processing.

Next, via tandem MS, the amino acid sequence of the N-terminal peptide, which



7.3. Results 101

is found to be differentially expressed for various groups of samples, can be identified

and should be linked to the differently expressed parent protein. To facilitate the

peptide characterization, we can use information from the observed elution profile of

the specific peptide and choose the fraction where most of the material, i.e., with the

highest intensity measure, is eluted from the column.

7.3 Results

The algorithm described in Section 7.2 has been implemented in MATLAB and ap-

plied to two case examples.

In Section 7.3.1, we discuss the performance of the de-isotoping algorithm. For

this purpose, we use the Bovine Cytochrome C data set described in Section 3.3. In

Section 7.3.2, we assess the clustering and assembly algorithm using a human blood

sample of a healthy volunteer, processed three times (i.e., with technical replicates)

by the COFRADIC methodology, described in Section 3.4.

7.3.1 Bovine Cytochrome C sample

After processing the 384 spectra with the algorithm described in Section 7.2, 12 out of

17 peptides present in the bovine cytochrome C tryptic digest and internal standard

mixture (see Table 3.1) were consistently classified as valid monoisotopic peptide

peaks. The algorithm was unable to find the peptides at 573.3 Da, 634.4 Da, 678.4

Da, 806.5 Da, and had difficulties with consistently finding the fifth internal standard,

i.e., the peptide at 3494.7 Da. A possible reason for missing the low-mass peptides

are interfering peaks produced by matrix (range 500 to 650 Da) and solvent (range

750 to 850 Da). For the peptide in the higher mass range, bad ionization efficiency

and decreasing resolution can be a reasonable explanation. However, note that the

fifth internal standard is consistently found in the mass spectra from the COFRADIC

replicates, as will be discussed in Section 7.3.2.

From Table 3.1, which lists the peptides in the purchased peptide mixture, we

should expect to find 17 peptides in the mass spectra, but we find more. This can be

observed in the heatmap in Figure C.1, where the stretches indicate peptides, which

are found over the 384 spectra. The color is an indication for the abundance of the

corresponding peptide, with red indicating the highest intensity measurement. The

monoisotopic masses of the 52 peptides found in more than 20% of the spectra are

listed in Table 7.1. Beside the 12 valid monoisotopic peptide peaks, which could be

linked to peptides in the purchased sample, the algorithm nominated 23 extra valid
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Table 7.1: Peptides found in more than 20% of the 384 bovine cytochrome C tryptic

digest mass spectra.

mass % mass % mass %

568.1 100 1322.7 90.1 1633.6 100

650.1 23.7 1340.7 42.4 1649.6 100

779.4 100 1367.7 99.59 1656.6 82.6

817.3 89.8 1377.8 89.3 1672.9 100

861.1 24.0 1419.8 32.3 1820.7 91.7

964.5 100 1434.8 100 2010.0 100

986.5 22.9 1438.8 72.9 2026.0 100

1046.5 100 1456.7 100 2032.0 103.4

1099.5 41.4 1478.7 93.0 2042.0 98.4

1100.5 21.4 1488.7 20.1 2058.0 97.1

1124.6 99.7 1504.5 62.8 2138.1 100

1152.6 98.4 1505.5 26.0 2154.1 100

1168.6 100 1562.9 100 2160.1 97.4

1184.6 100 1567.8 77.3 2170.1 98.4

1196.6 96.1 1584.8 100 2186.1 95.3

1212.6 99.7 1588.8 41.9 2465.2 101.3

1296.7 100 1589.7 46.9

1306.7 100 1606.8 99.7

monoisotopic peptide peaks, which were consistently found in 90% of the 384 spectra.

These extra 23 findings might be due to possible modifications. For instance, chemical

modification such as oxidation (+15.99 Da), sodium adduct (+21.98 Da), tryptophan

oxidation to formylkynurenin (+31.99 Da) and tri-oxidation (+47.97 Da), could be a

reasonable explanation for the peptide with sequence ’GITWGEETLMEYLENPKK’.

These possible modifications are indicated in in Table 7.1 by bold numbers.

Another possible explanation is that some of the found peptides are an artefact

of the proteolytic background [56]. This means that the tryptic digest is not 100%

correct, such that trypsine misses to cleave on arginine or lysine. This can result
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Table 7.2: Peptides found in Bovine Cytochrome C tryptic digest, which could be

related to the proteolytic background due to an imprecise tryptic digest

nr Sequence mass (m) Miscleavage

BG1 TGPNLHGLFGRK 1296.7171 1

BG2 GEREDLIAYLK 1306.7001 1

BG3 MIFAGIKKKGER 1377.8035 3

BG4 YIPGTKMIFAGIK 1438.8127 1

BG5a KKGEREDLIAYLK 1562.8901 3

BG5b KGEREDLIAYLKK 1562.8901 3

in more peptides in the mixture than reported by the supplier. To support this

statement, we used the MS-digest tool from Protein Prospector to perform an in silico

tryptic digest of Bovine Cytochrome C allowing for ten miscleavages. This resulted

in 99 peptides containing up to eight miscleavages. Based on the monoisotopic mass

location of these peptides, five out of 99 could be linked to peptides that are observed

in the mass spectra. The five peptides are listed in Table 7.2. Note that peptide

BG5a and BG5b have the same atomic composition and hence the same mass and

isotopic distribution.

We argue that, if these five peptides truly are the peptides found at the corre-

sponding mass locations, then the composite isotopic distribution, calculated from

the amino acid sequences, should be related to the successive peptide peaks observed

in the mass spectrum. For this purpose, for the peptides listed in Table 7.2, we com-

puted the composite isotopic distribution based on the atomic composition using the

method of Rockwood, explained in Section 4.1. We also predicted the isotopic ratios

using the polynomial model developed in Chapter 6. As the predicted isotopic ratios

are based on theoretical peptides, a small bias can be expected when comparing the

isotopic ratios to the ratios of consecutive peaks observed in a mass spectrum.

Next, the Pearson χ2 errors, as defined in (6.7), were calculated for the 384 mass

spectra with the isotopic ratios obtained via the method of Rockwood and via the

polynomial model. The results of the calculations for peptide BG1 is displayed in

Figure 7.7. From this it can be observed that the errors obtained via the composite

isotopic distribution based on the atom composition (panel (b)) are much closer to

zero than the errors obtained via the predicted isotopic ratios (panel (a)). This
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Figure 7.7: Histogram of the Pearson χ2 errors, as defined in (6.7 for peptide BG1

(see Table 7.2) observed in 384 mass spectra). Panel (a) presents the errors using the

predicted isotopic ratios via the method in Chapter 6. Panel (b) presents the errors

using the calculated isotopic ratios from the amino acid sequence using the method

of Rockwood in Chapter 4.

confirms that the peptide peaks observed in the spectrum may correspond to the

isotopic distribution of a peptide with a similar atom composition as peptide BG1

from Table 7.2. However in order to rigorously investigate the possibility of post-

translational modification or proteolytic background, we need to perform an tandem

MS step on each of the 23 additional peptides found by the proposed algorithm. It

is worth noting that after the required pre-processing steps, information about the

isotopic distribution is well preserved in the peak height of a peptide observed in a

mass spectrum, as can be seen from the small errors in panel (b) of Figure 7.7. This

supports our argumentation in Section 7.2.2, that information about the composite

isotopic distribution is retained when reducing the data, i.e., that the information

about peak heights is enough for a satisfactory detections of peptide-related peaks in

a spectrum.

To assess the appropriateness of the total ion count normalization, discussed in

Section 7.2.3, we calculated the coefficient of variation CV = σ/µ, with σ being

the sample standard deviation and µ the sample mean of the peptide abundances

measured in the 384 spectra for the 12 correctly detected monoisotopic peptide peaks.

Panel (a) of Figure 7.8 shows the values of the CV computed before the total ion count
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Figure 7.8: Dotplot with the coefficient of variation (CV) for the 12 found bovine cy-

tochrome c tryptic peptides consistently found in the 384 MALDI-TOF mass spectra.

(a) CV before normalization. (b) CV after normalization.

(TIC) normalization, while Panel (b) shows the values after normalization. It can

be observed that the global TIC normalization decreases the variability of peptide

intensities, which is a desired effect. Note that the CV is approximately constant

across the mass range. This indicates that the mass of the peptide does not influence

the relative magnitude of the variability of the abundance measure.

We also evaluated other normalization schemes, such as normalization with the

TIC of the region above 1000 Da to avoid the area with matrix peaks, and normaliza-

tion with the ion count of the validated peptides. Both methods appeared to perform

worse in reducing the abundance variability.

To study the internal machine mass calibration, we calculated the ppm of the

12 found peptides for the 384 replicates, presented as boxplots in Figure 7.9. No

additional mass calibration was needed, because the internal standard peaks were

within an interval of 100 ppm around their expected masses. Performing an additional

mass calibration on these data would not yield an increased mass precision. It can

be observed from Figure 7.9 that the peptide coming from the Bovine Cytochrome C

digest at 1633.8189 m/z is biased with approximately 120 ppm, which corresponds

to a mass shift of 0.2 Da. The reason for the mass shift is unclear.

To conclude, the constructed de-isotoping algorithm was capable of distinguishing

between valid peptides and noise peaks in the case study.
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Figure 7.9: Boxplots of the ppm for the 12 found bovine cytochrome C tryptic peptides

consistently found in the 384 MALDI-TOF mass spectra.

7.3.2 Human blood sample

In this section, we describe an application of the algorithm to the human blood

sample case study, described in Section 3.4. In a complex biological sample there is

an increased probability that two peptides with the same mass would elute from the

HPLC-column at the same time. However, due to the peptide separation properties of

the COFRADIC methodology, the sample complexity is reduced. Hence, mass spectra

become less crowded and the probability of overlapping peptides is small. The peptide

separation also increases the ability to detect low abundant serum proteins, because

of an increased sensitivity of the mass spectrometer. However, a disadvantage is that

peptides can elute over multiple fractions and need to be assembled into one single

group representing the abundance of this peptide in the sample. Further, in order

to compare peptides across the different conditions, they should be first matched

between multiple samples. For this purpose, the clustering algorithm ,described in

Section 7.2.3, was developed. The clustering algorithm operates on data generated

from the data reduction step that returns only valid monoisotopic peptide peaks.

First, the clustering algorithm combines the valid monoisotopic peptide peaks from

the same peptide. Second, it performs a clustering to match identical peptides on the

basis of mass location and retention time. Due to the complexity of the data, it is

likely that a peptide in one condition will match within the threshold criterion with

a non-identical peptide. To assess the stability of the algorithm and to quantify the
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Figure 7.10: Close-up of an arbitrary mass region in the heatmap for the first

COFRADIC replicate.

consistency of findings across different COFRADIC runs, the algorithm was applied

to three technical replicates of COFRADIC on human serum of the case study. A

heatmap for the first COFRADIC replicate is displayed in Figure C.2. In this figure,

the ordinate indicates the time at which the material, visualized by the mass spectrum,

eluted from the column. Note, that stretches correspond to the internal standards and

to products of chemical contamination of matrix and solvent. Again, the color is an

indication of the abundance, with red for high abundance measurements. As internal

standards are spiked in after the COFRADIC separation, we should expect that this

would be reflected by a constant intensity measure. However, we can conclude that

the measures for the internal standards are not constant (see Figure 7.6). A topic of

further research is the use of this trend to estimate the optical density of the sample

in order to estimate the weights wi, specified in equation (7.5)

An arbitrary ’close-up’ of the heatmap from Figure C.2 is depicted in Figure 7.10.

From this plot, it is clearly seen that a peptide can elute over multiple fractions.

Again, close observation of the color profile for the peptide at mass 3165 Da, in-

dicates intensity fluctuation in the LC-dimension. The subtle distinction whether

these fluctuations are intrinsically present in the data, or are just an artefact of the

ion suppression (see Section 2.2.1), or corresponds to a set of overlapping peptides

in LC-dimension, would require more advanced methods and is a topic for further

research.
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Table 7.3: Summary statistics for the three technical COFRADIC replicates

replicate 1 replicate 2 replicate 3

valid monoisotopic peaks 66209 62040 58516

total ion count (×109) 8.441 6.103 5.903

Figure 7.11: Venn-diagram with the number of peptides found in the three technical

COFRADIC replicates. 5742 peptides were found in all three COFRADIC runs.

We were able to detect around 60, 000 valid monoisotopic peptide peaks in each

COFRADIC replicate. Table 7.3 summarizes our findings. It can be observed that

the number of valid monoisotopic peptide peaks per run decreases with the observed

total ion count. This might be cause by sample degeneration.

After assembling peptide peaks by using the clustering algorithm over the 1440

fractions and by matching peptides among the three runs, we obtained 18, 736 clus-

ters. There were 4995 clusters containing only a single valid monoisotopic peptide

peak across the three COFRADIC replicates. Those 4995 isolated peaks were con-

sidered as noise and were removed from the data. To further eliminate possible noise

peaks we only considered clusters with a peptide present in at least two consecutive

fractions. This assumption is acceptable considering the thorough separation of pep-

tides over multiple fractions. Components that eluted over more than eight minutes

were considered contaminants (solvent, matrix, or internal standards) and were re-

moved from the data. After this filtering step, we obtained 12, 101 clusters. The Venn

diagram in Figure 7.11 summarizes the peptides found in the three replicates. Note

that only 5742 peptides were jointly found in all three COFRADIC runs. The prob-
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Figure 7.12: MA-plot for the 5742 peptides found in for replicate 1 vs. replicate 2.

lem with inconsistent finding of the other peptides can be related to the low intensity

measurements of the peptides.

To study the variability between the three COFRADIC runs, we focus on the 5742

peptides found in the three experiments. The agreement between any two replicates is

investigated using the MA-plots (see Bland et al. [10]). In Figure 7.12, the MA-plots

for peptide abundance are shown. The ordinate M and abscissa A for peptide j are

calculated as

M = log10(Aj) − log10(A
′

j) , (7.6)

A =
log10(Aj) + log10(A

′

j)

2
, (7.7)

where Aj is the mean of (TIC-normalized) intensities s2ij for peptide j eluted in

fraction i, obtained from equation (7.5) for a particular COFRADIC run. The prime

indicates the abundance of peptide A′

j , observed in another COFRADIC run. The

plots show the difference for log intensity versus the mean log intensity for each

peptide in the paired spectra. Ideally, the plots would show a symmetric scatter

of points around the horizontal line at zero. This would suggest a simple additive

measurement error with a constant variability, and without a systematic bias. The

MA-plot for two arbitrary COFRADIC runs is presented in Figure 7.12. The plot is

representative for the other COFRADIC runs, which are shown in the Appendix D.

Note that the scattered points are centered at the zero line, indicating that there is
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no bias in the different technical replicates. From Figure 7.12 one can observe that

the paired abundance measures exhibit a clear “drop” shape, what indicates that the

variability changes with the overall intensity level. One consequence of this fact is

that it might be easier to detect differences for very abundant peptides (i.e., high-

intensity peptides), as the variability for these peptides is smaller. Unfortunately,

it is difficult to assess if low-abundant peptides are differentially expressed between

different conditions, because measures of low intensity are much more affected by

noise.

In most literature, usually the mean, and sometimes the variance, is reported when

summarizing results for the coefficient of variation (CV), calculated from the peptide

abundances. However, these are descriptive statistics valid mainly for symmetric

distributions. For skewed distribution, it is advisable to present a histogram plot or,

at least, present the median and quartiles, in order to reflect the true distribution of

the coefficients of variation. The mean value alone would not provide an adequate

description of the distribution. From the three technical replicates, a CV for the

5742 peptide abundance Pj is computed with [.025, .25, .50, .75, .975] quantiles

equal to [.0548, .1948, .3102, .4719, .8938] and mean 0.354, which indicates that the

distribution of the CV is skewed. Also note that 50% of the peptides have a CV larger

that 0.3102. This means that a lot of replicates are required to detect differentially

expressed proteins.

To quantify the sensitivity of the COFRADIC methodology, i.e., the ability to

detect low-abundant as well as high-abundant peptide peaks, we used the dynamic

range expressed in decibels (dB), which was calculated as:

10 log10

Pmax

Pmin
, (7.8)

with Pmax and Pmin denoting the maximum and minimum peptide abundance mea-

sured in an experiment, obtained via equation (7.5). A dynamic range of 37 dB was

found for all COFRADIC replicates. This means that the order of magnitude of

difference in detected concentrations is approximately equal to 5000.

The internal mass calibration was checked by calculating the ppm for the internal

standards IS2, IS3, IS4, and IS5 reported in Table 3.1. All ppm values were below

100 ppm, indicating that the calibration performed by the acquisition software was

accurate.
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7.4 Discussion

The removal of the normal error term ε in (7.1) by undecimated continuous wavelet

transform [19] has a minor effect on the intensity of the peptide peaks. The baseline

correction is fast and yields results comparable to, e.g., LOWESS. A disadvantage of

this baseline removal is the need to truncate the resulting negative values at zero, what

hampers the noise estimation. In some regions an infinite signal-to-ratio is detected

due to zero noise. An infinite signal-to-noise ratio is not an informative measure,

therefore one might consider a more conservative baseline removal, like a moving

minimum filter. The proposed mass calibration works well but does not improve the

accuracy when the machine calibration is within an 100 ppm error interval.

From the Bovine Cytochrome C case study, we conclude that the developed

methodology is able to distinguish between peaks originating from peptides and peaks

which are the fruit of noise. So, we can hope that most peaks returned by the algo-

rithm are truly peptides peaks. This means that information about the height of the

isotopic peaks in a mass spectrum is sufficient and information about the shape of

the isotopic peaks can be safely discarded, as argued earlier. However, this prevents,

e.g., the detection of overlapping peaks based on the shape of the peaks. Despite the

peptide separation obtained by COFRADIC, it can happen that two peptides with

approximately the same mass elute from the column. Therefore, the detection of

overlapping peaks is still an important issue. The issue of how a series of overlapping

peptide peaks can be automatically interpreted and how this can be implemented in

an efficient manner to the proposed strategy is a topic of further research.

The algorithm has been implemented in MATLAB, and can be flexibly adapted

to other specifications. Because it uses prior knowledge about the composite isotopic

distribution of a peptide, it is capable of distinguishing peaks generated by error

from those due to a peptide. However, it should be noted that the variability of the

intensity measurements for low abundance peptides is much larger than for abundant

peptides. This means that detecting differentially expressed low-abundant peptides

may require many technical replicates. As this is unwanted in a high-throughput

setting, one can argue wether this technology is ready for this type of quantification

studies. An alternative approach to quantification is discussed in Part III of this

dissertation.





8
Clinical diagnosis based on

mass spectral data

8.1 Introduction

In this chapter we report the results obtained while analyzing mass spectrometry

data from a classification competition organized by the Medical Center of Leiden

University. The objective of the competition was to assess the performance of clinical

diagnosis based on mass spectrometry proteomic data from human serum. Analysis

of protein content of samples can play an important role in disease diagnostics. For

instance, Petricoin et al. [55] used Surface Enhanced Laser Desorption and Ionization

(SELDI) mass spectra to discriminate between ovarian cancer and normal samples.

They reported a construction of a classifier that provided 100% sensitivity and 95%

specificity. The estimated values of sensitivity and specificity were impressive and

the results deservedly attracted a lot of attention. In 2004, the same team published

results of an additional analysis of the data, using a higher resolution technique called

hybrid quadrupole time-of-flight (QqTOF) mass spectrometry (Conrads et al. [18]).

Using the same biological samples as Petricoin et al., they constructed a classifier

capable of achieving a 100% sensitivity and 100% specificity for identifying cancer

from normal.

113
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Reports as those just mentioned increase the interest in the use of protein mass

spectrometry for classification and diagnostic purposes. However, there are potential

pitfalls. Baggerly et al. ([4], [5]) re-examined the data of Petricoin et al. and Conrads

et al. and encountered problems with the reproducibility of the results. One of the

issues was that the classification rule constructed by Petricoin et al. used features

(intensity measurements at particular locations) of the mass spectra found in the

regions likely to be strongly affected by random noise. Moreover, problems with

baseline correction and calibration of the spectra were discovered, which might have

influenced the construction of the classification rule and the reproducibility of its

findings.

This example clearly illustrates the need for a careful development of methods that

would allow use of mass spectrometry data for classification purposes. An exercise like

that, proposed by the organizers of the “Classification Competition on Clinical Mass

Spectrometry Proteomic Diagnosis Data”, is an interesting step in this direction.

Analyses performed by Baggerly et al. also clearly underline the importance of

pre-processing of mass spectra, aimed at the removal of systematic effects, before

the use of the data for classification. Following this logic, we attempted to pre-

process the training mass spectra, provided by the organizers of the competition,

before constructing a classification rule. Our aim was to select features of the spectra

that are likely due to true biological signals (i.e., peptides). As a result, we selected

a set of 92 features. Next, to construct the classification rule, we considered eight

methods for choosing a subset of the features, combined with seven classification

methods. We assessed the performance of the 7 × 8 = 56 combinations by using a

cross-validation procedure base on re-sampled data sets. The best result, as indicated

by the lowest overall misclassification rate, was obtained by using the whole set of 92

features as the input for a support-vector machine (SVM) with a linear kernel. This

method was therefore used to construct the classification.

The chapter is organized as follows. In Section 8.2, we briefly describe the data

received from the organizers of the competition. In Section 8.3 we describe in more

detail the pre-processing strategy and the approach used to select the optimal clas-

sification procedure. Section 8.4 presents the results of the cross-validation study

undertaken to select the classification procedure, and the results of the application

of the chosen procedure to the calibration data set provided by the organizers of the

competition. Section 8.5 completes the chapter with a discussion.
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8.2 Materials

The organizers of the competition released a data set of 153 mass spectra for cali-

brating the classification method of choice. The data set contained mass spectra for

77 controls (from healthy volunteers) and for 76 breast cancer cases. An important

point is that the organizers spotted the sample of a subject four times across the

MALDI-plates. This gave rise to four mass spectra per subject. The grid at which

these spectra are stored is the same for all samples in the entire experiment. However,

the provided mass spectra are based on an averaging of spectral intensities of the four

replicated mass spectra within the pre-processing procedure. For this purpose each

of the individual mass spectra were smoothed, aggregated according to a grid and

baseline corrected [26]. Next, each spectrum was standardized as

s′2(m/z) =
s2(m/z) − median(s2)

q0.75(s2) − q0.25(s2)
, (8.1)

where s2(m/z) corresponds to the intensity measurement at mass m/z as defined

in (7.1) and where q0.25(S2) and q0.75(S2) denote the 25th and 75th percentiles of

the baseline corrected intensity values for the specific spot. Finally, an average of

the pre-processed intensity measurements was taken across the four replicates and a

log-transformation was applied to the averaged intensity measurements. More details

about how the mass spectra were generated and about the competition protocol are

given by by Mertens et al. [48] and van der Werff et al. [83].

The validation data set was send to us after the calibration of the classification

method and contained 78 mass spectra, which were split in 39 cases and 39 controls.

The validation data set was preprocessed in the same manner as described above.

The classification results of the validation data set are not discussed in this chapter.

They will be published by David Hand in a special edition of Statistical Applications

in Genetics and Molecular Biology to evaluate the diagnostic performance based on

the true class information for the validation set and to compare the performance of

various classification methods chosen by the competitors.

8.3 Methods

In this section we describe the pre-processing strategy and the approach used to

select the optimal feature selection/classification strategy. The pre-processing follows

similar steps as the algorithm described in Chapter 7. However, due to the low-

resolution of the provided mass spectrometry data some adjustment to the approach

had to be made.
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Figure 8.1: Baseline correction. Panel (a) shows a histogram of the baseline values of

153 mass spectra, which indicates a minor baseline fluctuation. Panel (b) shows an

arbitrary spectrum of the provided data.

8.3.1 Pre-processing

The importance of pre-processing was already motivated in the introduction. We

used baseline correction, dimensionality reduction, clustering for feature selection,

and intensity normalization.

Baseline correction

Although a rigid baseline correction was already performed by the organizers of the

competition, we still could detect small baseline fluctuation in the calibration spectra

around an offset of 0.6. The baseline is depicted in the histogram in Figure 8.1(a)

based on the 153 mass spectra. Regardless the minor magnitude of the baseline

variability, we choose to remove this effect from the data before attempting any further

analysis. In this case, the baseline was found by calculating (and subtracting from the

intensity measurements) the median value of the observed local minima in a spectrum.

All negative values were truncated to zero. The influence of the baseline fluctuations

on the classification rule was not investigated, though we argue that removing baseline

effects is good practice.

The offset of 0.6 is an artefact from a log-transform of a pre-processing step con-

ducted by the organizer of this competition and should not be confused with the

baseline. Figure 8.1(b) shows an arbitrary mass spectra from the provided data; the

0.6 offset is clearly visible in this plot.
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Dimensionality reduction and noise filtering

The provided spectra contained 11, 205 intensity measurements obtained by using a

variable binning window on a grid of roughly 32, 670 bins, and covering a domain of

960 − 11, 168 Da. This is still a large number of potential variables that could be

used in a classification procedure. Some of the measurements are likely to be noise-

generated, though. To reduce the dimensionality of the problem, and in an attempt

to filter out noise, we first selected all the local maxima in a spectrum (indicated

in Figure 8.2 by stars). Figure 8.2(a) shows that there were many low-intense local

maxima. These local maxima were assumed to be most likely due to noise and were

removed from the data by using a threshold of 0.001. Note, that the low intensity

of a peak does imply that it is generated by noise. However, in this case, the peaks

below 0.001 could not be consistently found across the mass spectra, which indicate

that they are probably due to noise.

A disadvantage of this method is that it only captures information about the

height of peaks in the mass spectrum. Information about the shape of the peaks

is removed during this process. Consequently, we can possibly miss peptides, which

might be hidden in the shoulders of larger peaks. It would be desirable to improve

the resolution of the MALDI-experiments, such that information about the compos-

ite isotopic variants becomes available. Then, a more meaningful peptide selection

algorithm could have been applied, as presented in Chapter 7. The algorithm uses

the fact that the height of peaks depends on the proportional distribution of atomic

isotopes composing a peptide. Prior chemical knowledge about the distribution, and

hence about the expected height of the peaks, can be used to reduce the dimensional-

ity of the data and discriminate between a valid peptide peak and peaks originating

from noise. Unfortunately, as already mentioned, this procedure could not be applied

to the data at hand, because, for this form of MALDI-experiments, the mass resolu-

tion was fairly rough. Thus, an additional noise-filtering step was implemented, as

described in the next section.

Feature extraction

To additionally distinguish noise-generated peaks from those possibly due to peptides,

we assumed that the latter would manifest themselves as peaks consistently appearing

around the same mass-to-charge m/z-value, in (almost) all spectra from a specific

group. Figure 8.3 shows a heatmap of intensity measurements. It is worth noting

that the first 77 rows (y-axis) in the heatmap correspond to the controls and the

successive 76 rows correspond to the cases. The x-axis indicates the m/z value of the
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Figure 8.2: Baseline corrected spectrum with the local maxima indicated by a star.

Panel (a) shows an arbitrary baseline corrected spectrum over its entire range. Panel

(b) shows a close-up of the spectrum from panel (a) in the mass region 7400 Da to

8200 Da.
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Figure 8.3: Heatmap of the local maxima. The ordinate represents an arbitrary

spectrum number and the abscis indicates the m/z ratio. The intensity of the local

maximum is indicated by colors (red = high intense, blue = low intense)
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local maxima.

Many apparent long stretches of high intensity measurements across the ordinate

can be observed. We assumed these stretches were likely due to peptides. In order

to define the m/z location of the peptides, a two-step clustering algorithm was used,

similar as the one presented in Chapter 7. It consisted of two independent steps:

• First, all points in the heatmap (as in Figure 8.3), were projected on the m/z-

axis. The resulting projections were well separated over the m/z-axis because

of the selection of local maxima, as described earlier. Hence, on the m/z-axis,

clustering was performed using a window of 2 Da. That is, the maximum

distance from a projection point to a cluster was assumed to be equal to 2 Da.

The threshold was chosen empirically; lower values resulted in too many small

clusters in a heatmap, while larger thresholds were yielding stretches with too

much m/z variability. In other words, the outcome of the first step was a set of

clusters with locations of the local maxima on the m/z axis across the spectra.

• Second, each cluster of local maxima, obtained in the first clustering step, was

projected on the vertical “heatmap” axis. The maximum distance of a projection

point to a cluster was assumed to be five units (spectra). The threshold was

again chosen empirically to arrive at a set of clusters, which represents the two

groups in the data.

Only clusters (stretches) that contained less then 1.15 × K points and more than

0.45×K points were included in the feature list, with K being the number of spectra

in the calibration set (K = 153). This choice was made based on the idea that

peptide-related peaks should be seen in many spectra. If a peptide were present in

all spectra, the cluster (stretch in a heatmap) should contain about K points (some

duplicates were allowed by taking the upper threshold of 1.15 × K). On the other

hand, it should be present in about half (0.45 × K) of the spectra. Note that, if a

peptide were present in almost all spectra from only one group of samples (cases or

controls), the cluster (stretch) would contain a minimum of 0.45×K points (a fraction

of missing local maxima was allowed).

The result of this clustering step is illustrated in Figure 8.4(a). Note that the

clusters correspond to the spectral peaks observed in Figure 8.2(b). It is worth men-

tioning that even the small local maxima on the shoulder of the peak at 7765 Da (see

Figure 8.2(b)) are detected.

Applying the clustering procedure to the calibration set results in a selection of

clusters (stretches), which define the m/z intervals corresponding to the resulting
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Figure 8.4: Clusters found in the heatmap of local maxima. Panel (a) shows the

clusters between a mass range of 7600 and 8200 Da. Panel (b) shows a close-up of a

cluster at 7765 Da.

clusters. These intervals specify a region along the m/z-axis, in which a spectral local

maximum, possibly related to a peptide, can be found. The intensity values of the

spectral local maxima found in the defined interval were kept across the samples and

were to be used in a classification method.

Note that some of the clusters could miss a local maximum from a spectrum,

because a peak was not present in the spectrum in the cluster-defining m/z interval.

Most clusters missed five to ten spectral intensity values, but in some cases even up

to 73 out of 153 spectral intensity values were missing. In such cases, the missing

intensity value for the spectrum was imputed directly as the largest baseline-corrected

intensity measure within the m/z interval. On the other hand, if two or more points

for a particular spectrum were included in a cluster, the intensity value of the peak

with the m/z coordinate closest to the mean value of m/z coordinates of all points

in the cluster was selected. The intervals obtained from applying the dimensionality

reduction step to the calibration set were also used for the classification of a new

sample.

Peptide quantification and normalization

Intensity measurements in a MALDI-TOF mass spectrum can be influenced by many

factors, such as sample degradation, plate effect, laser intensity, matrix crystallization,

ionization efficiency of a peptide, and the absolute abundance of the peptide in a

sample. The latter is the main effect of interest: if there is a higher abundance
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Figure 8.5: Possible plate or pin tip effect. Note, that four distinct regions with

fluctuating intensities can be identified (indicated by black lines). Panel (a) shows

the fluctuation of the total ion count across the 153 mass spectra. Panel (b) shows a

heatmap of the local maxima in the lower mass region.

of a peptide, then we want this to be reflected by the height of a peptide peak.

However, even for a constant peptide abundance, fluctuations in the other factors can

influence the value of the intensity measurement. This is illustrated in Figure 8.5, as

fluctuation in the TIC (the sum of all intensity values, but in this case, due to the

log-transform from the pre-processing step, the sum of all log intensity values) of the

baseline corrected spectra. The higher TIC for some spectra might be due to, e.g., a

higher amount of biological material spotted on a plate. This in turn might bias the

comparison of peptide abundances across spectra. Heatmap 8.5(b) displays the effect

of these fluctuations as intensity differences for the selected candidate peptide peaks.

To correct for the TIC fluctuations, the intensity values obtained from the features

found by the clustering algorithm described in the previous section were standardized

by using the total ion count of a spectrum. More specifically, jth feature intensity

Aij (j = 1, . . . , M) in ith baseline-corrected spectrum (i = 1, . . . , K) was re-weighted

as follows:

A′

ij = Aij

(

∑L
l=1 s2il

∑K
k=1

∑L
l=1 s2kl

)

−1

= Aij

(

TICi
∑K

k=1 TICk

)

−1

, (8.2)

where L = 11205 is the number of intensity measurements s2(m/z) in a baseline-

corrected spectrum, and M the number of features found in the K = 153 spectra of

the calibration data set.
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The same procedure was used for the classification of a new sample. The factor
∑K

k=1 TICk remained unchanged and therefore reused for the standardization of new

feature intensities.

8.3.2 Selection of the classification procedure

In this section we describe the approach that was applied to choose the classification

procedure that would perform best for the data at hand.

We considered a two-stage classification procedure. At the first stage, a subset

(or all) of the available features, found by the clustering algorithm described in Sec-

tion 8.3.1, would be selected. At the second stage, a classification rule would be

constructed using the selected subset of features.

Eight different selection criteria (statistics) were considered in the first stage of

the procedure. Additionally, we allowed for the selection of a subset of 10, 20, 30, 50,

or all features. For the second stage, we considered using one of seven classification

methods. This resulted into 8 × 5 × 7 = 280 possible approaches. All approaches

were applied to 1000 re-sampled data sets, and their misclassification error rate was

estimated.

The chosen methods were partially motivated by the results of simulations per-

formed in a microarray setting (Van Sanden et al. [84],[85]).

In most cases, existing R functions were used for the implementation of the dif-

ferent methods. In what follows the necessary packages, as well as the parameter

settings of the particular functions, are indicated.

Feature-subset selection criteria

We considered eight methods to select a subset of features for the purpose of construct-

ing a classification rule. For each statistic, p features with the highest values were

selected (p = 10, 20, 30, 50). The various methods were assessed for the analysis of mi-

croarrays and, therefore, we will describe them in terms of genes and gene-expression

instead of peptide abundances (Van Sanden et al. [84],[85]).

Wilcoxon rank sum (Wilc)

The Wilcoxon rank-sum test (Wilc) is a non-parametric test, which can be performed

with the R-function wilcox.test from the stats package.

Significance Analysis of Microarrays (SAM)

SAM is a method for analysing microarray experiments and detecting differentially

expressed genes. It was proposed by Tusher et al.[78]. A score is assigned to each
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gene based on change in gene-expression relative to the standard deviation augmented

by a small positive constant. This constant ensures that the variance of the score is

independent of gene-expression. Its value is chosen to minimize the coefficient of

variation of the test statistics. The t-statistic for the case of two unpaired classes was

calculated by the samr function from the SAMR package.

Prediction Analysis for Microarrays (PAM)

PAM fits a nearest shrunken centroid classifier to microarray data. The method, also

referred to as soft-thresholding, was introduced by Tibshirani et al. [77]. It provides a

list of significant genes whose expression best characterizes each class. The functions

pamr.train and pamr.listgenes from the PAMR package implement the method.

Extreme-value-distribution-based gene/feature selection (Extval)

Li et al. [41] introduced gene selection based on the comparison of the maximum

likelihood of a logistic regression model applied to the original data and permutation

data sets. To avoid using computational intensive procedures, they proposed to take

advantage of the extreme-value distribution for the loglikelihood ratios. A ranking of

the genes follows, which can be used to select a predefined number of genes with the

highest ranks (extval). Alternatively, Li et al. (2004) also suggested two criteria to

determine the number of genes to be selected from the ranking list. One is based on

the expected values (E-criterion), and the other is based on p-values (P-criterion).

We applied both criteria. A self-written code was used to implement the method in

R.

Between-within ratio (BW)

The between-within (BW) ratio was used for ranking and selection of genes in a

microarray context by, e.g., Dudoit et al. [24]. The BW ratio is defined as the ratio

of between-treatment sum of squares and within-treatment sum of squares of gene-

expression values. In a two-group setting it reduces to the same statistic as the t-test.

A self-written code was used to implement the method in R.

Prediction strength (PS)

When comparing two groups, the prediction strength (PS) (Xiong et al. [89]) of a

certain gene is defined as the ratio of the difference in the mean log-expression level

and the sum of the variances. A self-written code was used to implement the method

in R.

Normal mixture (Mix)

The distribution of intensity measures for an individual feature (gene) is assumed
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to come from a mixture of two normal populations with mean µ1j and µ0j and a

common variance σ2
j . Assuming the true class of the sample is unknown, zij is an

indicator variable that equals 1 or 0 if sample i is obtained for a case or control sample,

respectively, given feature j. Let F ′

ij denote the standardized intensity of feature j in

sample i. The normal mixture model can be formulated as

F ′

ij ∼ zijN(µ1j , σ
2
j ) + (1 − zij)N(µ0j , σ

2
j ) , (8.3)

where zij is a latent classification variable assumed to be Bernoulli-distributed with

mixing probability πj (see Congdon et al. [17]).

The model was fitted using a Bayesian approach with the following priors:

σ2
j ∼ gamma(0.0001, 0.0001), µkj ∼ N(0, σ2

µ),

σ2
µ ∼ gamma(0.0001, 0.0001), πj ∼ U(0, 1).

In fitting the model, we constrained the means µ1j and µ0j according to the order

of the group means from the observed data. In other words, if the observed mean of

the diseased group was smaller than the mean of the non-diseased group, µ1j and µ0j

were conditioned accordingly, that is, µ1j < µ0j . This means that samples classified

into the first component were considered as the diseased group and samples classified

into the second component were regarded as the non-diseased group. A sample was

assigned to the class most frequently represented in the posterior distribution of zij .

This can be seen as classifying a sample to a class according to whether the posterior

mean of the probability πj is larger or smaller than 50%.

Because, the true class of the spectra on the calibration data was known, we calcu-

lated misclassification error for F ′

j as the ratio of the number of spectra misclassified

to the total number of spectra. This exercise was repeated for all the features and

the misclassification error based on each feature was obtained. We used the mis-

classification error as a measure of how well a particular feature separated between

the diseased and non-diseased groups, taken into account the variability within the

groups. This implies that features with a low misclassification error had better sep-

aration properties than features with a high misclassification error. The model was

fitted in R and WinBugs, by using the package R2WinBugs.

Statistical impurity measures (Gini)

In contrast to determining a test statistic, we can attempt to find a feature-specific

threshold in the intensity range. If a measured value for a particular feature is larger

(resp. smaller) than this threshold, the spectrum is assigned to, for instance, class one
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(resp. two). Statistical impurity measures quantify the effectiveness of this method.

There are several ways in which this can be done, leading to multiple impurity mea-

sures. We focus on the Gini index (Gini). A full description of the method can be

found in Murthy et al. [51] and Su et al. [76]. A self-written code was used to

implement the method in R.

Classification methods

The class prediction procedures investigated in our study include classical discrimi-

nant analysis techniques, tree methods, and machine learning methods.

Discriminant analysis

Linear discriminant analysis (LDA), a classical discriminant method, estimates lin-

ear discriminant functions for decision boundaries based on assumptions of Gaussian

distribution and equal covariance matrices for the grouped data. Diagonal linear dis-

criminant analysis (DLDA) is a variant of the LDA method. It assumes a diagonal

structure for the covariance matrix. If the matrices are assumed equal for the consid-

ered classes, a linear discriminant rule is obtained. Otherwise, one obtains a quadratic

discriminant rule (DQDA). In a sense, DLDA and DQDA ignore the correlation struc-

ture between variables (features). In our study we included LDA and DLDA based

on their performance in a microarray context [84], [85]. LDA was implemented by

using function lda in the MASS package, while stat.diag.da from the sma package was

used for DLDA.

Classification tree

A classification tree is a binary recursive partitioning method developed by Breiman

et al. [15]. In each step, a subset of calibration spectra is split in two, based on the

intensity value of one particular feature. The value is chosen to obtain an as homoge-

neous set of labels as possible in each partitioning. The subsets remaining at the final

stage are assigned to a certain class, i.e., the one which is most frequently represented

in the subset. In a way, the method has its own feature selection procedure. It de-

termines, which feature to use (from the given set) at each splitting node in order to

get the best classification. This characteristic makes classification tree quite robust

to the presence of classification noise.

Aggregated classifiers combine tree classifiers to improve the accuracy of the class

prediction. One such method is called bagging and was introduced by Breiman [13].

Bootstrap replicates (in our case 100) are taken from the calibration data set. A tree

is constructed for each replicate and the final classification is determined by majority
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vote. That is, the sample is assumed to belong to the class, to which it is most

frequently assigned by the different trees. Bagging is said to be a variance reduction

technique, designed to stabilize trees. It is implemented by function ipredbagg.factor

from the ipred package.

Boosting, proposed by Freund and Schapire [27], is another form of aggregating

classifiers. A series of classification trees is produced for the calibration data set,

each time with different weights assigned to the spectra. The idea is to give spectra

that were misclassified in the previous step more weight in the current one. The final

outcome is a weighted majority vote of all created trees. It is believed that bagging

is much better than boosting in situations with substantial classification noise [23].

Boosting is, however, expected to reduce both the variance and bias of unstable trees

[6]. It is implemented as functions gbm and gbm.more in the gbm package. The

gbm function is first applied to the calibration data in order to create 100 trees in

the manner described above. When applying the function, a Bernoulli distribution

is used, together with a shrinkage parameter of 0.001, and the fraction of randomly

selected observations for building the tree is chosen to be 0.5. The gbm.more function

is used to create 1000 additional trees.

Random forests, proposed by Breiman [14], are formed by a combination of tree

predictors. Subsets of spectra and peptides are obtained by independently drawing

samples with replacement from the calibration data set and by selecting a number of

features at random. A classification tree is estimated for each of the newly formed

data sets. A new spectrum is allocated to the class with the most votes over all

the trees in the forest. The method is implemented as function randomForest in the

randomForest package. The number of spectra drawn at random was set to 63% of

the total number. This is the default value in R. The number of features drawn at

random was determined by a default function. More information on this function can

be found in the help file of randomForest. The method was applied with the number

of trees equal to 500 and 1000. Results obtained for 1000 trees were very close to

those obtained for 500 trees. Therefore, only the latter are reported.

Machine learning

Support vector machines (SVM), first introduced by Cortes and Vapnik [20] in the

machine learning theory, are used to solve two-group classification problems. The

idea behind them is as follows: the spectra from the calibration data are non-linearly

mapped to a very high-dimensional feature space. In this space, a hyperplane is

designed that provides an optimal separation between the two groups of spectra. The

support vectors are the spectra, which lie closest to the separating hyperplane. In the
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input space, this hyperplane corresponds to a non-linear decision boundary.

To classify a spectrum, a decision value is calculated. This value quantifies the

distance between the spectrum and the decision boundary. The sign of the decision

value determines the class label. Furey et al. [28] give an overview of the calcula-

tions involved. Note that SVM do not provide probabilities for assigning individual

observations to classes.

SVM are characterized by the regularization parameter and the use of linear,

polynomial, radial, splines, and other kernels, to solve the optimization problem. For

our analysis only the linear and radial kernel were considered. The regularization

parameter was set equal to one. The other parameters were set at the default value of

the R-function (shrinking was allowed, epsilon=0.1, tolerance=0.001). The method

is implemented as the SVM function in the package e1071.

Cross-validation study

In order to choose the best combination of a feature-selection method and a classifi-

cation procedure, we applied all 280 combinations to 1000 re-sampled data sets, and

we evaluated the misclassification error rate.

Each re-sampled data set contained 50 spectra from the case-group and 50 spectra

from the control-group, randomly selected without replacement from the complete set

of 153 spectra. For those 100 spectra, treated as a training set, the pre-processing

steps, described in Section 8.3.1, were applied.

Figure 8.6 shows the number and location of clusters found in each of the re-

sampled data sets. On average, 82 features were selected (Figure 8.6, panel (a)).

The heatmap in panel (b) shows, that in the majority of cases, the same clusters

(blue dots) were consistently found in the 1000 re-sampled data sets. Note that, for

the whole set of 153 spectra, 92 features were selected. Their mean m/z location is

indicated by stars at the top of panel (b) of Figure 8.6.

Once the features were selected for the set of 100 spectra by the clustering algo-

rithm, corresponding intensity values obtained from the 53 remaining spectra were

treated as the validation data set. Note that the validation spectra were also pre-

processed; for the intensity standardization, the term
∑K

k=1 TICk in (8.2) was based

only on K = 100 calibration spectra. The misclassification error for each classification

procedure was computed using the 53 validation spectra.
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Figure 8.6: Features found in re-sampled data sets. Panel (a) shows the number of

features (clusters) found in the 1000 resampling exercises. Panel (b) indicates the

location of the features found from the resampling exercise by dots. The stars are the

features found for the whole data set (153 spectra).

8.4 Results

In this section we present the results of the cross-validation study undertaken to select

the classification procedure, and the results of the application of the chosen procedure

to the calibration data set that was provided by the organizers of the competition.

8.4.1 Cross-validation study

The estimates of the total misclassification error obtained for the 280 combinations

of feature-subset selection and classification method by applying them to the 1000

re-sampled data sets are displayed in Table 8.1. For each method, the mean misclas-

sification rate and its standard deviation (between parentheses) were calculated.

Instead of using the pre-determined number p of “best” scoring features, one could

use the E- or P-criterion to select it automatically (see Section 8.3.2). Table 8.2

presents the results obtained by using the two criteria for all classification procedures

listed in Table 8.1.

It is worth noting that for the vast majority of considered approaches the mis-

classification error decreases with the increasing number of selected features, and it

achieves its minimum (except for LDA and DLDA) if all features found by the clus-

tering algorithm, described in Section 8.3.1, were selected for building a classification

rule.
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Table 8.1: Mean misclassification error rate (standard deviation in parentheses) for

the method selection.

Classification Selection Number of selected features p

procedure criterion 10 20 30 50 all

B
a
g
g
in

g

wilc .2357 (.0511) .2147 (.0512) .2116 (.0510) .2041 (.0508) .1952 (.0528)

sam .2385 (.0511) .2135 (.0517) .2049 (.0510) .1925 (.0524) .1952 (.0528)

pam .2352 (.0541) .2127 (.0523) .2022 (.0516) .1933 (.0517) .1952 (.0528)

ps .2383 (.0510) .2122 (.0538) .2073 (.0516) .1960 (.0525) .1952 (.0528)

bw .2389 (.0513) .2165 (.0543) .2087 (.0522) .1952 (.0518) .1952 (.0528)

gini .2346 (.0535) .2085 (.0523) .1975 (.0531) .1930 (.0532) .1952 (.0528)

extval .2364 (.0510) .2138 (.0536) .2087 (.0524) .1960 (.0521) .1952 (.0528)

mix .2204 (.0553) .2088 (.0550) .2049 (.0558) .1970 (.0538) .1952 (.0528)

B
o
o
st

in
g

wilc .2104 (.0490) .2062 (.0499) .2037 (.0497) .2005 (.0508) .1994 (.0512)

sam .2152 (.0494) .2049 (.0507) .2013 (.0507) .1996 (.0514) .1994 (.0512)

pam .2323 (.0535) .2232 (.0552) .2034 (.0516) .1991 (.0510) .1994 (.0512)

ps .2109 (.0488) .2050 (.0504) .2012 (.0513) .1991 (.0509) .1994 (.0512)

bw .2118 (.0494) .2064 (.0506) .2016 (.0504) .1991 (.0513) .1994 (.0512)

gini .2113 (.0497) .2018 (.0510) .1993 (.0516) .1996 (.0515) .1994 (.0512)

extval .2106 (.0487) .2052 (.0505) .2015 (.0511) .1995 (.0515) .1994 (.0512)

mix .2321 (.0586) .2277 (.0595) .2206 (.0595) .1980 (.0508) .1994 (.0512)

R
a
n
d
o
m

F
o
re

st

(R
F
)

wilc .2211 (.0468) .1981 (.0476) .1940 (.0471) .1877 (.0483) .1800 (.0477)

sam .2232 (.0485) .1990 (.0485) .1902 (.0468) .1824 (.0466) .1800 (.0477)

pam .2196 (.0521) .1997 (.0503) .1899 (.0453) .1830 (.0464) .1800 (.0477)

ps .2219 (.0471) .1993 (.0490) .1911 (.0483) .1830 (.0473) .1800 (.0477)

bw .2229 (.0485) .2025 (.0498) .1927 (.0491) .1835 (.0468) .1800 (.0477)

gini .2207 (.0508) .1914 (.0488) .1833 (.0484) .1813 (.0473) .1800 (.0477)

extval .2204 (.0478) .1989 (.0495) .1918 (.0487) .1830 (.0476) .1800 (.0477)

mix .2071 (.0528) .1938 (.0512) .1896 (.0523) .1781 (.0469) .1800 (.0477)

L
in

e
a
r

D
is

c
ri

m
in

a
n
t

A
n
a
ly

si
s

(L
D

A
)

wilc .2068 (.0491) .2132 (.0528) .2104 (.0603) .2074 (.0590) .3111 (.0709)

sam .2067 (.0502) .1980 (.0519) .1893 (.0551) .1957 (.0572) .3111 (.0709)

pam .1879 (.0468) .1886 (.0531) .1856 (.0521) .1948 (.0573) .3111 (.0709)

ps .2071 (.0497) .1992 (.0534) .1964 (.0555) .2020 (.0578) .3111 (.0709)

bw .2107 (.0499) .2020 (.0537) .1973 (.0555) .2019 (.0573) .3111 (.0709)

gini .2068 (.0508) .1966 (.0537) .1783 (.0568) .1953 (.0562) .3111 (.0709)

extval .2065 (.0492) .2024 (.0538) .1959 (.0563) .2029 (.0578) .3111 (.0709)

mix .2083 (.0573) .2022 (.0565) .1968 (.0550) .2121 (.0590) .3111 (.0709)

Based on a simulation study in a microarray context, Van Sanden et al. [84], [85],

reported that, for the methods considered in our study, there was a clear dependence

of the average misclassification rate on p, the number of selected features. Using too

few or too many features increased the misclassification. This was most likely due to
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Table 8.1 continued: Mean misclassification error rate (standard deviation in paren-

theses) for the method selection.

Classification Selection Number of selected features p

procedure criterion 10 20 30 50 all

D
ia

g
o
n
a
l
L
D

A

(D
L
D

A
)

wilc .1967 (.0512) .2016 (.0532) .2083 (.0543) .2033 (.0507) .2046 (.0512)

sam .2045 (.0508) .2008 (.0520) .1964 (.0516) .2005 (.0500) .2046 (.0512)

pam .2134 (.0513) .1976 (.0529) .1945 (.0511) .2000 (.0498) .2046 (.0512)

ps .1942 (.0505) .2011 (.0539) .2035 (.0537) .2009 (.0509) .2046 (.0512)

bw .1995 (.0520) .2044 (.0546) .2049 (.0537) .2010 (.0509) .2046 (.0512)

gini .2055 (.0536) .1927 (.0539) .1971 (.0542) .2007 (.0514) .2046 (.0512)

extval .1922 (.0502) .2013 (.0536) .2040 (.0536) .2012 (.0511) .2046 (.0512)

mix .2308 (.0587) .2253 (.0575) .2149 (.0588) .2123 (.0548) .2046 (.0512)

S
u
p
p
o
rt

V
e
c
to

r

M
a
ch

in
e

w
it

h

li
n
e
a
r

k
e
rn

e
l

(S
V

M
li
n
)

wilc .2048 (.0470) .1921 (.0521) .1776 (.0517) .1748 (.0518) .1540 (.0492)

sam .2055 (.0480) .1810 (.0509) .1693 (.0502) .1583 (.0488) .1540 (.0492)

pam .1977 (.0476) .1728 (.0496) .1698 (.0494) .1561 (.0484) .1540 (.0492)

ps .2041 (.0474) .1862 (.0501) .1772 (.0495) .1615 (.0499) .1540 (.0492)

bw .2052 (.0477) .1893 (.0514) .1780 (.0508) .1626 (.0508) .1540 (.0492)

gini .2065 (.0485) .1831 (.0525) .1581 (.0506) .1599 (.0494) .1540 (.0492)

extval .2041 (.0476) .1859 (.0503) .1762 (.0494) .1609 (.0506) .1540 (.0492)

mix .2040 (.0550) .1880 (.0551) .1786 (.0542) .1788 (.0525) .1540 (.0492)

S
u
p
p
o
rt

V
e
c
to

r

M
a
ch

in
e

w
it

h

ra
d
ia

l
k
e
rn

e
l

(S
V

M
ra

d
)

wilc .2078 (.0495) .1976 (.0500) .1895 (.0511) .1795 (.0491) .1709 (.0464)

sam .2124 (.0508) .1871 (.0500) .1767 (.0485) .1715 (.0456) .1709 (.0464)

pam .2114 (.0515) .1862 (.0492) .1725 (.0453) .1699 (.0458) .1709 (.0464)

ps .2076 (.0492) .1894 (.0520) .1819 (.0497) .1721 (.0467) .1709 (.0464)

bw .2096 (.0502) .1937 (.0530) .1841 (.0506) .1726 (.0465) .1709 (.0464)

gini .2130 (.0524) .1801 (.0526) .1680 (.0494) .1695 (.0451) .1709 (.0464)

extval .2054 (.0489) .1903 (.0521) .1834 (.0511) .1727 (.0467) .1709 (.0464)

mix .2115 (.0552) .1933 (.0520) .1767 (.0498) .1678 (.0459) .1709 (.0464)

the fact that using too few features did not allow to discriminate between the classes,

even if the features were truly differentiated. On the other hand, as p increased,

more and more non-differentiating features entered the subset selected for building

the classification rule and made the classification more difficult. Hence, there might

be an optimal value of p that might lead to the best performance of a classification

procedure.

From this point of view, Tables 8.1 and 8.2 suggest that the optimum choice is the

selection of all features. In this case, the choice of method for feature-subset selection

is obviously irrelevant. It is worth noting, though, that in general, different methods

of feature-subset selection give similar results for each classification procedure.

Furthermore, when all features were considered for building a classification rule,
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Table 8.2: Mean misclassification error rate (standard deviation in parentheses) for

the E- and P-criteria of the extreme-value-distribution-based gene/feature selection.

Abbreviations as in Table 8.1.

Classification procedure E-criterion P-criterion

Bagging 0.2016 (0.0506) 0.2224 (0.0498)

Boosting 0.2008 (0.0506) 0.2097 (0.0485)

Random Forest 0.1896 (0.0468) 0.2102 (0.0458)

LDA 0.1933 (0.0567) 0.2037 (0.0511)

DLDA 0.2039 (0.0529) 0.2000 (0.0536)

SVMlin 0.1720 (0.0498) 0.1960 (0.0478)

SVMrad 0.1780 (0.0475) 0.1995 (0.0495)

the minimum misclassification error was obtained for the linear kernel SVM. This

approach was therefore selected to be applied to the calibration data provided by the

organizers of the competition.

In the case of the linear kernel SVM, the use of PAM for a subset of 50 features also

might have been considered. However, given the aforementioned argumentation for

choosing all features, confirmed by a slightly lower misclassification error (see Table

8.1), we decided not to use PAM on 50 features.

8.4.2 The calibration data and leave-one-out cross-validation

Applying the pre-processing procedure to the 153 mass spectra in the calibration data

set resulted in the selection of 92 features. The linear kernel SVM was applied to all

92 features found in the 153 spectra.

Forty-eight spectra (24 of each class) where selected as support vectors. When

the classifier was then applied to the whole set of 153 spectra of the calibration data,

a perfect classification was reached. The total error rate was therefore 0 and both

sensitivity and specificity of the classifier were estimated at 100%.

The error rate was also estimated using leave-one-out cross-validation. That is,

each spectrum was removed from the data set, the linear kernel SVM was calibrated

on the remaining spectra, and the class prediction was obtained for the removed

spectrum. Results are provided in Table 8.3. The total error rate was estimated to be
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equal to 24/153 = 0.1569, with the sensitivity and specificity equal to 67/77 = 0.8701

and 62/76 = 0.8158, respectively. Note that the estimated error rate is very close to

the estimate reported in Table 8.1 (= 0.1540).

Table 8.3: Classification results for leave-one-out cross-validation.

Predicted class True class

0 1

0 67 14

1 10 62

8.5 Conclusions

As mentioned in the Introduction, classification of samples using mass spectra re-

quires a careful consideration of various sources of nuisance and error. For instance,

removal of systematic effects like, e.g., a varying baseline on the intensity scale, or

miscalibration of mass-to-charge coordinates, needs to be performed. An important

step is also a selection of features from the spectra that are likely due to true biologi-

cal signal, that is, originating from peptides. To this aim, chemical-knowledge-based

peak finding methods might be used, e.g., like proposed in Chapters 5 and 6. In this

way, the selection of noise-generated spectrum features to build a classification rule

might be avoided.

We believe that a careful pre-processing of mass spectra is a key to developing a

successful classification procedure [82]. From this point of view, one should start from

raw data and apply the methods of choice aimed at removal of the various nuisance

effects and additional error processes present within the spectral data. Note that

some methods (e.g., non-linear removal of baseline) make it impossible to retrieve

raw data from the pre-processed ones. This was the case for the data made available

to the participants of the competition. It would be of interest to investigate whether

using the raw data might improve the reported results.

Another important issue is the choice of the classification procedure. This issue

also applies to other complex experimental techniques as, e.g., microarrays. Given the

complexity of data produced by such techniques, one probably should not expect that

a single classification method will always outperform all the others. It is therefore
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paramount to investigate relative merits of different procedures to see which methods,

and in which settings, might be expected to work reasonably well. In the current

study we attempted to achieve this by estimating the misclassification error rate for

the considered classification approaches by applying them to 1000 re-sampled data

sets. The results were pointing favorably towards linear kernel SVM, radial kernel

SVM and RF as the next best alternatives. Interestingly, Van Sanden et al. [84],

[85] reported that, in a microarray context, DLDA, RF, and radial SVM were the

best performing approaches. Good performance of DLDA and RF in the microarray

context was also reported by, e.g., Dudoit et al. [24] and Lee et al. [40]. It would be

of interest to check whether these slightly different conclusions can be confirmed and

related to the different nature of mass spectrometry and microarray data.
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9
Identifiability issues with

stable isotope labeling

In the field of quantitative proteomics, mass spectrometry (MS) and liquid chromatog-

raphy (LC) are extensively used to compare proteomes between different subgroups.

These techniques often add a lot of variability to the observed data and this extra

variability will mostly come on top of the biological variability. This can be seen from

the results in Chapter 7. In the worst case these sources of variability can cause that a

peptide will be not detected in the sample. Hence, to decide if a protein is differently

expressed, we need to do a firm statistical analysis. But when an observation (in this

case the peptide abundance or, in mass spectrometry, the peak intensity) is affected

by substantial machine noise, this may hamper an efficient statistical analysis. This

means that a lot of replicates may be needed to detect relevant biological differences.

Unfortunately, replicates are expensive and time-consuming and therefore unwanted

in a high-throughput proteomic setting. Thus, other methods should be considered

for the quantification of peptides.

To reduce the sources of variability coming from the LC and from MS, samples

from different biological conditions are often pooled together and processed simultane-

ously, such that they appear in a single mass spectrum. This means that observations

from the two conditions are affected by the same machine variability, making a direct

137
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comparison between the two groups possible. However, peptides with the same mass

will appear at the same location in the mass spectrum. Therefore, to discern between

the two conditions in a mass spectrum, one of them can be labeled with a stable

isotope (e.g., ICAT, etc.). After incorporation of the stable isotope, the peptide has

an increased mass and the peptide peaks appears at a different location in the mass

spectrum.

A powerful and relatively new technique for stable isotope labeling is the enzymatic
18O-labeling (see Section 2.5), where the two oxygen atoms in the carboxyl-terminus

of peptides are replaced with oxygen isotopes from heavy-oxygen-water. Because

of this labeling, corresponding peptide peaks will shift four Da to the right of the

mass spectrum. This allows to discern peaks from the same peptide, but present in

different samples. As a result, the relative difference in peptide abundance between

the samples can be in principle directly calculated. As mentioned in Section 2.5,

there are a few limitations of the enzymatic 18O-labeling, which result in imprecise

labeling of the peptides. However, for the moment, we consider the ideal setting with

perfect labeling, i.e., the situation when every peptide receives two 18O-labels, which

results in a four Da mass shift. In this chapter, we assess, if in this ideal setting, the
18O-labeling strategy works perfectly. In particular, in Section 9.1, we focus on the

identifiability issues encountered for stable isotope labeled spectra. A discussion and

some remarks are presented in Section9.2.

9.1 Non-identifiability

A problem is called non-identifiable when two different sets of parameters lead to

exactly the same observations. We illustrate the non-identifiability for labeled spectra

by means of two examples. First, we discuss a theoretical example for stable-isotope

labeled peptides. Second, we discuss a more realistic scenario, in which labeled mass

spectra suffer from non-identifiability problems induced by noise.

9.1.1 Inherent non-identifiability

Let us define Scenario 1, where a peptide with a mass of 1500 Da is equally expressed

in two biological samples. This scenario is presented in panel (a) of Figure 9.1, where

the black bars indicate the isotopic distribution of the peptide from Sample 1 and

the white bars indicate the distribution from Sample 2. Assume that the labeling

is perfect, i.e., that oxygen atoms are replaced on both carboxyl-sites using 100%

pure heavy-oxygen water. The peptide in sample 2 will then exchange two 16O-atoms
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Figure 9.1: Labeling under different Scenarios. Panel (a) depicts scenario 1, where

in both samples a peptide is equally abundant at a mass of 1500 Da. Panel (b)

depicts the situation of Scenario 1 after enzymatic 18O-labeling of Sample 2. Panel

(c) depicts Scenario 2, where in Sample 2 a peptides is present at a mass of 1496 Da

and in Sample 1 a peptide is equally present at a mass of 1504 Da. Panel (b) depicts

the situation of Scenario 2 after enzymatic 18O-labeling of Sample 2. The spectrum

in panel (b) and panel (d) is identical, despite the different scenarios, from which it

is originating

for two 18O-atoms. This will shift the peptide peaks, corresponding to the isotopic

distribution of the labeled peptide, with four Da to the right in the mass spectrum,

as illustrated in panel (b) of Figure 9.1.

Let us now define an alternative Scenario 2, where a peptide is present at 1504 Da

in Sample 1, but not in Sample 2. On the other hand, in Sample 2 there is a peptide
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Figure 9.2: Label swap for Scenario 2.

with mass 1496 Da, which is absent in Sample 1. Assume that the two different pep-

tides are equally expressed in the two samples. This situation is presented in panel (c)

of Figure 9.1. Again, if we label the peptide from Sample 2 under the same conditions

as in Scenario 1, then the peptide distribution will shift four Da to the right. As a

result, the spectrum shown in panel (d) of Figure 9.1 will be observed. Note that the

spectra shown in panels (b) and (d) of Figure 9.1 are identical. Given the mass spec-

trum, it is not possible to infer, which scenario led to the observed outcomes. This

is very unfortunate, because the two scenarios imply very different biological conclu-

sions. Scenario 1 describes a situation where the same peptide is equally expressed

in the two samples. However, in the Scenario 2 we have got two peptides that are

expressed in only one sample, and repressed in the other. Such peptides might be very

interesting biomarkers for, e.g., a disease process. Unfortunately, in the enzymatic
18O-labeled spectrum, this scenario is indistinguishable from Scenario 1.

To overcome this problem, our suggestion is to perform an experiment with re-

versed labeling. This means that, in a second experiment, Sample 1 is processed

in the heavy-oxygen water, while Sample 2 remains unlabeled. For Scenario 1, the

reversed labeling has no effect and the observed spectrum remains the same as pre-

sented in panel (b) and (d) of Figure 9.1. However, the reversed labeling for Scenario 2

produces a different result. The distribution of the 1504 Da peptide from Sample 1

shifts four Da to the right, while the 1496 Da peptide remains at its mass position.

Consequently, the spectrum presented in Figure 9.2 can be observed. As a result, a
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Figure 9.3: Proteolytic 18O-labeled peptide from a controlled mass spectrometry ex-

periment, where the unlabeled peptide is absent. The indicated preceding peaks are

an artefact of the imperfect labeling and allow for identification of the sample.

comparison with the spectrum obtained by the original labeling, shown in panel (d)

of Figure 9.1, allows to distinguish between the two scenarios.

Although the situation assumed in Scenario 2 is not realistic, as it ignores, for

example, the presence of chemical noise and of random measurement error, it does

indicate that, in principle, the outcome of the stable isotope labeling may not be

identifiable. The reversed labeling allows to overcome the problem. One can argue

that the extra sample processing and mass spectrometry is costly and slows down the

analysis. However, as it can resolve the non-identifiability problem, we believe it is

worth considering.

9.1.2 Noise-induced non-identifiability

We will now consider a more realistic, though still theoretical, case of non-identifiability

with doubly labeled spectra. In a practical situation, the proteolytic 18O-labeling is

by no means perfect, caused by 16O- and 17O-water impurities in the heavy-oxygen

water and by a peptide-specific oxygen incorporation rate. This means that the num-

ber of oxygen replacements is unknown, and can lead to six possible oxygen atom

combinations on the carboxyl-terminus, as indicated in (2.11), resulting in five mass

shifts, as seen in (2.12). Thus, the imperfect labeling leaves a trace in front of the
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(b)

Figure 9.4: Spectra for the peptide from Figure 9.3, in the presence of artificially

created noise. Panel (a), after the initial labeling the preceding peaks are buried

under the noise, which results in an non-identifiable situation. Panel (b), reversed

labeling resolved the identifiability issues.

labeled peptide.

To show this, we did a controlled mass spectrometry experiment, in which a pro-

tein was present in the labeled sample, while it was absent in the unlabeled sample.

The preceding peaks produced by the imperfect labeling, indicated by the ellipse in

Figure 9.3, can be used to assess, from which sample the detected protein is coming.

Now consider the situation where, due to the presence of chemical noise and of

random measurement error, the preceding peaks disappear within the noise-induced

peaks. Such a case is illustrated in Figure 9.4(a). In the presence of the noise, we

cannot decide from which sample the peptide is originating and further analysis is

needed, like a tandem MS on both spectra. Note, that this last step is also time-

consuming and unwanted in a high-throughput mass-spectrometry setting.

Again, performing reversed labeling can help us to resolve the issue. Assume that

reversed labeling is performed such that the peptide in Figure 9.3 does not receive a

label. This causes the series of peptide peaks to shift four Da to the left of the mass

spectrum (see Figure 9.4(b)), indicating that the peptide was previously labeled,

directly pointing to the sample, from which the peptide was originating. It should be

noted that the noise in Figure 9.4(a) and 9.4(b) was artificially created by amplifying

the noise present in this mass region.
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9.2 Discussion and concluding remarks

In this chapter, we argue that, in an 18O-labeled spectrum, non-identifiability prob-

lems can be encountered. They can make it impossible to distinguish between biolog-

ically very different situations. Therefore, we suggest to consider reversed labeling in

order to resolve these problems. Undoubtedly, this idea has been already considered

in practice [50]. However, we believe that it is worth to explicitly argue – at least, on

theoretical grounds – for its usefulness.

Note that the reversed labeling idea is used in microarrays in the form of the dye-

swap in cDNA microarray experiments. In these experiments, the dye-swap allows to

estimate and eliminate the dye effect, which can bias the evaluation of the relative

gene-expression. It also provides additional measurements of the gene-expression that

increase the precision of inference. Similar arguments apply to the reversed labeling,

where the extra observations can be treated as technical replicates. Moreover, the

reversed labeling can allow to estimate additional parameters, like the incorporation

rate or the isotopic distribution. Statistical models that allow for the estimation

of such parameters using enzymatic 18O-labeling with/whitout reversed labeling are

covered in Chapter 10.

Another reason for the use of reversed labeling is that there exists peptides that

are not susceptible to the oxygen-incorporation reaction. Such peptides do not incor-

porate any oxygen isotope from the heavy-oxygen water in the two-step procedure.

As a result, the isotopic distributions from both samples overlay and are observed in

the spectrum as a single distribution, similar to the one shown in the left-hand side

of Figure 2.11. In such a situation, we cannot quantify the relative abundance of the

peptide in the two samples. Note, however, that the reversed labeling will lead to

exactly the same observed spectrum for the peptide. Thus, by comparing the two

spectra we can, in principle, detect peptides that do not incorporate heavy-oxygen

isotopes.

It is worth noting that the idea of the dye-swap for cDNA microarrays and of

the reversed labeling for MS differs in two important aspects. First, in the cDNA

microarray setting, the labeling of different samples by different dyes allows to clearly

distinguish the signals coming from genes present in different samples. Second, the

information about the genes spotted on a array is known. For these reasons, the

identifiability issues do not apply to the labeled cDNA microarrays.

As a sidemark, we would like to note that stable isotope labeling is just one of

many different labeling strategies. An important alternative and popular labeling

strategy is isobaric labeling, e.g., iTRAQ from Applied Biosystems, or ’tandem mass



144 Chapter 9. Identifiability issues with stable isotope labeling

tag’ from Proteome Sciences. These strategies label the peptides from the different

samples with an isobaric tag, which is a molecular moiety with an equal mass but

different structure. Because the labels have equal mass, the peptide peaks appear at

the same location in the mass spectrum, but the ion abundances are accumulated,

facilitating the detection of peptide peaks. The detected peptide peaks can then

be further investigated by tandem MS. During fragmentation of the peptide, the

isobaric tags also fragmentate, but because of the different structure of these tags,

they emit a low mass reporter molecule with different masses. In order to quantify

the relative differences between the samples, one should focus on the ratios of the

low mass reporter molecules. A huge advantage of this labeling strategy is that it

allows multiplexing, meaning that up to 10 samples can be labeled and simultaneously

processed and quantified on the mass spectrometer. By contrast, only two samples

can be compared with the 18O-labeling strategy, which makes it difficult to directly

compare more than two groups of biological samples. However, in microarrays, this

two-channel labeling is common, and several solutions can be used to circumvent these

problems, like, e.g. appropriate experimental designs as suggested by Kerr et al. [37].

A disadvantage of the isobaric labeling is that it requires time-consuming tandem MS

for every detected peptide in order to quantification its relative abundance. Also,

the fragmentation of the isobaric tag is complex and sometimes leads to imperfect

fragmentation, which in turn results in uncertainty about the quantification.
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10.1 Introduction

As explained in Section 2.5, labeling strategies are used to reduce the machine vari-

ability induced by the liquid chromatography and mass spectrometry. Recall that we

focus on enzymatic 18O-labeling as the labeling strategy of choice. In this setting, a

labeled peptide ideally receives two 18O-atoms on its carboxyl terminus, which should

lead to a four Da mass shift of the corresponding peptide peaks when analyzed by

mass spectrometry. A simplistic approach to calculate the relative abundance between

the labeled and unlabeled peptides would be to compare the height of the first and

fifth peak in the mass spectrum, as seen in the right-hand side panel of Figure 2.11.

However, it should be noted from Figure 2.11 that some of the composite isotopic

variants of the labeled peptide will still overlap with the variants of the unlabeled

peptide. This means that a shift of four Da is usually not enough to separate the

composite isotopic distribution of the peptide in the two samples. Thus, a simple

comparison of the heights of the first and fifth peak would not reflect the relative

145
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abundance of the peptide in the two samples.

However, in practice, variable 18O incorporation rates and impurities in the heavy-

oxygen-water shift the composite isotopic distribution of a labeled peptide with mul-

tiples of 1 Da and superimpose it with the composite isotopic distribution of the

unlabeled peptide. This results in a more complex mixture of isotopic distributions

that needs to be taken into account in calculations of the relative abundance of the

peptide from the observed mass spectrum. In this respect, we introduce the term

joint spectrum, which indicates the peaks generated from peptides present in the two

samples compared in a enzymatic 18O-labeling experiment.

To solve this problem, efforts aimed at the optimization of the proteolytic labeling

process, which would allow to control the overlap of isotopic distributions, have been

undertaken. For instance, methods that prohibit back-exchange [75] have been in-

vestigated. Alternatively, techniques that only allow for the incorporation of a single
18O-atom [58], or that force the incorporation of two 18O-atoms [74] in the labeled

peptide, have been developed.

In this chapter, we provide a different solution to the aforementioned problem.

More specifically, we propose a numerical method to estimate the relative abundance

of a peptide from faster, but imprecise enzymatic 18O-labeling strategies, which bet-

ter fits the pipeline of a high-throughput proteomic framework. For this purpose, we

introduce, in Section 10.2, a stochastic model to describe the enzymatic 18O-labeling

reaction. We also suggest to estimate the peptide-specific composite isotopic distri-

bution from the observed data, which in turn can be used to validate if the peaks

are originating from a peptide. The proposed method is evaluated by means of a

simulation study. The results are presented in Section 10.3.

Further, it is worth mentioning that, in practice, the elution characteristics of

the liquid chromatography column can be altered due to different isotopes of the

same element. This effect becomes especially noticeable when multiple isotopes are

incorporated, e.g., for hydrogen/deuterium labeling. The effect is not studied in

this dissertation, as it is assumed to be small, because in the 18O-labeling only two

oxygen isotopes will be incorporated. In other words, 50 deuterium isotopes will

possibly affect the elution characteristics, while the effect of two oxygen isotopes can

be ignored.
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Figure 10.1: Fifth observed peak in function of the unobserved peptide peak intensi-

ties.

10.2 Methods

In Section 10.2.1, we present a model to estimate the relative abundance of a peptide

from a mixture of overlapping composite isotopic distributions observed in a mass

spectrum from an enzymatic 18O-labeling experiment. However, the model has some

limitations. These limitations are dealt with in Sections 10.2.3 and 10.2.2.

Because of the high resolution of the considered, i.e., peptide-centric, MALDI-

experiments, the group of peaks corresponding to the composite isotopic distribution

of a peptide is observed in a mass spectrum. As argued in Chapter 7, we only

use information about the height, or equivalently, the intensity, of the peptide peak

maximum in the observed mass spectrum, i.e., we use the stick representation. Recall

that the intensity is a measure of the number of ions arriving at the detector.

10.2.1 A model for overlapping distributions

The main parameter of interest in an enzymatic 18O-labeling experiment is the rela-

tive abundance of the labeled and the unlabeled peptide. However, a peak observed

in a joint spectrum from a labeling experiment is composed of a mixture of composite

isotopic variants, which received different isotope labels. Because the information

about the abundances of the labeled and unlabeled peptides is aggregated, we can-
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not directly calculate the relative abundance from a joint spectrum. For example,

Figure 10.1 presents how the fifth peak of the observed joint spectrum (right) is

composed from the composite isotopic variants of the labeled and unlabeled peptides

(left-bottom and left-top). Note that, due to heavy-oxygen water impurities, the first

five composite isotopic variants of the labeled peptide are included in the fifth peak

of the joint spectrum. Hence, in order to estimate the relative abundance, we need

to retrieve information about the unobserved abundances of the composite isotopic

variants from the labeled and unlabeled peptides. To this aim, we propose a model,

which expresses the observed peak intensities yi in the joint spectrum as a function

of the abundance of the unobserved composite isotopic variants of the labeled and

unlabeled peptides. The function is defined by the shift probabilities P0, . . . , P4, de-

fined in (2.12), which denote the probability that the mass of an isotopic variant

increases with zero to four dalton, respectively, due to the enzymatic 18O-labeling.

Note that the peak intensities in a joint mass spectrum are most likely also affected

by instrument noise. Therefore, we need to consider a model that incorporates an

error structure. Thus, we assume that

yi = xi + εi , (10.1)

with εi ∼ N(0, σ2) and that εi’s are independent. The index i denotes the position

of the peak in the observed series of peaks in a joint spectrum, with i = 1 referring

to the monoisotopic peak. A correlated error structure for the random error terms

εi might also be plausible, but this leads to a more complex model and is a topic of

further research.

For example, consider a peptide, which has l composite isotopic variants with l > 5.

Enzymatic 18O-labeling and mixing of this peptide with its unlabeled counterpart will

result in an observed joint spectrum of l + 4 peaks, due to the maximum shift of four

Da. The mean intensity of the first peak x1 in the joint spectrum can be expressed

as

x1 = HI
0 + P0H

II
0 , (10.2)

where HI
0 is the abundance of the monoisotopic variant of the unlabeled peptide

and P0H
II
0 denotes the contribution of the molecules of the monoisotopic variant

of the labeled peptide, which did not receive an isotope label, i.e, not shifted to a

higher mass. For every observed peak in the joint spectrum, we can write down such

a decomposition of the mean intensity, which describes how the composite isotopic
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variants of the labeled and unlabeled peptides contribute to it:

x2 = HI
1 + P0H

II
1 + P1H

II
0 ,

x3 = HI
2 + P0H

II
2 + P1H

II
1 + P2H

II
0 ,

x4 = HI
3 + P0H

II
3 + P1H

II
2 + P2H

II
1 + P3H

II
0 , (10.3)

x5 = HI
4 + P0H

II
4 + P1H

II
3 + P2H

II
2 + P3H

II
1 + P4H

II
0 ,

...

xl = HI
l−1 + P0H

II
l−1 + P1H

II
l−2 + P2H

II
l−3 + P3H

II
l−4 + P4H

II
l−5.

The mass shift probabilities P0, . . . , P4 are defined in (2.12). In (10.3) HI
i denotes

the abundance of the ith composite isotopic variant of the peptide in the unlabeled

sample, and HII
i the corresponding abundance in the labeled sample. For peaks

l + 1, . . . , l + 4, observed in the joint spectrum, there are no contributions from the

unlabeled peptide and the equations are:

xl+1 = P1H
II
l−1 + P2H

II
l−2 + P3H

II
l−3 + P4H

II
l−4,

xl+2 = P2H
II
l−1 + P3H

II
l−2 + P4H

II
l−3,

xl+3 = P3H
II
l−1 + P4H

II
l−2, (10.4)

xl+4 = P4H
II
l−1.

Note that, in theory, the last (l+4th) observed peak in the joint spectrum corresponds

to the proportion of the lth composite isotopic variant, which received two 18O-atoms

in its carboxyl-terminus from the enzymatic 18O-labeling. This results in a shift of

four Da to the right in the mass spectrum. Hence, the maximum number of peaks

observed in the joint spectrum can never be larger than the number of unobserved

composite isotopic variants l plus four. In order to determine how many unobserved

composite isotopic variants l are contributing to observed joint spectrum, we use

the reverse reasoning. If, say, m peaks are observed in the joint spectrum, then we

assume that the joint spectrum was generated by m−4 unobserved composite isotopic

variants. Hence, the structure of the system of equations (10.2)–(10.4) is completely

determined by the number of observed peaks in the joint spectrum.

In order to estimate the parameters of model (10.1)–(10.4), we can use the least

squares method. However, for m observed peaks in the joint spectrum, we need to

estimate five shift probabilities P0, . . . , P4, and 2 × (m − 4) parameters HI
i and HII

i

with i = 0, . . . , m − 5. Hence, there are more parameters (5 + 2 × (m − 4)) than

observations (m). Therefore, in the next two sections, we present an attempt to

reduce the number of parameters of the model.
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Further, it should be noted that, in equations (10.2)–(10.4), no parameter has

been included, which would reflect the baseline, often observed in mass spectra. This

can be easily adjusted by adding an extra intercept term to the equations. How-

ever, we assume that, before any further analysis, the mass spectrum was properly

preprocessed, for instance, by using the methods described described in Chapter 7.

10.2.2 A model for the unobserved composite isotopic variants

Equations (10.2)–(10.4) expresses the mean peak intensities xi of the joint spectrum

in function of the unobserved abundances of the composite isotopic variants of the

labeled and unlabeled peptide. Hence, we can reduce the set of parameters involved in

(10.2)–(10.4) by exploiting the fact that the probability of occurrence of the composite

isotopic variants of the labeled and unlabeled peptides are the same. Consequently,

the unobserved peptide peaks correspond to the same composite isotopic distribution.

It follows that the ratio between two unobserved abundances corresponding to ar-

bitrary composite isotopic variants is exactly the same for the labeled as the unlabeled

peptide. For instance,

HI
2

HI
0

=
HII

2

HII
0

. (10.5)

Such a relation can now be used to reduce the number of parameters in (10.2)–(10.4).

First, let us define the set of isotopic ratios as

Ri =
HI

i

HI
0

=
HII

i

HII
0

,

(10.6)

with i = 1, ldots, m − 5, and where m denotes the number of peaks observed in a

joint spectrum. Hence, we assume that the joint spectrum is composed from m − 4

composite isotopic variants, what leads to m−5 isotopic ratios. Now, the unobserved

abundances of the composite isotopic variants can be written in function of the iso-

topic ratios Ri defined in (10.6). However, because we are mainly interested in the

relative abundance of the labeled and unlabeled peptides, we further reparametrize

the unobserved abundances HI
0 and HII

0 as

HI
0 = H ,

HII
0 = HQ , (10.7)

where H is the reference intensity and Q is the relative abundance, defined as the

quotient HII
0 /HI

0 . It should be noted that combining (10.6) and (10.7) with equations
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(10.2)–10.4) leads to the following system of equations:

x1 = H + P0HQ,

x2 = HR1 + P0HQR1 + P1HQ,

x3 = HR2 + P0HQR2 + P1HQR1 + P2HQ,

x4 = HR3 + P0HQR3 + P1HQR2 + P2HQR1 + P3HQ,

x5 = HR4 + P0HQR4 + P1HQR3 + P2HQR2 + P3HQR1 + P4HQ,

... (10.8)

xm−4 = HRm−5 + P0HQRm−5 + P1HQRm−6 + P2HQRm−7 +

P3HQRm−8 + P4HQRm−9,

xm−3 = P1HQRm−5 + P2HQRm−6 + P3HQRm−7 + P4HQRm−8,

xm−2 = P2HQRm−5 + P3HQRm−6 + P4HQRm−7,

xm−1 = P3HQRm−5 + P4HQRm−6,

xm = P4HQRm−5, ,

with m > 9 or, equivalently, l > 5. In summary, the 2×(m−4) unobserved abundances

HI
j and HII

j (j = 0, . . . , m − 5) are fully determined by the (m − 5) isotopic ratios

Ri (i = 1, . . . , m − 5), a reference intensity H , and the relative abundance Q. Note,

however, that (10.8) still implies the need to estimate 5+2+(m−5) parameters from

m observations. Thus, we need to consider some additional simplifying assumptions.

These are discussed in the next section.

10.2.3 A model for the enzymatic 18O-labeling

A way to reduce the number of parameters in (10.8) is to assume a model for the

enzymatic 18O-labeling. In this way, we can possibly replace the shift probabilities

P0, . . . , P4 by a limited set of parameters. However, given the number of possible

oxygen isotope combinations of the carboxyl-terminus (see (2.11)), it is by no means

trivial to describe the relation between the six cases by using enzyme kinetics. This is

because it would result in a set of six nonlinear differential equations, which would be

difficult to solve. In an attempt to obtain a simpler model, we consider a stochastic

approach to model the enzymatic 18O-labeling. In Section 2.5, we introduced the

triplet (n16, n17, n18), which defined the isotope composition of the carboxyl-terminus.

To avoid a cumbersome notation, we will refer to the different combinations of the

carboxyl-terminus as state X(i). For example, the isotope composition of (2, 0, 0),

i.e., two 16O-atoms, corresponds to state X(1), as defined in (2.11).
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Figure 10.2: Connection between different states.

As stated in Section 2.5, we assume that the carboxyl-terminus of all isotopic

variants before the enzymatic labeling contains two 16O-atoms. This is depicted in

the upper-left corner of Figure 10.2, where the circle denotes state X(1). After one

carboxyl-oxygen replacement (k = 1), the carboxyl-terminus of the isotopic variants,

which are initially in state X(1), will have a certain probability to stay in state

X(1), or to move to a new state X(2) or X(3), depending on the heavy-oxygen water

impurities p16 and p17. This can be seen in the upper-right corner of Figure 10.2,

where the arrows indicate the possible transitions. After two oxygen replacements,

the probabilities for the carboxyl-terminus to remain in state X(1), X(2), and X(3)

will change. Moreover, three additional states can be reached, namely, X(4), X(5)

and X(6) (see the bottom-left corner of Figure 10.2). A third oxygen-replacement
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allows for eight new transitions, indicated by arrows in the bottom-right corner of

Figure 10.2. For each subsequent oxygen-replacement the state probabilities will

further change. This process can be seen as a discrete-time Markov-chain. In this

case the discrete time steps are interpreted as oxygen replacements, which are discrete

by nature. Note that the process depicted in Figure 10.2 specifies that the probability

to reach a future state only depends on the current state, such that information about

past states can be ignored. This is the so-called first-order Markov-property.

The discrete-time Markov-chain can be defined more formally. First, let us define

the transition probability Pij to transfer from state Xk(i) to state Xk+1(j) after k

oxygen replacements:

Pij = P {Xk+1(j)|Xk(i)} . (10.9)

Note that the probability to be in state P {Xk+1(j)} only depends on the previous

state of the peptide’s carboxyl-terminus, Xk(i). From the law of total probability it

follows that

P {Xk+1(j)} =

6
∑

i=1

P {Xk+1(j)|Xk(i)}P {Xk(i)}

=

6
∑

i=1

PijP {Xk(i)} . (10.10)

Thus, the total probability of being in state j after k + 1 oxygen replacements is a

weighted average of the transition probabilities Pij, with the weights equal to the

probability of being in state i after k oxygen replacements.

If we assume that the enzymatic reaction is equally likely on both reaction sites

of the carboxyl-terminus, and if we assume that previous oxygen replacements do not

influence the enzymatic reaction for future oxygen replacements, then from the known

heavy-oxygen water impurities p16 and p17, the transition matrix T with transition

probabilities Pij can be constructed in the following way:

T =
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Note that the rows sum to one. The transition matrix T can be interpreted as follows.

Transition probability Pij to move from state X(i) to state X(j) is found in row i

and column j. Row and column indices 1 to 6 correspond to states X(1), . . . , X(6),

respectively. For example, the probability to move from state X(3) = (1, 0, 1) to state

X(1) = (2, 0, 0) can be read from the transition matrix T in row 3 and column 1 as

being equal to 1
2p16, i.e., half the proportion of 16O in the heavy-oxygen water. This

is straightforward, because only if the 18O-atom is replaced by a 16O, we reach state

X(1) = (2, 0, 0). The replacement of the 16O-atoms with another 16O-atom does not

induce a transition to another state.

Given the transition matrix T , we can now use equation (10.10) to formulate the

state probabilities using the matrix representation as follows:

Sk = S0T
kP (k) ,

with Sk denoting a 6 × 1 column vector containing the state probabilities after k =

1, 2, . . . , oxygen replacements. S0 contains the initial state probabilities. As stated

earlier, at the beginning of the labeling process, we assume that the isotopic variants

contain 100% 16O-atoms at the carboxyl-terminus. Hence, S0 = [1, 0, 0, 0, 0, 0]. Note,

that the rows of Sk and the columns of S0are ordered in the same way as it was the

case for the transition matrix in (10.11).

The term P (k) in (10.12) presents the probability of k oxygen replacements. Note,

that the number of oxygen replacements k is unknown and depends on the reaction

speed and the duration of the enzymatic labeling reaction. The reaction speed itself

depends on many unobserved factors and most likely is specific for each peptide.

Therefore, we refer to the reaction speed of the enzymatic reaction as the peptide-

specific incorporation rate. The duration of the enzymatic reaction is known and

usually kept constant for multiple labeling experiments.

Because of the discrete character of the enzymatic 18O-reaction and the inclusion

of rate and duration, at which a reaction occurs, we can see analogies between enzyme

kinetics and queuing theory. Thus, one strategy to model the probability for k oxy-

gen replacements would be a Poisson process with λ, the unknown peptide-specific

incorporation rate, and τ , the known duration of the chemical reaction. Introducing

the Poisson process into model (10.12) leads to

Sk(τ) = S0T
k e−λτ (λτ)k

k!
. (10.12)

Note that the number of oxygen replacements k and, therefore, also the state proba-

bilities are functions of the duration τ of the enzymatic reaction. Summing over all
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possible values of k gives

S(τ) =

∞
∑

k=0

S0T
k e−λτ (λτ)k

k!
, (10.13)

where S(τ) is the vector containing the state probabilities for the isotope combination

of the carboxyl-terminus of a peptide with incorporation rate λ after a reaction time

τ in heavy-oxygen water with impurities p16 and p17. Expression (10.13) can be

rearranged by bringing terms outside the summation

S(τ) = S0e
−λτ

∞
∑

k=0

(Tλτ)k

k!
. (10.14)

The series
∑

∞

k=0
(T λτ)k

k! can be replaced by a matrix exponential, which leads to a

more elegant formulation of equation (10.13):

S(τ) = S0e
−λτeT λτ . (10.15)

Now, it is straightforward to calculate the probabilities for a mass shift, P0, . . . , P4,

defined in (2.12), using the state probability vector S(τ). This results in:

P0(τ) = S1(τ),

P1(τ) = S2(τ),

P2(τ) = S3(τ) + S4(τ), (10.16)

P3(τ) = S5(τ),

P4(τ) = S6(τ),

where Si(τ) denotes the probability in the ith row of state probability state vector

S(τ), corresponding to the probability of state X(i). Because states X(3) = (1, 0, 1)

and X(4) = (0, 2, 0) yield the same mass shift, or equivalently, the same additional

neutron content, we need to sum the corresponding state probabilities to obtain the

probability P2 of a mass shift of two Da.

By using (10.15) we can reduce the number of parameters in (10.2)–(10.4), because

we can replace the five shift probabilities by a single parameter, namely, the peptide-

specific incorporation rate λ. This is possible because, during the enzymatic 18O-

labeling, the duration τ of the reaction is controlled and kept constant. The only

requirement is the knowledge about the exact composition of the heavy-oxygen water,

that is, water impurities, p16 and p17. Normally, this information could be provided

by the supplier of the stable isotopes. Consequently, by using (10.8) and (10.15), we

can reduce the number of parameters in (10.2)–(10.4) to 3 + (m− 5) = m− 2, which

is less then the number of observations m.
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Figure 10.3: Shift probabilities P0, . . . , P4 in function of λ for an enzymatic reaction

of 120 minutes with heavy-oxygen water impurities of p16=4% and p17 = 1%

10.2.4 Interpretation of the model for enzymatic 18O-labeling

The five shift probabilities P0(τ), . . . , P4(τ) can be calculated by using (10.15) as

a function of the peptide-specific incorporation rate λ. For an enzymatic reaction

of 120 minutes in heavy-oxygen water with impurities of p16 = 4% and p17 = 1%,

the resulting probabilities are illustrated in Figure 10.3. It can be seen that, for λ

larger than 0.1, the shift probabilities stabilize. This means that, for a peptide with

an incorporation rate larger than 0.1, the enzymatic reaction is completed after 120

minutes. For example, let us consider a peptide with an incorporation rate of λ = 0.1.

Note that, after 120 minutes, only 89.8% of the molecules contain two 18O-atoms on

their carboxyl group. In other words, only 89.8% of the labeled molecules shift by four

Da to the right in a mass spectrum. Further, 8.04% and 1.89% of the labeled molecules

shift by two and three Da, respectively. The proportion of the labeled molecules that

shift by zero (0.18%) and one (0.08%) Da can be ignored. It is worth noting that, in

the example shown in Figure 10.3, extending the duration of the enzymatic reaction

would not further modify the mass shift probabilities.

For the probabilities shown in Figure 10.3, the duration of the reaction τ was

kept constant. However, because λ and τ enter equation (10.15) in a multiplicative

way, the same plot can be used to interpret the situation when the peptide-specific

incorporation rate λ is kept constant and the duration of the enzymatic reaction
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is allowed to vary. From this point of view, it can be seen that, after some finite

time, every enzymatic reaction will reach a steady-state. Hence, for optimizing the

enzymatic 18O-labeling pipeline, information about the steady-state is of importance,

as it implies that, for an arbitrary peptide, the enzymatic reaction is completed. This

means that the duration of the enzymatic reaction should be limited to the time

required for the ’slowest’ peptide, i.e, the peptide with the smallest incorporation

rate, to reach its steady-state. Unfortunately, the amount of time that is required

for an enzymatic reaction for a specific peptide to reach the steady-state depends on

many unobserved factors and is usually unknown.

Therefore, for practical purposes, a very long reaction time is usually adopted,

such as an overnight batch. However, this is not the most optimal strategy. First,

it is possible that the reaction time is too long and therefore it blocks the high-

throughput pipeline. It is also possible that the long reaction time degenerates the

sample under influence of the proteolytic enzyme. Second, we can never be sure that

a peptide has completed the enzymatic reaction. Therefore, when analyzing labeled

mass spectra, it is of importance to estimate the status of the reaction by estimating

a peptide-specific incorporation rate, what is possible by using model (10.15).

It is also important to bear in mind that the number of peptides, which will

receive two 18O-atoms at the steady-state, can be increased by using heavy-oxygen

water with a higher purity. A disadvantage, however, is that very pure heavy-oxygen

water will seriously increase the material cost. Further, it should be noted that the

dilution of the heavy-oxygen water by normal water, due to the labeling reaction, is

not accounted for in model (10.15). This is a topic for further research.

10.2.5 Estimation procedure

Assume the example of the labeled spectrum presented in Figure 10.1. That is,

assume we have observed a series of 11 peaks in the joint spectrum . This series can

be generated by a peptide with seven composite isotopic variants. Applying model
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(10.8) leads to the following set of equations:
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(10.17)

From this set of equations it should be observed that the matrix on the right-hand

side of equation (10.17) has a special structure. The structure of this matrix, say

A, is completely determined by the 11 observed peaks in the joint spectrum. More

generally, when m peaks are observed from the joint spectrum, the matrix A can be

represented as follows:

A =





Im−4
Lm×(m−4)

04×(m−4)



 , (10.18)

with Im−4 denoting the identity matrix of dimension (m−4)× (m−4) and 04×(m−4)

denoting a matrix of zeros’s of dimension 4 × (m − 4). Matrix L has a dimension of

m×(m−4) and has a banded diagonal structure. For a joint spectrum with m peaks,
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the mean intensities can be expressed as

x = A
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, (10.19)

with x denoting a m × 1 column vector containing the mean intensities xi.

By using (10.16) and (10.19), we can express the mean intensities of the observed

peaks in the joint spectrum as a function of the parameter vector θ as

x = f(θ, τ) , (10.20)

with θ = [Q, H, R1, . . . , Rm−5, λ]. The main parameter of interest is Q, namely, the

relative abundance. Note that, in (10.20), we suppressed the dependence on the water

impurities p16 and p17 to simplify notation.

Because we assumed in (10.1) that the peaks observed in a spectrum yi are affected

by independent instrument noise εi ∼ N(0, σ2), we can construct the likelihood for

the joint spectrum with m observed peaks of intensities yi as follows:

L(θ; y) =

m
∏

i=1

1

σ
√

2π
e−

1

2σ2 (yi−xi)
2

, (10.21)

with xi denoting the ith element of vector x defined in (10.19) and y denoting the

vector of intensities of the m peaks observed in the joint spectrum. The maximum

likelihood estimates θ̂ are found by maximizing (10.21), or its logarithm

l(θ; y) = −m

2
log(2π) − m

2
log(σ2) − 1

2σ2

m
∑

i=1

(yi − xi)
2 , (10.22)

over θ. The log-likelihood function (10.22) can easily be extended when multiple

joint spectra from, e.g., technical replicates, are available. For such n additional joint

spectra, (10.22) becomes

l(θ; [y1, . . . , yn)]) = −nm

2
log(2π) − nm

2
log(σ2) − 1

2σ2

n
∑

j=1

m
∑

i=1

(yij − xij)
2 . (10.23)
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It should be observed that, for each additional spectrum j, an extra parameter is

added to the parameter vector θ, namely, the reference intensity Hj . The other

parameters Q, R1, . . . , Rm−5 and λ are assumed to be the same for the n joint spectra,

such that the parameter vector becomes

θ = [Q, H1, . . . , Hn, R1, . . . , Rm−5, λ] . (10.24)

The variance σ2 is estimated as:

σ̂2 =
1

(n × m) − {2 + n + (m − 5)}

n
∑

j=1

m
∑

i=1

(yij − xij)
2 . (10.25)

We can base our inference on the large sample theory [11]. This means that, when

the errors εi are independently, identically, normally distributed, then for a large

sample size (in our case this is n × m) the sampling distribution of the estimated

parameters θ̂ should be approximately normal.

The approximate variance-covariance matrix can be estimated as

S2(θ̂) = σ̂2(J ′J)−1 , (10.26)

where J is the Jacobian of function (10.23) evaluated at θ̂. Based on the large sample

theory, we have

θ̂i − θi

s(θ̂i)
∼ t((n × m) − {2 + n + (m − 5)}) (10.27)

with s(θ̂i) the standard deviation of the parameter estimate θ̂i, obtained as the

square root of the ith diagonal element of the estimated variance-covariance ma-

trix (10.26). This means that the statistic defined in (10.27) is t-distributed with

(n × m) − {2 + n + (m − 5)} degrees of freedom. It follows that the (1 − α)% confi-

dence intervals for the parameter estimates can be constructed by

θ̂i ± t
[

1 − α

2
; (n × m) − {2 + n + (m − 5)}

]

s(θ̂i) . (10.28)

However, caution should be taken when using (10.27) and (10.28). For non-linear

regression, equation (10.25) is a biased estimator for σ2. However, the bias is small

when the sample size is large. To test if large-sample inference based on asymptotic

theorem is applicable for the developed model, we conduct a simulation study with

technical and biological replicates.
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10.2.6 Practical implementation of the estimation procedure

Practically, the maximum likelihood estimates θ̂ are obtained by minimizing the term

n
∑

j=1

m
∑

i=1

(yij − xij)
2 (10.29)

in function of parameters θ. Because function (10.20) is non-linear in the parameters

and because the parameters are constrained to positive values, minimizing (10.29)

becomes a constrained non-linear optimization problem. In order to transform this

to an unbounded optimization problem, the logarithm of the parameters can be esti-

mated. This is sufficient for all parameters except of λ, because the derivatives of the

shift probabilities are almost zero for large values of λ. This can be observed in the

case example in Figure 10.3. To avoid numerical problems during the minimization,

parameter λ should be constrained to an upper bound. For instance, we propose

an upper bound for λ equal to 20/τ . This upper bound was implemented via an

extension of Box’s idea. Namely, one can consider the transformation

λ =
20/τ exp(λ′)

exp(λ′) + 1
, (10.30)

with the inverse transformation given by

λ′ = log

(

λ

20/τ − λ

)

. (10.31)

The transformation is depicted in Figure 10.4 for τ = 120. It can be observed that λ′

can take any real value, while λ lies between 0 and 0.166. From Figure 10.3, it can

be seen that for large λ-values (λ > 0.1), the shift probabilities P0, . . . , P4 stabilize.

Thus, in a steady-state, larger λ-values do not influence the shift probabilities much.

Therefore, it is reasonable to assume an upper bound for λ equal to 0.166.

The minimization of (10.29) can now be solved as an unconstrained non-linear

optimization problem. For this purpose, the Gauss-Newton method [34] can be used.

The required Jacobian matrix can be calculated analytically, because the derivative

of the matrix exponential in (10.15) has the same form as the derivative of a scalar

exponential. The Gauss-Newton method converges fast when the starting values

are close to the true values of the parameters. Therefore, a rough estimate of the

parameter values is needed. The starting value for the relative abundance Q can be

calculated as the ratio between the fifth and the first peak intensity observed in the

joint spectrum. The reference intensity H for the joint spectrum is chosen as the

peak intensity of the first peak. The isotopic ratios R1, . . . , Rm−5 are calculated by
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Figure 10.4: Transformation (10.30) of λ

the method presented in Chapter 6. It should be noted that the ratios predicted by

the method of Chapter 6 are consecutive ratios, while the isotopic ratios presented in

(10.6) are ratios relative to a common reference. Hence, the predicted ratios should

be transformed to ratios with a reference. The starting value for λ is chosen to be

constant at the upper bound, defined in (10.30)

Further, in order to improve the numerical stability of the optimization problem,

the matrix exponential of T is computed by using a scaling and squaring algorithm

with a Padé approximation [35].

10.2.7 Allowing for biological variability

It should be noted that the model, described in Section 10.2.5, has only one pa-

rameter, Q, that expresses the relative abundance of a peptide in the two samples

processed in a set of n joint spectra. This makes the model especially suited for the

analysis of technical replicates, as the relative abundance of the labeled and unla-

beled sample should be constant across the joint spectra. However, when biological

replicates are analyzed, the relative abundance can vary between the paired samples

coming from two biological conditions. Consequently, there is additional biological

variability, which is reflected in the relative abundance of a specific joint spectra in the

study. The biological variability should be accounted for by adding a random effect

to the model in (10.20) with a specified distribution. However, it is difficult to work

with random effects because this requires a non-linear mixed effects model, combined

with the matrix exponential. Instead, the strategy might be to use a fixed-effects



10.2. Methods 163

model that includes the relative abundance parameter Qj for each joint spectrum j.

The relative abundance Q of the biological conditions can then be estimated from

the parameters Qj via a meta-analysis approach. Therefore, each joint spectrum is

considered as an independent study yielding information about the spectrum-specific

relative abundance Qj for the paired samples. Hence, parameter vector θ is adjusted

for each additional joint spectrum with a spectrum-specific relative abundance Qj :

θ = [Q1, . . . Qn, H1, . . . , Hn, R1, . . . , Rm−5, λ] . (10.32)

Because the likelihood (10.23) is modified, equations (10.25), (10.27), and (10.28)

should be adjusted to account for the correct degrees of freedom, that is

σ̂2 =
1

(n × m) − {1 + 2n + (m − 5)}

n
∑

j=1

m
∑

i=1

(yij − xij)
2, (10.33)

and

θ̂i − θi

s(θ̂i)
∼ t((n × m) − {1 + 2n + (m − 5)}), (10.34)

such that the confidence interval becomes

θ̂i ± t
[

1 − α

2
; (n × m) − (1 + 2n + (m − 5))

]

s(θ̂i) . (10.35)

Note that the spectrum-specific relative abundance is a ratio. In practice, we

could consider the logarithm of the relative abundance Q, for which the assumptions

about the normal distribution of an estimate Q̂ are more appropriate. To this aim

we define for each joint spectrum a new parameter Dj = log(Qj), which indicates the

difference in log-abundance between the paired samples. It should be noted that Dj

is equal to zero when there is no difference. The fixed effects meta-analysis model for

Dj is

D̂j ∼ N(Dj, ξ
2
j ) , (10.36)

where D̂j is the spectrum-specific difference estimate of Dj with variance ξ2
j . An

estimator for the overall difference D between the two conditions is given by

D̂ =

∑n
j=1 D̂jwj
∑n

j=1 wj
, (10.37)

with wj = 1/ξ2
j . Note that in practice we take wj = 1/ξ̂2

j , where ξ̂2
j is an estimate of

the variance of the estimated spectrum-specific relative difference obtained by apply-

ing the delta-method to the model-based variance of Qj obtained from (10.33) and
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(10.26). This fixed-effect interpretation would be acceptable if biological variability

were absent. In general, we should use a random effects meta-analysis model, which

takes into account the extra variability of the peptide-specific relative abundance Qj.

For this, we consider Dj as random

Dj ∼ N(D, η2) (10.38)

and

D̂j ∼ N(Dj , ξ
2
j ),

(10.39)

with an overall difference D = log(Q) and variance η2. The latter parameter is

related to the biological variability of relative abundance between the paired samples

of the two conditions. In other words, we consider the biological variability in the

spectrum-specific relative abundances Qj as log-normally distributed. It follows that

D̂j ∼ N(D, ξ2
j + η2) . (10.40)

An estimator for the overall difference parameter from the random effect meta-analysis

model is given by

D̂∗ =

∑n
j=1 D̂jw

∗

j
∑n

j=1 w∗

j

, (10.41)

with w∗

j = (ξ2 + η2)−1. Usually, the biological variability η2 is unknown and should

be estimated from the data. An approach to estimate η2 can be based on the method

of moments, as described by DerSimonian and Laird [57], which leads to

η̂2 =
H− (n − 1)

(

∑n
j=1 wj

)

−
∑

n
j=1

w2
j

∑

n
j=1 wj

, (10.42)

where H is defined as follows:

H =
n
∑

j=1

wj(D̂j − D̂)2 . (10.43)

In practice, we take w∗

j = (ξ̂2 + η̂2)−1. It should be noted that the estimate of the

biological variability η̂2, obtained by the method of moments, can be negative. In

this case, the negative value is truncated at zero.

D̂∗ should be asymptotically unbiased for D, with an approximate 95% confidence

interval for D equal to

D̂∗ ± 1.96 × se(D̂∗) , (10.44)
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with

se(D̂∗) =

√

1
∑n

j=1 w∗

j

. (10.45)

10.3 Results

In this section, we examine the proposed model by means of a simulation study. We

consider five tryptic peptides found in human blood from the data set in Section 3.2.

Specific details about the amino acid composition of the peptides are listed in Ta-

ble 10.1. The peptides were chosen such that they span a mass range from 1000 Da to

3000 Da in steps of approximately 500 Da. The composite isotopic distribution of the

peptides was calculated via the multinomial expansion, as explained in Section 4.1.

The composite isotopic distribution for the peptide with mass 1000.5 Da is depicted

in Figure 10.5. The composite isotopic distributions of the remaining peptides from

Table 10.1 are displayed in Figure E.1 in Appendix E. The joint spectra were gener-

ated using model (10.1) and (10.20) under various conditions. The relative abundance

Q was allowed to take the values 1/2, 1, and 2. The peptide-specific oxygen incorpo-

ration rate λ was set at 0.08, 0.02, and 0.008. The duration of the enzymatic reaction

was set equal to τ = 120 minutes. The impurity of the heavy oxygen water was

assumed to equal p16 = 4% and p17 = 1%, because the 95% pure heavy-oxygen water

is commonly available. For this type of enzymatic reaction, the graph in Figure 10.3

can be used to see the evolution of the shift probabilities in function of the proposed

λ-values. Further, a small amount of normal instrument noise (σ2 = 5) was added to

the generated peaks; negative values were truncated at zero.

Thus, for each of the five peptides in Table 10.1, nine possible settings were con-

sidered, leading to a total of 45 joint spectra. We only show the nine possible joint

composite isotopic distributions for the peptide with monoisotopic mass 1000.5 Da.

The result is presented in Figure 10.6. The joint composite isotopic distributions of

the other peptides are presented in Figures E.2 – E.5 in Appendix E. Note that, in

the case of τ = 120 min., a peptide-specific incorporation rate λ = 0.008 results in

an inefficient labeling, as only a few labeled peptides receive a heavy-oxygen isotope.

This is reflected in panels (c), (f), and (i) of Figure 10.6. Further, it should be noted

that the data generating model (10.1) and (10.20) was also used to estimate the model

parameters.
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Figure 10.5: Composite isotopic distribution of the peptide with mass 1000.5 Da

Table 10.1: Amino acid composition of five peptides found in human blood used for

the simulation study. The numbers indicate the number of molecules of the particular

amino acid.

mass
Amino acid one letter code

A R N D C E Q G H I L K M F P S T W Y V

1000.5 0 1 1 0 0 0 0 0 0 0 0 0 0 2 0 1 1 1 0 0

1500.8 1 1 0 2 0 1 1 3 0 0 0 2 0 0 0 0 0 0 0 3

2001.1 2 1 0 0 0 0 2 1 0 0 1 0 0 0 3 3 2 0 1 3

2504.5 3 1 1 0 0 1 1 1 0 2 1 5 0 0 3 2 1 0 0 1

3005.5 5 1 1 0 0 3 0 1 1 1 1 0 0 0 4 6 3 0 0 3

10.3.1 Technical replicates

In this simulation study, we mimic data from two technical replicates (n = 2). This

means that the joint spectra are generated from the same relative abundance Q.

Note that we simulate possible variability between the two spectra, due to , e.g., laser

fluctuations or inefficient crystallization, by using two different reference intensities,

namely, H1 = 1800 and H2 = 2200 for the relative abundance equal to Q = 0.5 and

Q = 1. For the relative abundance of Q = 2, the reference intensities are chosen to

equal to H1 = 900 and H2 = 1100. This was done to make the results of the simulation
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Figure 10.6: Joint composite isotopic distribution for the peptide with mass 1000.5

Da. Panels (a), (b) and (c) are for relative abundance Q = 0.5. Panels (d), (e) and (f)

are for relative abundance Q = 1. Panels (g), (h) and (i) are for relative abundance

Q = 2. Panels (a), (d) and (g) correspond to peptide-specific incorporation rate

λ = 0.08. Panels (b), (e) and (h) correspond to peptide-specific incorporation rate

λ = 0.02. Panels (c), (f) and (i) correspond to peptide-specific incorporation rate

λ = 0.008.

study from the pair of relative abundances Q = 0.5 and Q = 2 comparable. In this

case, both mass spectra are equally affected by the same amount of instrument noise.

A typical joint spectrum for the case of Q = 1/2, H1 = 1800, H2 = 2200, and

Q = 2, H1 = 900, H2 = 1100, and λ = 0.08 is shown in Figure 10.7. From this plot

it can be seen that the simplistic approach of taking the ratio between the intensities

of the fifth and the first observed peak in the joint spectra, leads to an estimate of

the relative abundance equal to 0.4654 for Q = 0.5 and 1.8307 for Q = 2. Clearly,
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Figure 10.7: Example of a joint spectrum for a peptide at mass 1000.5 Da with

Q = 1/2, H1 = 1800, H2 = 2200 and Q = 2, H1 = 900, H2 = 1100 with λ = 0.08.

the simplistic estimates are different from the true values. To correct the estimates,

model (10.20) was fit to the generated data with τ = 120 minutes, p16 = 4%, and

p17 = 1%.

We generated 2500 data sets for each setting and calculated the coverage c of the

estimated confidence intervals of the estimated parameters. Further, for each of the

estimated parameters, the average relative bias b̄ was calculated as

b̄ =
1

2500

2500
∑

i=1

θ̂i − θ

θ
. (10.46)

We also calculated the empirical variance S2
emp defined as

S2
emp =

1

2499

2500
∑

i=1

(θ̂i − θ̄)2 , (10.47)

with θ̄ denoting the average over the 2500 parameter estimates. The average model-

based variance S2
mb was calculated from the 2500 model-based variances obtained

from the diagonal elements of the variance-covariance matrix estimated by (10.26).

In this chapter, we only present the results for the peptide with mass 1000.5

Da. Table 10.2 shows the results for the main parameter of interest, the relative

abundance. Table 10.3 presents the results for the peptide-specific incorporation rate

λ. The isotopic ratios R1, . . . , R4 are split over Tables 10.4 and 10.5. In Table 10.6,
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Table 10.2: Results of Q for the simulation study with technical replicates for the

peptide with mass 1000.5 Da. The relative bias b̄ and variances should be multiplied

by 10−5.

λ b̄ S2
emp S2

mb c

relative abundance Q = 0.5

0.08 -23.16 0.48 0.52 95.12

0.02 -63.28 3.98 4.12 95.04

0.008 -590.91 219.41 207.96 93.88

relative abundance Q = 1

0.08 -8.18 0.27 0.28 95.08

0.02 -20.26 1.90 1.94 95.24

0.008 -165.43 107.82 103.04 94.48

relative abundance Q = 2

0.08 -7.52 1.40 1.41 94.60

0.02 -16.50 6.19 6.12 95.04

0.008 -76.00 292.93 273.84 94.40

we present the results for the reference intensities. We consider the latter as nuisance

parameters.

The results for the other peptides from Table 10.1 can be found in Appendix E in

Tables E.1, E.2, E.3, and E.4.

From Tables 10.2 – 10.6, we can observe that the coverage of the constructed

confidence intervals obtained from using (10.28), slightly decreases with a decreasing

peptide-specific incorporation rate. However, generally, the coverage is close to 95%.

Further, we can observe that the empirical variability S2
emp of all parameters, calcu-

lated from the 2500 generated joint spectra, is in agreement with the model-based

variance S2
mb, calculated from (10.26). Note that for λ = 0.08 the empirical variance is

smaller than the model-based variance. However, for λ = 0.008, the empirical variance

is larger than the model-based variance. An underestimate of the variance is prob-

lematic, because we will reject the null hypothesis of no difference too often. Recall

that λ = 0.008 corresponds to a very inefficient labeling. In practice, if much peptides

with low λ-values are encountered, then it would be good to extend the duration of
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Table 10.3: Results of λ for the simulation study with technical replicates for the

peptide with mass 1000.5 Da. The relative bias b̄ and variances should be multiplied

by 10−4.

λ b̄ S2
emp S2

mb c

relative abundance Q = 0.5

0.08 71.25 1985.85 2188.37 96.16

0.02 4.87 5.46 5.37 95.44

0.008 60.88 12.38 11.76 93.68

relative abundance Q = 1

0.08 9.76 165.07 174.82 95.80

0.02 0.77 0.58 0.55 94.72

0.008 4.06 0.84 0.79 95.04

relative abundance Q = 2

0.08 5.61 99.87 103.69 95.44

0.02 0.23 0.27 0.26 94.40

0.008 -2.52 0.70 0.68 94.60

the enzymatic reaction. A possible explanation of the underestimated variance may

be found in the truncation scheme we applied when generating the data. Recall that

after adding normally distributed error to the peak intensities of the joint spectrum,

we truncated negative values at zero. For the setting with λ = 0.008, approximately

1500 peaks from the 2500 generated joint spectrum were truncated at zero. Mostly,

this was the smallest peak, i.e., last peak, in the joint spectrum which was set to zero.

We can detect two trends from Tables 10.2 – 10.6.

1. Generally, the relative bias of the parameters increases with a decreasing peptide-

specific incorporation rate λ. This is expected, because an inefficient enzymatic

labeling leads to a few labeled peptides which actually receive an oxygen iso-

tope. Therefore, the labeled and unlabeled peptides do not separate well in the

joint mass spectrum. An exception for this increasing relative bias is observed

for the estimates of λ. Note, that the minimum bias is reached for λ = 0.02.

2. Another trend is that the relative bias decreases slightly for a larger relative
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Table 10.4: Results of R1 to R2 for the simulation study with technical replicates

for the peptide with mass 1000.5 Da. The relative bias b̄ and variances should be

multiplied by 10−6. Note that the first row within a line indicates R1 and the second

row indicates R2.

λ b̄ S2
emp S2

mb c

relative abundance Q = 0.5

0.08
57.61 0.74 0.76 95.52

435.45 2.44 2.52 94.92

0.02
61.34 0.72 0.73 95.28

892.24 10.76 10.78 95.12

0.008
68.62 0.57 0.54 94.60

5564.62 149.09 141.27 93.80

relative abundance Q = 1

0.08
50.98 0.63 0.64 95.12

425.63 3.50 3.43 94.36

0.02
38.36 0.51 0.52 95.48

211.60 0.68 0.69 95.00

0.008
49.24 0.41 0.41 95.20

2283.06 46.91 45.19 94.52

relative abundance Q = 2

0.08
29.22 0.83 0.86 95.48

203.49 0.76 0.77 94.60

0.02
70.82 1.73 1.74 95.12

462.74 5.35 5.12 94.32

0.008
67.05 1.01 0.99 95.12

2195.71 67.03 63.36 93.72

abundance Q.

Note that the first trend is also applicable for the variances.

However, the variances slightly differ from the second trend. Let us focus on the
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Table 10.5: Results of R3 to R4 for the simulation study with technical replicates

for the peptide with mass 1000.5 Da. The relative bias b̄ and variances should be

multiplied by 10−6. Note that the first row within a line indicates R3 and the second

row indicates R4.

λ b̄ S2
emp S2

mb c

relative abundance Q = 0.5

0.08
986.00 1.14 1.16 95.36

3881.22 1.63 1.61 95.32

0.08
2013.44 3.77 3.82 95.28

6063.03 2.06 2.08 95.24

0.08
13396.58 48.82 46.44 93.92

18828.06 3.30 3.22 94.28

relative abundance Q = 1

0.02
468.67 0.45 0.45 95.64

2239.88 0.70 0.68 94.88

0.02
778.29 1.25 1.27 94.92

2622.14 1.35 1.33 95.04

0.02
5394.55 14.97 14.52 94.48

8523.58 1.34 1.35 94.88

relative abundance Q = 2

0.008
485.61 0.64 0.64 95.04

1755.53 0.80 0.78 94.56

0.008
593.00 1.91 1.89 94.48

2316.23 2.42 2.33 94.96

0.008
5138.69 19.70 18.77 93.96

10941.42 2.24 2.25 94.84

main parameter of interest, the relative abundance Q, which is presented in Table 10.2.

The variance of the estimate of Q is the smallest for the relative abundance of Q = 1

and it is slightly larger for a Q = 0.5. However, the variance is much larger when the
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Table 10.6: Results of H1 and H2 for the simulation study with technical replicates

for the peptide with mass 1000.5 Da. The relative bias b̄ and variances are of different

order of magnitude. Note that the first row within a line indicates H1 and the second

row indicates H2

λ b̄ × 10−6 S2
emp × 101 S2

mb × 101 c

relative abundance Q = 0.5

0.08
-0.50 0.37 0.38 95.04

1.75 0.41 0.42 95.76

0.02
5.86 1.28 1.27 95.20

7.68 1.76 1.76 94.72

0.008
176.27 138.92 130.70 93.48

177.66 207.18 195.16 93.56

relative abundance Q = 1

0.08
-0.01 0.30 0.30 94.80

2.04 0.35 0.36 95.64

0.02
2.81 0.68 0.66 95.16

4.46 0.91 0.89 95.08

0.008
63.97 39.97 37.77 94.44

65.11 59.54 56.35 94.20

relative abundance Q = 2

0.08
1.82 0.21 0.22 95.04

4.52 0.28 0.28 95.52

0.02
3.73 0.41 0.40 94.88

6.14 0.55 0.55 95.12

0.008
37.84 13.64 12.69 94.08

39.45 20.29 18.92 94.32

relative abundance is equal to Q = 2. This becomes much clearer when we present

the results graphically.

In Figure 10.8, S2
emp and S2

mb are shown for the relative abundance Q over the



174 Chapter 10. A model for enzymatic
18

O labeled mass spectra

1200 1400 1600 1800 2000 2200 2400 2600 2800 3000

2

4

6

8

10

12

14
x 10

−6

V
ar

(Q
)

Da

(a)

1200 1400 1600 1800 2000 2200 2400 2600 2800 3000

1.5

2

2.5

3

3.5

4

4.5

5

5.5

6

6.5

x 10
−5

V
ar

(Q
)

Da

(b)

1200 1400 1600 1800 2000 2200 2400 2600 2800 3000

0.01

0.02

0.03

0.04

0.05

0.06

0.07

V
ar

(Q
)

Da

(c)

Figure 10.8: Empirical variance (indicated by stars) and model-based variance (in-

dicated by dots) for relative abundance Q equal to 1/2, 1 and 2 (denoted by blue,

red and green, respectively) based on two technical replicates. Panel (a) is for the

incorporation rate λ fixed at 0.08 for all peptides, panel (b) is for λ = 0.02 and panel

(c) is for λ = 0.008 and a constant duration of the enzymatic reaction τ = 120 min.

different simulation settings for the five peptides. From this figure, it follows that the

smallest variance is obtained for Q = 1. This can be explained by the fact that, in this

case, the influence of the instrument noise is relatively small, because more peaks in

the joint spectra have a large intensity. This is not the case with Q = 0.5 and Q = 2,

where the influence of noise is larger for the small peaks. A possible explanation for

the large difference in the variance between Q = 0.5 and Q = 2 is that for Q = 2

a larger amount of the labeled molecules do not receive an oxygen isotope then in

the case for Q = 0.5. Therefore more molecules overlap with the unlabeled peptide,
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Table 10.7: Results of the simplistic approach for the simulation study with technical

replicates for the peptide with mass 1000.5 Da.

λ Q = 0.5 Q = 1 Q = 2

0.08 0.4653 0.9214 1.8313

0.02 0.2588 0.4844 0.8760

0.008 0.0995 0.1643 0.2511

which hampers the estimation of the parameters.

The variance increases also for a decreasing peptide-specific incorporation rate.

A smaller incorporation rate will lead to inefficient labeling, because the enzymatic

labeling will not have reached its stationary phase yet. It will thus increase the inflow

of ions from the labeled peptide that will overlap with the unlabeled peptides. Gener-

ally, a high amount of overlapping isotopic distributions will cause more uncertainty

about the parameter estimate of the relative abundance, and hence a larger variance.

A reversed behavior can be observed when inspecting the variance of the estimates

for the incorporation rate λ (see Figure E.6 in Appendix E). The higher the inflow

of labeled ions overlapping with the unlabeled peptides, the smaller the variance of

the estimated incorporation rate λ. In other words, a substantial amount of over-

lapping peptides is required to accurately estimate the peptide-specific incorporation

rate. On the other hand, when estimating the relative abundance, we want to avoid

overlapping peptides.

Table 10.7 illustrates the results from the simplistic estimates of the relative abun-

dance. This was done by taking mean of the ratio between the fifth peak and the

first peak observed in the 2500 joint spectra. For a peptide-specific incorporation rate

of λ = 0.08, the method gives estimates, which are in the neighborhood of the true

value. But, for low λ-values, the estimates are meaningless. However, note that low

λ-values are impractical in combination with a short reaction time τ and should be

avoided.

10.3.2 Biological variability

In order to check the performance of the methods, developed in Section 10.2.7, in the

presence of biological variability, we conducted a simulation study based on 10 bio-

logical replicates. The same parameter settings were used for this study as discussed

in Section 10.3.1. However, the reference intensities for the joint spectra were chosen
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to be equal to H1 = 1600 to H10 = 2500 in steps of 1000. To mimic the biologi-

cal variability in the joint spectra, we assumed that the relative abundances Qj are

coming from a log-normally distribution with mean log(Q) and variance η2 = 0.01,

associated with the normal distribution. This resulted in 10 spectrum-specific relative

abundances Qj. For each of the 2500 generated data sets, 10 new values of Qj were

sampled from the log-normal distribution.

Table 10.8: Results from the simulation study with 10 biological replicates for the

peptide with mass 1000.5 Da, Q = 0.5, and λ = 0.08. The relative bias b̄ and variances

should be multiplied by 10−6. Note that the results from the reference intensities H

are not present in the table. They are considered as nuisance.

b̄ S2
emp S2

mb c

Q

87.12 3.1957 3.1834 94.92

50.25 3.1824 3.1895 95.00

88.05 2.6914 2.8378 95.68

91.45 2.0743 2.0717 94.80

135.31 1.9119 2.0271 95.44

89.94 1.6636 1.7277 95.28

127.02 1.5501 1.5974 95.68

51.72 1.7466 1.7927 95.28

73.57 1.8233 1.8425 95.40

-4.69 1.4242 1.4676 95.20

R

9.38 0.1406 0.1409 94.92

-112.62 0.3756 0.3930 95.44

-362.81 0.1893 0.1915 94.88

-1181.30 0.2892 0.2870 95.20

λ

147.90 25392 26026 95.48

We first estimate the parameters Qj by applying the fixed-effects model, described
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in Section 10.3.2, that accounts for biological variability. The obtained results are

comparable to the results obtained for the technical replicates in Section 10.3.1. This

is illustrated in Table 10.8 for Q = 0.5 and λ = 0.08. The coverage of the confidence

intervals, calculated by (10.35), was approximately 95%. The relative bias for the

relative abundance Q, the peptide-specific incorporation rate λ, the isotopic ratios

Ri and the reference intensities Hj were small and the empirical and model-based

variance were in agreement.

In Figure 10.9, we present the empirical and model-based variance of the relative

abundance Qj for an arbitrary spectrum j across all the possible setting for the

five peptides in Table 10.1. In this plot similar trends are observed as in Figure 10.8.

Namely, the empirical and model-based variance are in close agreement. The variance

is largest for a relative abundance equal to Q = 2, while a similar variance is obtained

for the relative abundances Q = 0.5 and Q = 1. Further, the variance increases with

a decreasing peptide-specific incorporation rate.

However, instead of the spectrum-specific relative abundance Qj, we are mainly

interested in the overall abundance Q or, equivalently, the overall difference D. To

this aim, we applied the random effects meta-analysis model (10.40) as proposed in

Section 10.2.7. The results for the analysis for the peptide with mass 1000.5 Da

are summarized in Table 10.9. The results for the other peptides are presented in

Tables E.5 to E.8 in Appendix E.

For each setting, we calculated the mean of the relative bias for the estimated

overall differences D̂∗ based on the 2500 simulations:

D̄∗ =
1

2500

2500
∑

i

(

D̂∗

i − D

D

)

. (10.48)

Note that for D = 0, we present the bias and not the relative bias. The empirical

standard error of the estimated overall difference D̂∗ is indicated by S∗

emp and the

mean of the model-based standard errors, computed by (10.45), is denoted by S∗

mb.

The mean of the estimated biological variability is indicated by η̄2.

Note that the estimated overall difference D̂∗, based on 10 biological replicates,

is close to the true overall difference D. However, the model-based variance does

not reflect the true variance with respect to the empirical variance. Moreover, the

model-based variance is underestimated, which can be problematic. This is reflected

in the confidence interval of D̂∗, calculated by using (10.45). Underestimation of

the standard error leads to a narrow confidence interval. This is also the reason

why the coverage of the CI is not 95%, but approximately 90%. If we consider the

standard error for the coverage of the 95% CI in the simulation study as equal to,
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Figure 10.9: Empirical variance (indicated by stars) and model-based variance (indi-

cated by dots) for relative abundance Q equal to 1/2, 1, and 2 (denoted by blue, red

and green, respectively) based on 10 biological replicates. Panel (a) is for the incor-

poration rate λ fixed at 0.08, panel (b) is for λ = 0.02, and panel (c) is for λ = 0.008,

with a constant duration of the enzymatic reaction τ = 120 min.

approximately,
√

0.05 × 0.95

2500
= 0.43% ,

we can conclude that the coverage is statistically significantly different from 95%. A

possible explanation is that the fixed effect interpretation does not properly account

for the variability in the data. The meta-analysis approach only partially recovers the

variability in the data.

For example, in the case of Q = 0.5 and λ = 0.008, the standard error is seriously
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Table 10.9: Results of the random effects meta-analysis model (10.40) for 10 biological

replicates for the peptide with mass 1000.5 Da. Note that for D = 0 we present the

bias instead of the relative bias.

λ D̄∗ S∗

emp S∗

mb η̄2 c

D = log(0.5) = −0.6931

0.08 -0.0009024 0.0322 0.0304 0.0098 90.28

0.02 0.0007988 0.0311 0.0308 0.0100 92.20

0.008 0.0003998 0.0477 0.0307 0.0087 77.52

D = log(1) = 0

0.08 0.00064 0.0322 0.0307 0.0099 90.68

0.02 -0.00005 0.0314 0.0304 0.0098 91.64

0.008 0.00004 0.0349 0.0305 0.0097 88.68

D = log(2) = 0.6931

0.08 0.0001369 0.0317 0.0308 0.0101 91.76

0.02 -0.0007938 0.0322 0.0306 0.0099 90.84

0.008 -0.0000449 0.0338 0.0307 0.0098 89.88

underestimated. This leads to a low coverage of the CI. It should be noted that in

this setting the method of moments estimator for the biological variability η2 was

set 11 times to zero. Again, this indicates that peptides with a very low peptide-

specific incorporation rate, in combination with a short enzymatic reaction, yield

joint spectra, which are hard to analyze.

It should be noted that, in this simulation setting, the biological variability η2

is large compared to the spectrum-specific variability ξ2. Therefore, the resulting

estimate for the overall relative abundance D̂∗ from the meta-analysis lies close to

the arithmetic mean of the individual spectrum estimates. On the other hand, when

the biological variability is small (i.e. no heterogeneity), then the spectrum-specific

weights w∗

j will be close to 1/ξ2
j and the random-effect meta-analysis model can be

interpreted as a fixed-effect model. In these two extreme cases, the point estimates

of the random effects meta-analysis model will be the same as taking the arithmetic

mean or using the fixed-effect model, respectively. However, the confidence intervals

based on the arithmetic mean or fixed-effect model will be wrong because they do not
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Figure 10.10: Joint spectrum for a particular tryptic Bovine Cytochrome C peptide

after enzymatic 18O-labeling for different relative abundances. The dots indicate the

found peptide peaks, for which the heights were used to apply the proposed strategy.

Panel (a) for relative abundance Q = 3. Panel (b) for relative abundance Q = 0.33

take into account all the variability.

10.3.3 Bovine Cytochrome C data

In this section, we validate the proposed method on a limited data set with six repli-

cated joint mass spectra obtained from the tryptic peptides of Bovine Cytochrome C,

as described in Section 3.5. The peptide mixture is divided into two parts. One part

is enzymatically labeled with a stable 18O-isotope, while the other part remains un-

labeled. Next, both parts are mixed and spotted on the MALDI-plate with one unit

from the unlabeled part and three units from the labeled part. Ideally, this would lead

to a relative abundance ratio of Q = 3. The procedure is also reversed to obtain the

relative abundance ratio of Q = 0.333, by mixing three units from the unlabeled part

with one unit from the labeled part. The resulting joint spectra for the two scenarios

are displayed in Figure 10.10 for the peptide with monoisotopic mass 1456.66 Da. The

strategy for technical replicates, proposed in Section 10.2.5, is applied to the heights

of the peaks found in the joint spectrum. The water impurities of the heavy-oxygen

water are assumed to equal p16 = 2% and p17 = 1%. We restrict the analysis to

three peptides, CC6, CC8, and CC9 from Table 3.1, because only for these three, out

of the twelve Bovine Cytochrome C peptides, a high quality joint spectrum was ob-

tained. Keep in mind that the peptide CC6 has an arginine carboxyl-terminus, while

peptide CC8 and CC9 have a lysine carboxyl-terminus. The results are presented in
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Table 10.10: Results obtained from six technical replicates with a relative abundance

of Q = 3.

CC9 (1583.757 Da) CC8 (1583.757 Da) CC6 (1167.614 Da)

θ̂ se(θ̂) θ̂ se(θ̂) θ̂ se(θ̂)

Q 2.390857 0.015874 2.371257 0.018675 1.969577 0.042649

H1 8389.931 61.16425 8766.537 75.91189 32667.89 678.6509

H2 8247.924 60.60931 8853.144 76.30045 26874.55 610.9105

H3 7433.268 57.51615 7778.976 71.61932 27823.65 621.5773

H4 9856.858 67.13150 10195.88 82.54147 18619.56 527.3576

H5 9515.245 65.70662 9754.272 80.44647 21024.53 549.7734

H6 8410.912 61.24661 8636.364 75.33136 19474.13 535.1168

R1 0.865054 0.004224 0.778395 0.004592 0.755851 0.013482

R2 0.427841 0.003288 0.344160 0.003647 0.320497 0.010718

R3 0.134806 0.003001 0.096352 0.003394 0.075801 0.010009

R4 0.036969 0.003189 0.024841 0.003613 0.009527 0.010772

R5 0.010593 0.003124 0.007837 0.003553 0.012709 0.010612

λτ 8.441532 0.171668 9.462348 0.340507 16.79908 42.23044

Tables 10.10 and 10.11. Note that the baseline is removed prior to the analysis by

applying the moving median filter, described in Section 7.2.2. Because the duration

of the enzymatic labeling is unknown, the parameter λτ is estimated instead of the

peptide-specific incorporation rate λ.

Note that the results shown in Table 10.10 and 10.11 for peptides CC9 and CC8

are similar. This can be explained by their similar amino acid sequence, what may

lead to the same behavior regarding enzymatic 18O-labeling. However, when compar-

ing between Table 10.10 and Table 10.11, it can be observed that the standard errors

of the parameter estimates of peptide CC8 are approximately doubled. The estimated

relative abundance of peptide CC6, however, deviates from what is expected. Indeed,

when comparing the estimated isotopic ratios R1, . . . , R5 with the theoretical isotopic

ratios [0.6552, 0.2394, 0.0631, 0.0133, 0.0065], we can conclude the presence of bias in

the estimates of the isotopic ratios for this peptide. Many reasons can cause this bias,

because the model entails many assumptions. A possible explanation for this specific
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Table 10.11: Results obtained from six technical replicates with a relative abundance

of Q = 0.33.

CC9 (1583.757 Da) CC8 (1583.757 Da) CC6 (1167.614 Da)

θ̂ se(θ̂) θ̂ se(θ̂) θ̂ se(θ̂)

Q 0.328557 0.006811 0.331004 0.012882 0.550713 0.031466

H1 23003.88 61.33095 24736.19 120.5647 74901.08 1143.654

H2 22418.19 61.05956 22363.00 118.7765 73378.36 1138.103

H3 21348.27 60.57891 22226.64 118.6784 63384.99 1103.910

H4 23832.32 61.72463 24546.22 120.4160 71372.09 1130.924

H5 18536.04 59.41179 19644.24 116.9211 48504.30 1060.766

H6 24596.36 62.09774 24409.37 120.3094 61679.96 1098.479

R1 0.861423 0.001971 0.790168 0.003484 0.826369 0.011922

R2 0.410608 0.004571 0.341388 0.008368 0.299875 0.019148

R3 0.129585 0.003896 0.094667 0.006670 0.028445 0.015940

R4 0.041745 0.004243 0.032875 0.007817 0.061259 0.018990

R5 0.011402 0.003094 0.007664 0.005546 0.000001 0.015220

λτ 7.676137 0.631188 7.543503 1.086286 4.729105 0.381709

peptide might be that the assumption about the homoscedastic error model is vio-

lated. Also the chemical composition of the peptide (arginine/lysine C-terminus) can

cause a violation of the assumptions. For instance, some peptides are not amenable to

any further reaction, after receiving one oxygen-isotope. This implies that the transi-

tion matrix T is misspecified. Another possibility, is that the assumption about the

Poisson process is not tenable for this specific peptide. These topics require further

investigation. It should be noted that, for the relative abundance of Q = 3 in Ta-

ble 10.10, the estimates of the relative abundance for peptides CC9 and CC8 do not

correspond to Q = 3. However, when comparing the estimated isotopic ratios of CC9

and CC8 with the theoretical isotopic ratios [0.8581, 0.4119, 0.1428, 0.0396, 0.0098] and

[0.7902, 0.3414, 0.0947, 0.0329, 0.0077], respectively, we may conclude that the ratios

are correctly estimated. A possible explanation for the bias in the estimated relative

abundance, is that, during the mixing of the labeled and unlabeled sample, a relative

abundance different than Q = 3 was created. Another important point is that the
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Figure 10.11: Observed (panel (a)) and estimated (panel (b)) peak heights for the six

replicated spectrum for the tryptic Bovine Cytochrome C peptide with mass 1455.66

Da and Q = 3. Note that the peaks are grouped per isotopic peak.
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Figure 10.12: Observed (panel (a)) and estimated (panel (b)) peak heights for the six

replicated spectrum for the tryptic Bovine Cytochrome C peptide with mass 1455.66

Da and Q = 0.33. Note that the peaks are grouped per isotopic peak.

parameter λτ is estimated differently between the initial- and reversed labeling. A

possible explanation is that the reaction time or other influential factors were not

kept constant for the two labeling experiments. Note that the overall quality of the

spectra is not satisfactory. For instance, a few peptides out of the 12 peptides present

in a tryptic digested Bovine Cytochrome C mixture were found in the mass spectra.

Panel (a) of Figures 10.11 and 10.12 illustrates the peak heights observed in the

six replicates. In panel (b), the resulting estimated joint spectra are shown for the
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Figure 10.13: Residuals of the peptide with mass 1455.66 Da and Q = 0.33 for the

six technical replicates grouped per peak.

relative abundances of Q = 3 and Q = 0.33, respectively. The observed and esti-

mated peak heights seem to be in agreement. The fluctuating reference intensities are

worth noting, which indicate inter-spectrum variability due to, e.g., laser fluctuations,

crystallization effect, etc. Figure 10.13, presents the residuals between the observed

and estimated peak heights of the peptide with mass 1455.66 Da and Q = 0.33. The

vertical axis presents the peak number of the joint spectrum and the horizontal axis

present the residuals for the six technical replicates. Note that this figure suggests

that the assumed homoscedastic errors structure might be to simplistic. However, we

should take into account the fact that this is a difficult data set and many reasons

can lead to the results shown in Figure 10.13. Thus, a larger data set of high quality

mass spectra is required to further analyse the error structure. If the errors are indeed

heteroscedastic and correlated then we should account for this in the model. This is

an important step for further research.

10.4 Comparison with other methods

In the literature, several methods have been proposed to analyse data from enzymatic
18O-labeling experiments. A key requirement for these methods is that they need

information about the composite isotopic distribution of the peptide. The approaches

can be divided into three categories:
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1. Mirgorodskaya et al. [49] proposed to extract information about the composite

isotopic distribution of the labeled peptide from an additional mass spectrum

of the labeled peptides, obtained before mixing the peptides with the unlabeled

peptides. The extra mass spectrum reveals information about the labeling effi-

ciency and the composite isotopic distribution of the peptides. Thus, this extra

information can be used to analyse the joint spectra. This method does not

require any modeling of the enzymatic reaction or of the composite isotopic

distribution, as the required information is obtained from the additional mass

spectrum. However, in this additional mass spectrum there is no information

available about the relative abundance. Thus, this extra step unnecessarily

obstructs the mass spectrometer.

2. López-Ferrer et al. [44] and Rao et al. [58] suggested to identify the amino acid

sequence of the peptide via a tandem MS. They calculated the isotopic distri-

bution via the multinomial expansion (see Chapter 4). Hence, no assumptions

regarding the composite isotopic distribution were required in their model. The

enzymatic reaction was modeled using Michaelis-Menten enzyme kinetic equa-

tions. However, the authors only considered three possible combinations of the

carboxyl-terminus of a peptide, namely, (2, 0, 0), (1, 0, 1), and (0, 0, 2). It should

be noted that the extra tandem MS and calculation of the isotopic distribution

is computationally involved and requires extra mass spectrometry time.

3. Eckel-Passow et al. [25] recommend to estimate the composite isotopic distri-

bution via the method of Senko et al. [69]. This method is fast, but can lead

to serious biases, as the composite isotopic distribution can seriously deviate

from the average composite isotopic distribution. As suggested in Chapter 5,

the inclusion of a single sulphur atom can already lead to significant differences

in the isotopic distribution.

For the methods proposed in this chapter, information about the enzymatic reaction

and composite isotopic distribution are simultaneously estimated from the data, which

should leads to a fast method of the estimation of the relative abundance.

10.5 Conclusions

In this chapter, we presented a method to estimate the relative abundance from

enzymatic stable-isotope labeled spectra. The method uses information about the

enzymatic 18O-labeling, which should result a more accurate estimate of the relative
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abundance. The method also allows the use of impure heavy-oxygen water, which

is cheaper. We use the knowledge of the imprecise labeling to build a mathematical

model, which corrects for the imprecise labeling and simultaneously estimates the

relative abundance.

Current procedures require information about the isotopic distribution to disen-

tangle the observed peaks in the joint spectrum [44] and [49]. These methods had the

disadvantage of being more computationally involved or obstructing the mass spec-

trometer. The method of Eckel-Passow et al. [25] is a fast alternative, but the authors

report a bias in the estimates of the relative abundance due to a misspecification of

the isotopic distribution. We suggest to estimate the isotopic distribution directly

from the data. An advantage of estimating the isotopic distribution directly from the

data is that, at a later stage, this information can be used to decide if the observed

series of peaks in a joint spectrum are truly generated by a peptide, for instance by

using the methods from Chapter 6.

In order to reduce the number of parameters to estimate, we model the enzymatic
18O-labeling as a Poisson process-triggered discrete-time Markov-chain, . The only

restriction for this method is that the exact composition of the heavy-oxygen water

has to be known. The simulation studies indicates good performance with respect

to the point estimates and the coverage of the confidence intervals in Tables 10.2

– 10.6 and Table 10.8. The meta-analysis random effect model that accounts for

the biological variability yields an underestimate of the variance which results in

too narrow confidence intervals and an incomplete coverage of approximately 90%.

However, for the analysis of the real-life data we have seen some problems. Thus,

there are possible modification which might improve the proposed analysis strategy.

In particular the following modifications can be considered:

• From the experimentalists, the information about the purity of heavy-oxygen

water was available, p18 = 97/%. Therefore, we used the water composition

reported by a popular isotope supplier of p16 = 2% and p17 = 1%, which

resulted in an acceptable outcome. However, this triggers the question if the

method is sensitive for misspecification of the heavy-oxygen water composition.

• The assumption of a homoscedastic error model should be further investigated.

The result of the real-life spectra suggested that the errors could be heteroscedas-

tic and correlated. Thus, the noise structure should be correctly modeled.

• It should be noted that throughout the development of the Poisson process-

triggered discrete-time Markov-chain, we assumed that an oxygen replacement
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of the carboxyl-terminus does not influence future reactions. We also assumed

that the enzymatic reaction has no favorable reaction site on the carboxyl-

terminus. If previous assumption do not hold then this should be corroborated

by using a different transition matrix.

• Further, It is not clear if the assumption of the Poisson process holds for every

peptide.

• To conclude, it should be noted that for the analysis of biological replicates we

used a random effects meta-model. However, a refinement of this model can be

proposed by adding a random effect parameter for the relative abundance Q in

(10.20). Due to the use of the matrix exponential such an approach may be

difficult to implement in standard statistical packages.

These are topics for further research.
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Software

11.1 Introduction

Recent advances in chromatographic technologies, which separate complex biological

samples by their physico-chemical properties, and in high-resolution mass spectrome-

try, which relies on separating charged ions by their mass-to-charge ratio (m/z), enor-

mously increased the number of areas of potential applications of mass spectrometry-

based methods in quantitative proteomics. These areas include biomarker discovery,

compound screening in early drug-development, validation of surrogate endpoints,

disease diagnostics, etc. Together with the increasing number of applications, a grow-

ing need emerged for well-founded statistical analysis of proteomic data. This initi-

ated the research, presented in this dissertation, on methodologies for proteomic-data

analysis. An important additional issue was that that the developed methodologies

should be available as a software solution that could be integrated in the analysis

pipeline of a Laboratory Information Management System (LIMS). To avoid a possi-

ble bottleneck in the analysis strategy, the analysis time should be shorter than the

time needed to generate the data. Therefore, an important aspect of the research

presented in this dissertation, was the implementation of the developed methodology

in a form of a software, which would be able to read the data stream, pre-process it

and analyse it in a stable and computationally efficient manner. It should be noted

that, in turn, these requirements did influence some of the decisions made during the

191
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process of the development of the methodology. Thus, the methodology and software

were designed simultaneously (concurrent design), with a constant trade-off between

the methodological sophistication, biological relevance, and computational efficiency.

For example, in Chapter 10, a constrained optimization problem was transformed to

an unconstrained optimization problem to increase the computational speed. Also,

the model proposed in Section 10.2, should ideally contain random effects terms to

account for the biologically variability. However, this requires a flexible software pack-

age, which can handle non-linear mixed effects models in combination with matrix

calculus to handle the matrix-exponential related to the Poisson triggered discrete-

time Markov-chain. To the best of our knowledge, we are not aware of such a software

package. Instead, a less elegant, but computationally efficient method was chosen,

i.e., a post-hoc random-effect meta-analysis approach. Another example can be given

for the calculation of the isotopic distribution in Chapter 4. The convolution method

proposed by Rockwood was chosen as a trade-off between the level of accuracy of

the description of the distribution, memory use, and the speed of the calculation.

Note, that information about the composite isotopic distribution is sufficient in a sin-

gle mass spectra (MS1). Sometimes improvements in the computational speed were

made without the loss of any mathematical elegance or biological relevance. For ex-

ample, the calculation of the composite isotopic distribution by using the method of

Breen et al., described in Section 4.2.2, is much faster and yields comparable results

as the method by scaling Averagine proposed by Senko et al. (Section 4.2.1) [79]. In

summary, to obtain robust and computationally efficient software, a balance had to

be made between methodological sophistication and computational efficiency during

the development of the new methods.

For the implementation of the computational routines, we choose for MATLAB,

which is a mathematical-oriented programming language. The syntax of MATLAB

is close to formal programming languages and can be connected to many other soft-

ware suits like, e.g., Java, R, C++, etc. This should simplify the integration of the

developed proteomic data analysis tool in the LIMS.

There are several reasons we did choose for MATLAB. MATLAB is an accurate

and validated mathematical software package. Also, there is no need for compil-

ing the MATLAB-code, because it is a interpreted programming language. Further,

MATLAB has a lot of built-in tools for mathematical problems like, e.g., matrix cal-

culus, Fast Fourier Transform, etc. Although the MATLAB toolboxes are stable and

high-performing, one can consider to program the proteomic data analysis pipeline

in a more formal programming language, which supports object-oriented program-

ming, such that a more generic and modular code can be obtained. To this aim, the
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prototype in MATLAB can serve as a firm foundation.

There are two ways to execute MATLAB-code. First, it can be used as a script-file,

where the user can declare variables and can call functions. Second, it can be used

as a function containing code, which is often reused. The developed functions have

been collected in a MATLAB toolbox for proteomic data analysis, which have been

called SiMPle (Statistical Methods for Proteomics). Many scripts and functions have

been programmed when developing the methodology described in the dissertation.

It is not the intention to give much details about the specific implementation of the

methodology. Apart for some exceptions, we will only briefly describe the use of

the most important functions. Although MATLAB is not very suited for object-

oriented programming, it does support some of the functionalities and terminology.

For example, MATLAB discerns between public and private functions. A public

function can be used in a main script, i.e., it can publicly used. A private function

can only be called from another function and is not accessible for the user. In this

chapter, we mainly focus on the description of public functions. Further, it should

be noted that use of the SiMPle-toolbox requires a MATLAB-installation containing

the Statistics- and Optimization-toolbox.

This chapter is organized as follows. In the first section, the issues related to

the prediction of the composite isotopic distribution is discussed (see Chapter 4). In

the second section, the most important functions of the pre-processing algorithm is

presented (see Chapter 7). In the third section, we discuss the scripts and functions

for the analysis of enzymatic labeled mass spectra (see Chapter 10).

11.2 Calculating and predicting the isotopic distri-

bution

It is not our intention to display the software code as a whole. However, the calculation

of the composite isotopic distributions given the atomic composition is a difficult topic.

Therefore, we present the annotated MATLAB code for calculating the composite

isotopic distribution, as described by Rockwood [59] and discussed in Section 4.1.2.

It should be noted that the Fast Fourier Transform (FFT) is encoded as a fast and

numerically stable built-in MATLAB-function. For a classical software language, this

would require a separate coding of the FFT, or the use of an available package, which

already contains this functionality.



194 Chapter 11. Software

function [spectrum,exactMass] = getIsotopicDistributionViaRockwood(Molecule)

%Declare integer mass and probability of occurrences of the different isotopes as

%a matrix.

C = [12, 0.98889; 13, 0.01111];%Carbon

H = [1, 0.9998443; 2, 0.0001557];%Hydrogen

N = [14, 0.99634; 15, 0.00366];%Nitrogen

O = [16, 0.997628; 17, 0.000372; 18, 0.002000];%Oxygen

S = [32, 0.95018; 33, 0.00750; 34, 0.04215; 36, 0.00017];%Sulphur

%Declare exact monoisotopic mass of the elements in a column vector.

%Source:

%Naturally occurring isotope abundances: Commission on Atomic Weights and Isotopic

%Abundances report for the International Union of Pure and Applied Chemistry in

%Isotopic Compositions of the Elements, 1989,

%Pure and Applied Chemistry, 1998, 70, 217.

exactMass(1,1) = 12; %Carbon

exactMass(2,1) = 1.0078250321; %Hydrogen

exactMass(3,1) = 14.0030740052; %Nitrogen

exactMass(4,1) = 15.9949146; %Oxygen

exactMass(5,1) = 31.97207070; %Sulphur

%Declare maximum mass of the mass range of the calculated mass spectrum

MAX_MASS=8000;

range = [0:1/MAX_MASS:1-1/MAX_MASS];

%Calculation of the individual terms related to the elements in equation (4.14).

%Note that these terms can be reused for latter calculations as they represent

%the isotopic distribution of a single element.

C_term = C(1,2).*exp(i.*2.*pi.*C(1,1).*range) + C(2,2).*exp(i.*2.*pi.*C(2,1).*range);

H_term = H(1,2).*exp(i.*2.*pi.*H(1,1).*range) + H(2,2).*exp(i.*2.*pi.*H(2,1).*range);

N_term = N(1,2).*exp(i.*2.*pi.*N(1,1).*range) + N(2,2).*exp(i.*2.*pi.*N(2,1).*range);

O_term = O(1,2).*exp(i.*2.*pi.*O(1,1).*range) + O(2,2).*exp(i.*2.*pi.*O(2,1).*range)...

+ O(3,2).*exp(i.*2.*pi.*O(3,1).*range);

S_term = S(1,2).*exp(i.*2.*pi.*S(1,1).*range) + S(2,2).*exp(i.*2.*pi.*S(2,1).*range)...

+ S(3,2).*exp(i.*2.*pi.*S(3,1).*range) + S(4,2).*exp(i.*2.*pi.*S(4,1).*range);

%Calculate the exact monoisotopic mass

monoisotopicMass = Molecule*exactMass;

%Calculation of equation (4.14) using the individual terms calculated previously and

%the atomic composition of the molecule.

F = C_term.^Molecule(1,1) .* H_term.^Molecule(1,2) .* N_term.^Molecule(1,3)...

.* O_term.^Molecule(1,4) .* S_term.^Molecule(1,5);
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%Fast Fourier transform as built-in function in MATLAB

spectrum = real(fft(F))./MAX_MASS;

%Shift spectrum one dalton to the left. The position in the vector correspond to

%the mass expressed in dalton.

spectrum(1) = [];

spectrum = [spectrum,0];

The atomic composition of the molecule is declared as as follows:

%Declare atomic composition of the molecule in a row vector

Molecule(1,1) = 254; %Carbon

Molecule(1,2) = 378; %Hydrogen

Molecule(1,3) = 65; %Nitrogen

Molecule(1,4) = 75; %Oxygen

Molecule(1,5) = 6; %Sulphur

Previous function can be used for predicting the composite isotopic distribution by

scaling Averagine [69]. The prediction of the average composite isotopic distribution

approximately takes 0.1 seconds on a Dell Latitude D505. Thus, it is relative fast.

However, the calculation should be repeated approximately 500 times to pre-process

one mass spectrum. For one mass spectrum, this leads to a minimum processing

time of 50 seconds, which is too long. Therefore, we propose an alternate method to

predict the composite isotopic distribution, as described in Chapter 6.

M = getIsotopicDistribution_v1(mass)

This function implements the method of Gay et al. [29], described in Section 4.2.3.

The function accepts a row-vector containing the masses of the peptides and returns

a matrix of the average composite isotopic distribution for the first six composite iso-

topic variants. It should be noted that this method can only be applied to predict the

composite isotopic distribution for peptides within a mass interval of 800 and 3000

Da. The method will produce wrong results outside this interval, because the distri-

bution is not bounded to equal one. For example, a composite isotopic distribution

larger than one and negative probabilities of occurrence were observed. Therefore,

caution should be applied when using this function.

M = getIsotopicDistribution_v2(mass,nbPeaks)

This function implements the method described by Breen et al. [12], described in

Section 4.2.2. It returns the average composite isotopic distribution of no-sulphur-

containing peptides. The function has two modes of operation. First, by entering

a scalar value for both mass and nbPeaks, it returns the first nbPeaks composite
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isotopic variants of a peptide with the specified mass. Second, mass can be a row-

vector containing the masses of the peptides. In this case, nbPeaks indicates for which

composite isotopic variant the probability of occurrence is calculated. For example,

to calculate the first four composite isotopic variants for the peptides specified in row-

vector mass, one should call the function four times with nbPeaks equal to 0, 1, 2 and

3. Note that the method is constructed to predict the composite isotopic distribution

of peptides between a mass range of 245.1376 Da and 3410.8059 Da.

Y = getIsotopicRatios(mass,sulphur)

This function implements the method described in Chapter 6 and predicts the first

three isotopic ratios. In this case, the variable mass should be a column-vector con-

taining the masses of the peptides. The variable sulphur specifies the number of

sulphur atoms. This variable can take the values: [0, 1, 2]. The files Beta hat0.mat,

Beta hat1.mat, Beta hat2.mat contain the regression coefficients of the polynomial

function for no-, one-, and two sulphur-containing peptides, respectively. Depending

on the number of sulphur atoms, the mass of the peptides should be restricted to the

mass range of 498−3915 Da, 530−3947 Da and 562−3978 Da for no-, one-, and two

sulphur-containing peptides, respectively. It is not recommended to use this method

for extrapolation. The calculation of the isotopic ratios for 500 peptides takes 0.1

second on a Dell Latitude D505.

11.3 Pre-processing algorithm

A large part of this dissertation addresses the issue of the pre-processing of high-

resolution mass spectral data for quantitative proteomics. The developed methods

have already been translated to the SiMPLe-toolbox, and served as a back-bone for

proteomic related consultancy. As described in Section 7.2.1, we treat the different

mass spectra, corresponding to LC-fractions, as independent, such that the mass

spectra could be separately loaded into the memory. After the pre-processing of the

individual mass spectra, the biological relevant features, i.e., peptides, are combined

over the LC-dimension. For a more detailed flowchart, we refer to Figure 7.1.

The developed toolbox operates directly on raw unprocessed ASCII files. This file

type is supported by most mass analyzers. Beside the ASCII-format, most vendors of-

ten use their own data formats. This obstructs the interchangeability of data between

software packages and causes a rapid growth in data format converters. Therefore,

efforts have been made to standardize the representation of mass spectrometry data

in an XML document structure. Two results of this standardization initiative are
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mzXML proposed by Pedrioli et al. [53] and mzData proposed by Orchard et al. [52].

Currently, the best elements of the two document structures are merged into mzML by

a joint effort of HUPO/PSI-MS (Human Proteome Organization Mass Spectrometry

Standards Working Group), SPC (Seattle Proteome Center) and instrument vendors.

It should be noted that mzML is supported by PRIDE, developed at EMBL-EBI by

Martens et al. [45], and it is expected that mzML will become the standard. Un-

doubtedly, mzML is a suitable format for data exchange. However, it is not suited

to capture raw data nor it is optimized for computation [42]. Furthermore, vendors

data formats are often not raw data but data already processed by the instrument

software [46].

Therefore, the mass spectral data is presented as an unprocessed raw ASCII file.

In other words, one spectrum is represented as a 150, 000× 2 data matrix of comma

separated values, and takes approximately 2.8 MB. Processing one mass spectrum

takes approximately 2.1 seconds on a DELL Latitude D505 (see IDA_CCC.m). The

clustering algorithm assembles the peptides and matches them across the three tech-

nical COFRADIC replicates (see Section 7.2.3), present in the case study, in 3.96

seconds (see FE_tripCOFRA3.m).

IDA_CCC.m

This is the main script-file for the pre-processing of the individual mass spectra. In

this file, we specify the prior processing variables and we load the raw mass spectral

data as ASCII files containing comma separated values. The validated monoisotopic

peptide peaks are stored in a cell structure. The intensity information is loaded in

the column-vector int, while the mass information is stored at the column-vector mz.

During the pre-processing the program will display the status of progress as:

Start processing fraction 6

Reading Data takes : 0.72832 sec.

Baseline Correction takes : 0.84805 sec.

Peak Harvesting takes : 0.28268 sec.

Calculating statistics takes : 0.035289 sec.

Removing second peak : 0.00025757 sec.

Calculating IC takes : 0.076265 sec.

Mass Calibration takes : 0.096528 sec.

Total computing time for fraction 6 takes : 2.063 sec.
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[baselineCorrected,interpolatedBaseline] = baselineCorrection_v03(mz,

int,window)

Function baselineCorrection_v03 implements the baseline correction as a moving

mean filter on the local minima, as described in Section 7.2.2. In mz and int, the

mass spectrum is stored. The variable window specifies the width of the moving

window, and therefore can be used to control the smoothness of the baseline. The

argument baselineCorrected returns the intensity measures of the baseline corrected

spectrum, while the argument interpolatedBaseline is the subtracted piecewise-

interpolated baseline.

[intObserved,mzObserved,locObserved] = getPeaks_v04(mz,int,ppm,range,

step)

Function getPeaks_v04 performs the data reduction and candidate monoisotopic

peak picking, as described in Section 7.2.2. The mass spectral data are stored in mz

and int. Ideally, the function should operate on the baseline corrected data. The

variable ppm indicates the error, expressed in part per million (ppm), allowed on

the location of the subsequent peaks. The variable step specifies the width of the

window wherein the local maximum is selected. The variable range indicates the mass

interval, to which this pre-processing step should be applied. It is recommended to use

an interval of the minimum mass plus five Da and the maximum mass minus five Da.

The function returns three matrices. The four columns of matrix intObserved and

mzObserved contain the intensity and mass values of the subsequent isotopic variants

of a candidate monoisotopic peak. The matrix locObserved stores the information,

at which location in int or mz the composite isotopic variants are found.

[index,nfo,error] = applyMetric_v4(mzObserved,intObserved,

metThreshold,intThreshold)

Function applyMetric_v4 implements the method described in Chapter 6. It calcu-

lates the isotopic ratios of the observed peak heights, which are stored in intObserved.

Further, it predicts the isotopic ratios for a peptide containing zero, one, or two sul-

phur atoms, using the observed masses in mzObserved. The variables metThreshold

and intThreshold contain the threshold-values for the statistical metric and the in-

tensity. The function calculates the Pearson χ2 errors (equation (6.7)) and selects

the predicted model, which leads to the minimum error, according to the criteria

specified in metThreshold and intThreshold. It returns the model selection in the

column-vector nfo. The column-vector index contains a pointer towards the validated

candidate monoisotopic peaks. Mass information about the validated monoisotopic
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peak can be retrieved as mzObserved(index). The column-vector error contains the

corresponding Pearson χ2 errors.

index = removeSecondPeaks_v01(mzObserved,index,ppm)

For low-mass peptides, i.e., below 1400 Da, the second or third peak can accidentally

be selected as a valid monoisotopic peak. We constructed a function to remove the

falsely selected peaks from the pointer-list index . The matrix mzObserved contains

the observed masses of the isotopic variants of the candidate monoisotopic peaks.

index contains the pointer-list of validated monoisotopic peaks. The variable ppm

specifies the errors, expressed in ppm, allowed on the location of the isotopic variants.

The function returns a new column-vector index, which points to the position of the

validated monoisotopic peaks in mzObserved.

IC = calculateIonCount_v01(mz,int,mzObserved,index,pct)

Function calculateIonCount_v01 calculates the ion count of the peptide correspond-

ing to the validated monoisotopic peak, specified in index and mzObserved. The

number of composite isotopic variants incorporated into the ion count calculation de-

pends on the variable pct. This variable indicates the percentage of the distribution,

which needs to be incorporated into the ion count. Therefore, depending on the mass

of the peptide, a variable amount of composite isotopic variants will contribute to

the ion count of the particular peptide. The mass and intensity information of the

mass spectrum are contained in mz and int, respectively. It is recommended that

the column-vector int contains the intensity values of the baseline corrected mass

spectrum.

[controls,iso,C,AA] = getInternalStandards_v01()

Function getInternalStandards_v01 returns stored information about the spiked-in

internal standards. Variable controls is a column-vector containing the monoisotopic

masses of the internal standards. Variable iso is a matrix containing the composite

isotopic distribution. Variable C is a column-vector containing the concentration of

the spiked-in internal standard. Variable AA is a string array that contains the amino

acid sequences of the internal standards.

[mzCal,ppm] = massCalibrate_v05(mz,int,calLoc,controls,delta)

Function massCalibrate_v05 implements the mass calibration, described in Sec-

tion 7.2.3. It performs the mass calibrations on the locations (TOF in model (7.4))

specified in the column-vector calLoc, e.g., locObserved(index,1). The mass spec-

tral data are stored in mz and int. The monoisotopic masses of the internal standards
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should be delivered to the function as a column-vector controls. The variable delta

specifies the errors, expressed in ppm, allowed between the locations of the internal

standards.

[mass,intensity,loc] = findControls(mz,int,delta,controls)

Function findControls is a private function used for the mass calibration. It searches

for the internal standards in the mass spectral data, stored in variables mz and int.

The function returns the mass, intensity and location of the monoisotopic peak of the

internal standards in the mass spectrum.

mz = tick2Mass(Beta,calLoc)

Function tick2Mass is a private function used for the mass calibration. It calculates

the new mass values for the locations specified in calLoc (TOF), as described by

equation (7.4), given the new set of parameters Beta.

tick = FUN(Beta,mz)

Function FUN is an important private function used by several public functions to

speed-up the computation time. This function implements a variant of the relation-

ship given in equation (7.3). In order to find the location of the data between two

arbitrary mass values, this requires two searches over the entire data vector. Gener-

ally, this is efficiently done by using the built-in MATLAB function find(). However,

when the search needs to be repeated for many times, e.g., in the application of a

moving window or for the selection of candidate peaks, the time spent executing the

function increases tremendously. Therefore, we model the quadratic relationship be-

tween the mass-values and the location in the data vector. This yields the parameters

Beta. Next, to find the locations corresponding to certain mass values specified in

the column-vector mz, we only evaluate FUN with the obtained parameters beta. The

location of the mass values are returned in the column-vector tick.

FE_tripCOFRA3.m

This is the script file for the normalization, peptide assembling and peptide matching,

as described in Sections 7.2.3 and 7.2.4. It loads the pre-processed data as a cell

structure.

[data,nbFeaturesPerFraction,stats] = convertCellToVector_v04(

dataCell,totalIC,multfact,sampleNumber,retentionTime)

Function convertCellToVector_v04 normalizes and transforms the pre-processed

experimental data, originally stored as a cell structure dataCell, to a data matrix

data. The first row of data contains the mass of validated peptide peak; the second
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row indicates the fraction, in which the peptide peak was found; the third column

contains the Total Ion Count (TIC) normalized intensity, where the TIC for each

fraction is specified in the column-vector totalIC. The fourth column indicates to

which biological sample the validated peptide peaks belong and is specified as a

scalar in sampleNumber. The fifth column is almost equivalent to the second col-

umn, but instead of the fraction number it provides the retention time, at which

the validated peptide eluted from the column. To enable this option, a lookup table

should be provided as retentionTime, which links the fraction number to the corre-

sponding elution time. Variable multfact is a multiplicative factor for the peptide

peak intensities. The function also returns information about the number of vali-

dated peaks in a fraction (nbFeaturesPerFraction) and some simple statistics like

minimum/maximum/median/mean of the found peptide peak intensities per fraction.

[cluster,clusterNfo] = clusterCOFRA_v03(data,dim1,dim2,err1,err2,dim3)

Function clusterCOFRA_v03 implements the two-step clustering algorithm for the

peak assembling and the peptide peak matching, as described in Section 7.2.3. It

requires a data matrix data, with in the columns, information about the mass, in-

tensity, fraction and an indicator for the biological sample. The variables dim1 end

err1 specify the dimension (column) and corresponding error for the first clustering

step. The variables dim2 and err2 apply for the second clustering step. The function

returns a cell structure cluster, which contains the clustered data, i.e., the rows

selected from the matrix data. Variable clusterNfo is a matrix which summarizes

characteristics of the clusters, which are represented by a row. For an arbitrary cluster

(row), the nine columns correspond to

1. mean value in dim1;

2. mean value in dim2;

3. lower value in dim1;

4. maximum value in dim1;

5. lower value in dim2;

6. maximum value in dim2;

7. number of data point in the cluster;

8. sum of the data points with respect to the values specified in column dim3;

9. pointer to clustered data points in the cell cluster.
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11.4 Analysis of stable isotope labeled mass spectra

The implementation of this part of the methodology for the analysis of enzymatic 18O-

labeled mass spectra is still under development. Most of the code is directly written

in MATLAB script-files and not yet translated into publicly accessible functions.

Nevertheless, the prototype algorithm is optimized for computational efficiency. For

example, the maximization of the likelihood, shown in (10.23), converged after 0.01

second. Due to to the modular structure, it is the intention to program this part of

the code as an extension of the SiMPle-toolbox.

stat_model_v04.m & stat_model_v05_twostage.m

These scripts implement the simulation study of technical and biological replicates

for the analysis of enzymatic labeled mass spectra, as described in Sections 10.3.1 and

10.3.2. The scripts are used to generate and analyze the 18O-labeled mass spectra.

The MATLAB code for the data analysis is directly programmed into the script-file,

and is not yet available as a separate function. This script-file does not work directly

on the raw ASCII files, but requires the pre-processed data, as a data matrix. The

columns of this matrix are representing the technical/biological replicates. The rows

are indicating the peaks corresponding to the observed overlapping composite isotopic

variants.

matrix = addLabel_V03(distribution1,distribution2,p16,p17,p18,T,

Rvector,lambda,time)

Function addLabel_V03 is used to generate artificially 18O-labeled mass spectra in

stick representation. The matrices distribution1 and distribution2 contain the

mass (first column) and probability of occurrence (second columns) of the composite

isotopic variants. The peptide, specified in distribution2, is labeled with heavy-

oxygen water with impurity index p16 and p17 and a peptide-specific incorporation

rate lambda. In order to simulate the relative abundance, the values in the second

column of distribution1 are scaled with the reference intensity T times the first

element of Rvector, while the elements of distribution2 are scaled with T times

the second element of Rvector. The outcome of this function is a matrix with eight

columns. The columns represent

1. the monoisotopic mass;

2. the composite isotopic distribution of the unlabeled peptide;

3. the composite isotopic distribution of the labeled peptide before labeling;
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4. the composite isotopic distribution labeled peptide after labeling;

5. the scaled composite isotopic distribution of the unlabeled peptide;

6. the scaled composite isotopic distribution labeled peptide before labeling;

7. the scaled composite isotopic distribution labeled peptide after labeling;

8. the sum of the mass spectra of the scaled unlabeled peptide and the labeled

peptide.

params = getStartingValues_V04(monoIsotopicMass,observedPeaks)

Function getStartingValues_V04 returns the column-vector params with starting

values for the optimization procedure (see Section 10.2.6). The mass spectral data

(in stick-representation) is stored in matrix observedPeaks. The columns of the ma-

trix indicate the overlapping composite isotopic variants. The rows of the matrix

indicate the replicates. The monoisotopic masses of the observed data are given in

monoIsotopicMass. The size of params depends on the number of columns c (techni-

cal/biological replicates) and rows r (composite isotopic variants) in observedPeaks.

The first element in params is the average relative abundance Q. The next c elements

contain the reference intensities H . The next r−5 elements contain the isotopic ratios

R. The last element represents the peptide-specific incorporation rate λ.

[error,jacobian] = FUN7(params,O16,O17,O18,observedPeaks,lub)

Functions FUN7 and FUN7_2S calculate the values (yij − xij) in equation (10.29) and

store the result as column-vector error by concatenating the columns of the result

matrix. They can also return the jacobian. This can be done by calling the function

with an extra argument jacobian. The functions are used for the minimization of

equation (10.29) in function of θ. Variable params stores the parameters, as indicated

in (10.32). Variables O16, O17 and O18 indicate the impurity of the heavy oxygen-

water. Variable lub indicates the upper bound of λ, described in Section 10.2.6. The

rows of matrix observedPeaks contains the peak heights (stick-representation) of the

overlapping composite isotopic variants observed in an 18O-labeled mass spectra. The

columns of the matrix store the information of the technical/biological replicates.

11.5 Conclusions

Currently, adjustments to the software solution are implemented in order to increase

the speed, and to ultimately obtain a tool for real-time mass spectra pre-processing,
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such that the algorithm can be efficiently included in the pipeline of a LIMS. Al-

though MATLAB is a frequently used and validated package, it would be beneficial

to translate the algorithm into a more formal programming language like, e.g., Java,

which would lead to higher computational efficiency and that could be adopted in

a user-friendly graphical interface. The analysis pipeline should be built modularly

and generic, such that newly developed methods could be easily implemented and be

used for other purposes as well. It should also facilitate replacing the software code,

outdated due to, e.g., advances in the technology, by new parts, without conflicting

with previous versions.



12
Discussion and directions for

further research

In this dissertation we proposed a strategy to pre-process and analyse the massive

amount of data generated by mass spectrometry for the detection of protein biomark-

ers in complex biological mixtures. Typically, the data from such experiments are

generated from a high-performance sample separation method, like COFRADIC, in

combination with a high-resolution mass spectrometer, e.g. MALDI-TOF. The bene-

fit of this approach is that the MALDI-plates, which contain the separated biological

samples, can be stored for later usage. This is called an off-line approach. By con-

trast, in an on-line approach, the biological sample is completely spent during the

mass spectral analysis. Because the biological sample on the MALDI-plate can be

reused for a second mass spectrometry analysis, the off-line approach enables us to do

a thorough statistical analysis prior to the second analysis of the mass spectrometry

data. We argue that this statistical analysis should focuss on the quantification and

comparison of protein expression between multiple biological conditions. This way,

only differentially expressed peptides are selected for the identification in tandem MS.

This approach has several benefits. Usually, only a limited tandem MS identifications

can be performed per MALDI-spot. Targeting only differentially expressed peptides

is therefore a good selection criteria. In contrary, for most experimental settings, the

205
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selection of the peptides for identification is only based on the peptide intensity, which

can lead to undersampling of the biological sample and a dramatic dynamic range.

However, there is no guarantee that differentially expressed proteins are selected. In

this respect, always selecting a fixed amount of tandem MS identifications per spot

will obstruct the mass spectrometer.

We developed an algorithm for the automated interpretation of mass spectra which

are generated in single MS mode. To this aim, we try to find regions in the mass

spectrum, which correspond to peptides. Because we work with high-resolution mass

spectrometers, such a region is expressed as a series of peaks, that are related to

peptides’s isotopic distribution. Therefore, we propose to use information about the

isotopic distribution to screen the mass spectra for peaks related to peptides. Once

a series of peaks are classified as peptide peaks, we summarize information about

the peptide found at a particular spot by reporting its monoisotopic mass, an abun-

dance measure, i.e., ion count, and fraction number. Needless to say, the process of

peptide peak detection gains from working on a clear signal. Therefore, prior to the

peptide peak selection, a signal pre-processing step is required to filter out nuisances,

like instrument noise and baseline. Further, the pre-processing step involves mass

calibration and is used to reduce the complexity of the data.

Because the COFRADIC procedure can separate a peptide over multiple fractions,

we need to assemble the peptide information scattered across the fractions as a single

entry in the peptide list. To this aim, a two-step clustering algorithm was developed,

which collects the information about the scattered peptide. From the analysis of

three COFRADIC replicates, it became clear that the variability induced by the mass

spectrometer and the COFRADIC procedure is large. Therefore, a lot of replicates

may be required to detect differentially expressed proteins [21].

To limit the influence of machine variability, we may consider the approach of

label-based quantification, whereas the strategy explained in previous paragraphs is

called a label-free quantification approach. For this purpose, the technique with en-

zymatic 18O-labeling can be used. In this setting, peptides belonging to a certain

biological sample are labeled with a heavy isotope of oxygen, which ideally results in

a four Da shift of the peptide’s mass in the joint mass spectrum. However, labeling

with 18O-atoms has limitations. To account for these limitations in a labeling exper-

iment, we proposed to model the enzymatic reaction as a Poisson process-triggered

discrete-time Markov-chain. This enabled us to calculate the relative abundance of

a peptide between the labeled and unlabeled sample. Other parameters, such as a

reference intensity, isotopic ratios, and a peptide-specific reaction rate, are simulta-

neously estimated from the joint spectrum. The isotopic ratios might be useful to
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determine if the series of peaks observed in a joint spectrum are indeed related to

peptide peaks.

A prerequisite for the methods in this dissertation is that the data is produced

by highly accurate, high-dimensional liquid chromography and high-resolution mass

spectrometry. Moreover, the methods were specifically tailored to the key examples,

described in Section 3.4, where N-terminal COFRADIC was used in combination with

MALDI-TOF mass spectrometry. Thus, caution should be applied when transporting

the proposed strategy to other experimental platforms.

A case in point is the experimental setting, described in Chapter 8. In this case, the

data was generated on a low-resolution mass spectrometer and did not involve high-

dimensional LC. This means that the series of peptide peaks related to the composite

isotopic distribution could not be observed in the mass spectrum. By contrast, a

peptide was observed as a single peak intensity. Furthermore, only one mass spectrum

per patient was available, such that no information from neighboring fractions in

the LC-MS-map could be borrowed to select peptide features (see Section 7.2.3).

Therefore, careful adjustments were made to the strategy proposed in Chapter 7. For

example, when selecting peptides for clinical diagnosis, we may expect that after peak

detection, a peptide is consistently found across the mass spectra from patients with a

similar conditions. For this purpose, we slightly modified the peak assembly method,

described in Section 7.2.3, such that peak information across 153 mass spectra was

used when selecting peptide peaks. This indicates that the proposed methodology

can be flexibly adapted to other specifications.

Finally, the analysis strategies were concurrently designed and translated into a

highly efficient MATLAB toolbox, called SiMPle. Further adjustments to the algo-

rithms are being implemented in order to increase the speed, and to ultimately obtain

a tool for real time mass spectra pre-processing. Ideally, after a MALDI-spot is pro-

cessed by the mass spectrometer, the mass spectral data should directly stream into

the analysis pipeline, prior to embedded signal processing by the instrument. The

algorithms in the SiMPle toolbox operate on the raw ASCII files and they should

be able to interpret the data in the same time span, required to generate the data.

Note that the interface, which connects the analysis pipeline with the LIMS, is not

part of this dissertation. Developing such an interface requires many critical deci-

sions regarding, e.g., data formats, databases, hardware, data storage, programming

language, protocols, embedded software, etc.

Although the developed methods are able to select biological relevant features

from the mass spectra, while discarding the noise features, we do recommend to store

the raw ASCII files instead of the peptide lists returned by the algorithm. In this way,



208 Chapter 12. Discussion and directions for further research

Figure 12.1: Residuals between the first three isotopic ratios of peptides of the NCBI

data set and the isotopic ratios predicted using the polynomial model (6.6).

the data can be reanalyzed at a later stage when newer and more advanced methods

are available. However, the storage of this vast amount of data can be problematic

for the data storage devices.

Further, it is worth noting that the topic of quantitative proteomics is a relatively

new field. We have identified many topics open for introducing a formal statistical

methodology. The multiple issues presented in this dissertation need further investi-

gation. In the next sections, we describe some of the future research for each of the

parts of the dissertation separately.

12.1 Monoisotopic mass determination

For the monoisotopic mass determination, we developed a method based on a poly-

nomial regression model to predict the isotopic ratios (see Chapter 6). To classify

if a series of peaks are originating from a peptide, we compared the predicted ratios

with the observed ratios by means of the Pearson’s χ2 errors (see Section 6.4). If

the errors were below a threshold, we concluded that the series of peaks were peptide

peaks. It is worth noting that the polynomial model was constructed by using the

isotopic distribution of a set of theoretical peptides based on averagine. This means

that the set of theoretical peptides reflects only the isotopic distribution of an average

peptide. In other words, information about the variability of the isotopic distribution
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for a peptide with a particular mass can not be retrieved from the set of theoretical

peptides.

Recently, we have gained access to new bioinformatics tools which permits us to

directly query the refSeq protein database of NCBI. We queried the RefSeq database

for the human proteome and received the amino acid sequences for 132, 292 proteins.

Each protein was in silico digested to peptides by trypsine. That is, trypsine cleaved

a protein next to arginine (R) and lysine (K), but not before proline (P). This in

silico digest resulted into 3, 935, 110 peptides, which spanned a mass range between

75.032 and 94306 Da. We restricted this data set to a mass range between 400 and

4000 Da, which still leads to 2, 616, 371 peptides. For each peptide we calculated the

atomic composition. This resulted in 306, 427 unique atomic compositions.

Next, for each of the 306, 427 unique atomic compositions we calculated the com-

posite isotopic distribution via the method of Rockwood et al. [59], explained in

Section 4.1.2. A simple analysis of this data set already suggested some possible

modification for the process of monoisotopic mass determination. For instance, we

subtracted the predicted isotopic ratios obtained via the polynomial model from the

isotopic ratios obtained for the 3, 935, 110 peptides. The result is displayed in Fig-

ure 12.1, in which the blue, red, and green dots indicate the first, second, and third

isotopic ratio, respectively. Note that, as mentioned in Chapter 6, the largest vari-

ability is observed for the first isotopic ratio.

Further, from this figure, we can see the natural variability in the isotopic ratios.

Information about the variability should be considered when applying the threshold

scheme from Section 6.5. Note that the variability is not constant across the mass

range. Therefore, the application of a constant threshold might be too simplistic, and

we might consider a mass dependent threshold.

By using these data we can also learn about the error structure of the residuals

and how they are correlated. Figure 12.2 presents a three dimensional scatter plot

of the residuals for the three first isotopic ratios. Note that the residuals are highly

correlated and might be depending on the mass of the peptide. So far, this information

was ignored in the classification of peptide peaks (see Chapter 6). To account for

it, we may use a multivariate linear discriminant analysis approach. If normality

is conceded, we may construct, for a particular mass region, a multivariate normal

model for the isotopic ratios in function of the monoisotopic mass. Noise peaks might

be considered as uniformly random distributed. Using these two distributions, we can

construct a classification rule which minimizes the cost of misclassification.
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Figure 12.2: Correlations between the residuals of the first isotopic ratios.

12.2 Pre-processing algorithm

12.2.1 Overlapping peptides

In the pre-processing of the mass spectrometry data, we applied a data reduction

technique, which only maintained the information about the maximum peak height

in a one Da window (see Chapter 7). Usually, the peak heights contain enough in-

formation to describe the isotopic distribution corresponding to a peptide, and this

strategy is sound for the validation of monoisotopic peptide peaks (see Section 7.3.2).

However, the strategy only works when the isotopic distribution of a peptide is indi-

vidually resolved in the mass spectrum. When the mass of a peptide is close to the

mass of another peptide, then peptide peaks corresponding the isotopic distributions

might interfere with each other. In this case, the proposed approach fails to work. If

two or more peptides with a similar mass lead to two or more peptide peaks inside

a one Da window, then only the most intense peak will be selected by the proposed

method, what will lead to undetected peptide peaks. Moreover, the shapes of the

overlapping peptide peaks will be aggregated, and the height of the aggregated peaks

will not correspond to the sum of the abundances of the overlapping isotopic variants

of the peptides.

An example of three overlapping peptides is given in Figure 12.3. In panel (a), the

individual peptides are shown, and panel (b) shows the resulting overlapping peptide
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Figure 12.3: Example of three overlapping peptides. Panel (a) presents the com-

posite isotopic distribution of the individual peptides. Panel (b) shows the resulting

overlapping peptide peaks.

peaks in a spectrum. It is worth noting that the peak heights do not correspond

anymore to the composite isotopic distribution of an individual peptide, but rather

are generated by a mixture of overlapping composite isotopic distributions. Also note

that the aggregated peak shapes are distorted. This is especially noticeable for the

peak at 2512 which is formed by three overlapping peptide peaks. Thus, the peak

height does not correspond to the summed peak height of the individual peptides.

An approach to solve these problems can be proposed based on the results of the

analysis of the RefSeq NCBI data set. When plotting a histogram of the monoiso-

topic mass for the 2, 616, 371 peptides, we can observe a periodic structure, as seen

in Figure 12.4. It should be noted that the monoisotopic masses of the peptides are

grouped together around mass values, which are approximately separated by one Da.

As a result, the probability to observe a peptide with a monoisotopic mass between

these mass values is almost zero. In other words, when a peptide overlap occurs, the

monoisotopic masses of the overlapping peptides will differ by, approximately, a multi-

ple of one Da. This can be observed in panel (a) of Figure 12.3, where the overlapping

peptide peaks almost exactly coincide. Therefore, an alternate pre-processing strat-

egy may be proposed to account for overlapping peptide peaks. Instead of focusing on

the peak intensities, we can search for the local minima, which represent the valleys

in the mass spectrum of overlapping peptide peaks. The location of these valleys are

indicated in panel (b) of Figure 12.3 by vertical bars. The valleys, which are one Da

separated, specify intervals, for which the intensities of the data points are summed.
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Figure 12.4: Histogram of the monoisotopic masses of peptides corresponding to the

RefSeq NCBI data set for an arbitrary mass range.

By summing the intensities of the data points instead of taking the peak height, we

capture all available information about the overlapping peptide peaks within a one Da

window. This way we can avoid using information about the shape or envelope of the

peptide peaks, which is more challenging. Another way of looking at this approach

is that we present the spectrum generated by isotopic distribution of overlapping

peptides as an aligned stick representation. The main questions are

• Can we infer the number of overlapping peptides?

• Can we obtain the abundance measure for the peptides?

• Can we infer at which mass location the peptides are overlapping?

This problem has much similarities with a mixture model approach. However, the

observed data are not generated from a distribution, but rather are corresponding to

the density of the isotopic distribution itself. We suggest a simpler strategy to analyse

this type of data, based on the knowledge that the locations for overlap are discrete

and limited.

Denote the summed intensities for the data points in an interval i (see Figure 12.3)

as yi. Each interval contains an equal number of data points. Assume that the

summed intensities yi are affected by instrument noise, such that:

yi = xi + εi with ε ∼ N(0, σ2) . (12.1)
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The mean of the summed intensities xi can be written as a function of the isotopic

ratios R of the peptides, a peptide abundance H , and a set of shift-parameters S

which indicates the shift of the overlapping peptides with respect to the monoisotopic

mass of the peptide with the lowest mass. Because the locations of overlap are limited

we can estimate the parameters by using the EM-algorithm.

However, the EM-algorithm has several limitations in this context. First, the

isotopic ratios R of the peptides are unknown, thus they are replaced by the aver-

age isotopic ratios obtained via the polynomial model in Chapter 6. This leads to

a misspecified model and this may affect the estimates for the location S and the

abundance H . Ideally, the isotopic ratios should be estimated from the data. Second,

the number of peptides in the series of overlapping peaks is unknown, and should be

estimated from the data. To deal with the aforementioned limitations we can consider

a Bayesian approach with prior information about the isotopic ratios and the location

of the overlapping peptides from the NCBI-data set (see Figure 12.4).

It should be noted that peptides also can overlap in the LC-dimension. This means

that peptides with the same monoisotopic mass and similar physico-chemical prop-

erties, will elute from the chromatographic column at slightly shifted time intervals.

As the peptides have the same monoisotopic mass they can not be detected in the

m/z-dimension, because their composite isotopic distributions will overlap exactly.

However, they might be detected in LC-dimension. The issue of detecting overlapping

peptides from the LC-profile is more challenging because the mathematical function

for representing the chromatographic peak is unknown. A possible approach may be

a mixture model with distributions as suggested by Di Marco et al. [22]. Another

source of variability, which adds extra complexity to the problem, are the fluctuations

of the sample complexity, or equivalently, the density between the COFRADIC frac-

tions. Due to ion suppression, a peptide peak intensity will be suppressed in a dense

fraction, while this is not the case in a less complex fraction. To account for this,

we need information about the fraction density. For this purpose, information about

the intensity of the internal standards might be used, but this is a topic for further

research.

12.2.2 Missing observations

In Chapter 7, we introduced an algorithm to pre-process MALDI-TOF mass spectra.

The outcome of the pre-processing was a peptide list that included the monoisotopic

masses and abundance measures. An important topic is that of missing peptides.

From the Venn diagram in Figure 7.11, it is clear that a large amount of the peptides
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may be not observed, as only 5742 out of 12101 detected peptides were consistently

found in the three technical replicates.

A peptide might be missed in a spectrum because of

• the variability induced by the biological sample preparation or the separation

due to, e.g. COFRADIC;

• the variation in the spotted volume or the inefficient crystallization of the ma-

trix, in the case of MALDI;

• the variation in ion suppression or in ionization efficiency;

• the presence of chemical noise or of machine noise;

• the laser intensity fluctuations or limitations of the detector sensitivity.

Previous reasons, which varies from one experiment to another, can mask the intensity

peaks of peptides present in small quantity and can hamper the detection of these

peptides for further analysis. Therefore, ions below a certain intensity level, i.e., limit

of detection, may be hard to detect by the mass spectrometer. Even if the mass

spectrometer were able to detect the weak signal, the peak intensities may be too low

to be distinguished from the background noise.

In mass spectrometry, the standard way to deal with missing observations is to

work only with observed data. This can lead to biased inference and to a huge loss

of information. Another way of dealing with missing data is to replace the missing

values by the detection limit or the half of the detection limit. However, this method

can introduce a bias in the estimates. Therefore, methods that properly account for

the missing data need to be included in the analysis strategy. Generally, we can state

that if a peptide is not be observed (missing), it falls under its limit of detection.

Consequently, we may approach the problem by treating the missing observations as

measurements under the limit of detection, as only peptides with an abundance higher

than the limit of detection are actually observed. This leads to a statistical strategy

wherein the abundance measurements are analyzed as left-censored data. To this aim

we can use the methods developed for left-censored data as described by Shumway et

al. [71], Blackwood [9], and She [70].

An important aspect in this approach would be the calculation of the censoring

level, or equivalently, of the limit of detection. A possible strategy is to use the

extracted baseline as the limit of detection. However, we may argue that the sub-

traction of the baseline from the mass spectrum can influence the peptide detection
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in the downstream analysis. Thus, it is not clear how the censoring mechanism and

the data generating mechanism are influenced by this.

It should be noted that if a peptide is not detected in a mass spectrum, it can also

be genuinely absent in the sample. Hence, treating such a peptide as a peptide with

an abundance under the detection limit would be not correct. A possible method to

deal with this situation might be a probability model in the spirit of Wang at al. [86],

which allows for the possibility of an absent peptide. Another possibility is use the

idea of cure-fraction models, as described by Kuk and Chen [39] or Peng and Dear

[54], to the left-censored case. These are important topics for further research.

Another issue related to missing observations affects the assembling of the peptide

peaks from different fractions to a single peptide abundance (see Section 7.2.3). In the

proposed two-step clustering, we allowed for a limited number of missing peptides in

the mass spectra corresponding to successive COFRADIC fractions. We calculated

the peptide abundance as the sum of the intensities of the detected peptide peaks

and we ignored the missing values. A better approach might be to use an imputation

method to fill in the missing observations. This is another topic for further research.

12.3 Reversed isotope labeling

In the third part of this dissertation we mainly focussed on the analysis of mass spec-

tra generated from 18O-labeled experiments. Several topics require further research.

One of them is the sensitivity of the proposed methods to the misspecification of the

model. The misspecification may result from assuming incorrect values for the water

impurities p16 and p17, from defining a wrong form of the transition probability ma-

trix T , and from misspecifying the error structure. Another important issue is the

extension of the model (10.20) by including random effects.

In Chapter 9, we propose the use of reversed labeling in order to resolve issues of

non-identifiability. The outcome of such a reversed-labeling experiment could be used

as technical replicate to estimate the parameters of model (10.22). It will be possible

that the analysis of reversed-labeled spectra reduces the variability of the estimation

procedure. To this aim, we can extend the proposed model for an experimental setting

with reversed-labeling. For instance, let us consider the likelihood l(θinit; yinit) for a

joint mass spectrum of m peaks with initial labeling, as described by (10.22). Let

the parameter vector θinit contain parameters [Q, H, R1, . . . , Rm−4, λ] as in (10.22).

The likelihood for the joint mass spectra obtained by the reversed labeling becomes

l(θrev;yrev) with θrev = [1/Q, H, R1, . . . , Rm−4, λ]. Note that the only difference
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between the parameter vectors is the inverted relative abundance for the reverse-

labeled mass spectra. Taking into account, that for the reversed-labeled data, we

need to estimate 1/Q, we can formulate the joint likelihood for the initial and reversed

labeling as follows:

l(θ; [yinit, yrev)]) = l(θinit; yinit) × l(θrev; yrev) (12.2)

with θ = [Q, H, R1, . . . , Rm−4, λ].
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Table A.1: 20 Amino acids found in Nature. The abbreviation TLC and OLC stand

for Three Letter Code and One Letter Code, respectively.

Amino Acids

Classification Name TLC OLC formula weight

N
eu

tr
a
l
A

m
in

o
A

ci
d
s

Aliphatic amino acids

Glycine Gly G C2H5NO2 75.07

Alanine Ala A C3H7NO2 89.09

Valine Val V C5H11NO2 117.15

Leucine Leu L C6H13NO2 131.18

Isoleucine Ile I C6H13NO2 131.18

Oxy amino acids
Serine Ser S C3H7NO3 105.09

Threonine Thr T C4H9NO3 119.12

Sulfur amino acids
Cysteine Cys C C3H7NO2S 121.15

Methionine Met M C5H11NO2S 149.21

Aromatic amino acids

Phenylalanine Phe F C9H11NO2 165.19

Tyrosine Tyr Y C9H11NO3 181.19

Tryptophan Trp W C11H12N2O2 204.23

Imino acids Proline Pro P C5H9NO2 115.13

Acidic amino acids amides
Asparagine Asn N C4H8N2O3 132.12

Glutamine Gln Q C5H10N2O3 146.15

Acidic amino acids
Aspartic acid Asp D C4H7NO4 133.1

Glutamic acid Glu E C5H9NO4 147.13

Basic amino acids

Lysine Lys K C6H14N2O2 146.19

Histidine His H C6H9N3O2 155.16

Arginine Arg R C6H14N4O2 174.2
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Figure B.1: ROC-curve for the empirical simulation study.

In this Appendix, we will briefly explain the empirical simulation study in order to

obtain the threshold used in Chapter 7 for the validation of candidate peptides. For

this purpose, we used the set of 1542 no-sulphur containing peptides from the data set

described in Section 3.2. A small amount of normal noise with a σ2 = 0.005 was added

to the composite isotopic distributions of the set of peptides. For each of the 1542

peptides, we also generated randomly four values from a uniform distribution, which

is representing the noise data set. For the peptide data set and the noise data set,

the consecutive isotopic ratios were calculated and compared to the average isotopic

ratio using the polynomial model described in Chapter 6 by means of the Pearson’s χ2

statistic (6.7). A grid of threshold-values between 0 and 3 in steps of 0.05 were then

applied for the validation. For each threshold value, we calculated the true positives,

the false negatives, the true negatives and the false positives. Next, the sensitivity

and specificity were calculated and plotted in the ROC-curve of Figure B.1. The

threshold which minimizes the misclassification error was chosen as the the optimal

threshold and is denoted by a star in Figure B.1. It took the value of 0.15.
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Figure C.1: Heatmap for the Bovine Cytochrome C sample.
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Figure C.2: Heatmap for the first COFRADIC replicate.
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Figure D.1: MA-plot for the 5742 peptides found in for replicate 2 vs. replicate 3.
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Figure D.2: MA-plot for the 5742 peptides found in for replicate 3 vs. replicate 1.
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Figure E.1: Composite isotopic distribution for the peptides in Table 10.1. Panel (a)

corresponds to the peptide with mass 1500.8. Panel (b) corresponds to the peptide

with mass 2001.1. Panel (c) corresponds to the peptide with mass 2504.5. Panel (d)

corresponds to the peptide with mass 3005.5.
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Figure E.2: Joint composite isotopic distribution for the peptide with mass 1500.8 Da.

Panel (a), (b) and (c) have a relative abundance of Q = 0.5. Panel (d), (e) and (f)

have a relative abundance of Q = 1. Panel (g), (h) and (i) have a relative abundance

of Q = 2. Panel (a), (d) and (g) have peptide-specific incorporation rate of λ = 0.08.

Panel (b), (e) and (h) have peptide-specific incorporation rate of λ = 0.02. Panel (c),

(f) and (i) have peptide-specific incorporation rate of λ = 0.008.
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Figure E.3: Joint composite isotopic distribution for the peptide with mass 2001.1 Da.

Panel (a), (b) and (c) have a relative abundance of Q = 0.5. Panel (d), (e) and (f)

have a relative abundance of Q = 1. Panel (g), (h) and (i) have a relative abundance

of Q = 2. Panel (a), (d) and (g) have peptide-specific incorporation rate of λ = 0.08.

Panel (b), (e) and (h) have peptide-specific incorporation rate of λ = 0.02. Panel (c),

(f) and (i) have peptide-specific incorporation rate of λ = 0.08.
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Figure E.4: Joint composite isotopic distribution for the peptide with mass 2504.5 Da.

Panel (a), (b) and (c) have a relative abundance of Q = 0.5. Panel (d), (e) and (f)

have a relative abundance of Q = 1. Panel (g), (h) and (i) have a relative abundance

of Q = 2. Panel (a), (d) and (g) have peptide-specific incorporation rate of λ = 0.08.

Panel (b), (e) and (h) have peptide-specific incorporation rate of λ = 0.02. Panel (c),

(f) and (i) have peptide-specific incorporation rate of λ = 0.008.
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Figure E.5: Joint composite isotopic distribution for the peptide with mass 3005.5 Da.

Panel (a), (b) and (c) have a relative abundance of Q = 0.5. Panel (d), (e) and (f)

have a relative abundance of Q = 1. Panel (g), (h) and (i) have a relative abundance

of Q = 2. Panel (a), (d) and (g) have peptide-specific incorporation rate of λ = 0.08.

Panel (b), (e) and (h) have peptide-specific incorporation rate of λ = 0.02. Panel (c),

(f) and (i) have peptide-specific incorporation rate of λ = 0.008.
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Table E.1: Results from the simulation study for the peptide with mass 1500 Da.

incorporation rate λ = 0.08

relative abundance Q = 0.5 relative abundance Q = 1 relative abundance Q = 2

b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α

Q -7.6E-5 6.21E-6 6.29E-6 4.9 -2.7E-6 2.48E-6 2.55E-6 4.9 2.1E-5 1.19E-5 1.22E-5 4.8

H1 -2.0E-5 3.21E0 3.40E0 4.7 -2.3E-5 2.59E0 2.76E0 4.6 -4.1E-5 1.84E0 1.90E0 5.0

H2 -2.1E-5 3.95E0 3.95E0 4.4 -2.2E-5 3.35E0 3.38E0 4.2 -3.5E-5 2.51E0 2.53E0 4.5

R1 2.1E-5 9.26E-7 9.44E-7 4.6 2.6E-5 7.19E-7 7.31E-7 4.4 3.4E-5 1.17E-6 1.18E-6 5.4

R2 2.2E-4 2.42E-6 2.41E-6 5.1 1.2E-4 6.59E-7 6.72E-7 4.6 1.2E-4 7.77E-7 8.01E-7 4.6

R3 1.7E-4 1.48E-6 1.54E-6 4.4 3.3E-5 4.82E-7 5.05E-7 4.5 3.8E-5 6.42E-7 6.68E-7 5.0

R4 5.6E-4 2.38E-6 2.39E-6 5.3 3.4E-4 6.86E-7 6.96E-7 5.3 5.1E-4 7.73E-7 7.83E-7 5.2

R5 -1.2E-5 1.48E-6 1.43E-6 5.1 -2.2E-3 5.95E-7 5.67E-7 5.0 -3.5E-3 7.82E-7 7.42E-7 5.1

λ 5.5E-3 1.71E-1 1.79E-1 4.2 5.6E-4 1.44E-2 1.45E-2 4.6 2.5E-4 8.81E-3 8.82E-3 5.0

incorporation rate λ = 0.02

relative abundance Q = 0.5 relative abundance Q = 1 relative abundance Q = 2

b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α

Q -6.4E-4 4.09E-5 4.05E-5 5.0 -8.0E-5 1.72E-5 1.73E-5 4.4 -3.3E-5 6.11E-5 6.01E-5 5.3

H1 -8.8E-6 1.17E1 1.16E1 5.3 -7.0E-6 7.11E0 7.12E0 5.0 -3.1E-5 4.15E0 4.09E0 5.2

H2 -8.8E-6 1.63E1 1.63E1 5.2 -3.2E-6 1.01E1 9.92E0 5.2 -1.9E-5 5.98E0 5.76E0 5.3

R1 1.8E-5 8.60E-7 8.48E-7 5.2 1.8E-5 7.44E-7 7.57E-7 4.6 2.7E-5 2.04E-6 2.08E-6 4.5

R2 5.0E-4 9.67E-6 9.53E-6 5.0 2.2E-4 3.23E-6 3.34E-6 4.5 2.6E-4 5.09E-6 5.34E-6 3.8

R3 8.0E-4 5.65E-6 5.67E-6 4.7 1.7E-4 2.07E-6 2.10E-6 4.5 1.2E-4 3.50E-6 3.51E-6 4.8

R4 6.6E-3 8.22E-6 8.46E-6 4.6 2.5E-4 2.22E-6 2.24E-6 4.9 4.7E-5 2.41E-6 2.47E-6 5.0

R5 2.5E-2 4.20E-6 4.31E-6 5.1 1.3E-3 1.55E-6 1.49E-6 5.2 1.5E-3 2.15E-6 2.02E-6 5.4

λ -5.1E-5 6.77E-4 6.94E-4 4.8 5.1E-5 8.82E-5 8.81E-5 4.5 8.9E-6 3.24E-5 3.18E-5 5.2

incorporation rate λ = 0.008

relative abundance Q = 0.5 relative abundance Q = 1 relative abundance Q = 2

b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α

Q -1.8E-2 3.18E-3 3.44E-3 3.7 8.4E-3 3.52E-3 3.80E-3 4.6 1.3E-2 2.23E-2 7.88E-2 4.3

H1 3.6E-3 2.00E3 2.26E3 5.2 -3.2E-3 2.07E3 2.21E3 4.2 -5.7E-3 1.37E3 4.00E3 4.0

H2 3.6E-3 2.98E3 3.37E3 5.2 -3.2E-3 3.09E3 3.30E3 4.1 -5.7E-3 2.05E3 5.98E3 4.1

R1 6.3E-5 6.97E-7 6.47E-7 5.7 6.3E-6 4.93E-7 4.75E-7 5.7 4.6E-6 1.22E-6 1.19E-6 5.2

R2 1.0E-2 2.62E-4 2.77E-4 5.1 -1.7E-3 6.75E-5 6.99E-5 4.7 -4.0E-3 4.25E-4 2.78E-4 4.2

R3 2.5E-2 1.52E-4 1.62E-4 5.0 -4.2E-3 3.87E-5 3.99E-5 4.7 -9.8E-3 2.46E-4 1.57E-4 4.2

R4 5.4E-2 5.60E-5 5.94E-5 3.9 1.1E-2 1.10E-5 1.14E-5 4.8 2.3E-2 6.49E-5 9.23E-6 5.4

R5 1.2E-1 1.40E-5 1.52E-5 8.0 5.7E-2 7.38E-6 7.79E-6 6.8 1.2E-1 2.27E-5 1.24E-5 7.8

λ 4.4E-3 3.15E-3 3.80E-3 4.1 -3.2E-3 1.14E-3 1.21E-3 4.6 -2.6E-3 1.19E-3 6.30E-4 4.8
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Table E.2: Results from the simulation study for the peptide with mass 2000 Da.

incorporation rate λ = 0.08

relative abundance Q = 0.5 relative abundance Q = 1 relative abundance Q = 2

b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α

Q -5.8E-6 4.42E-6 4.49E-6 5.0 -1.1E-5 1.85E-6 1.84E-6 5.1 -2.0E-5 9.09E-6 9.04E-6 5.4

H1 4.6E-6 2.88E0 2.87E0 5.1 9.8E-6 2.33E0 2.34E0 4.6 2.1E-5 1.55E0 1.55E0 4.8

H2 3.7E-5 3.60E0 3.57E0 4.9 3.6E-5 3.04E0 3.04E0 5.2 5.2E-5 2.15E0 2.12E0 4.9

R1 -2.4E-5 1.26E-6 1.27E-6 5.0 -2.7E-5 9.71E-7 9.86E-7 5.2 -3.6E-5 1.61E-6 1.62E-6 4.8

R2 -3.6E-5 2.21E-6 2.27E-6 4.7 -2.6E-5 7.08E-7 7.19E-7 4.5 -2.2E-5 9.77E-7 9.71E-7 5.0

R3 1.9E-5 2.06E-6 2.11E-6 4.9 -2.1E-6 5.68E-7 5.78E-7 5.0 -2.5E-5 6.85E-7 7.12E-7 4.1

R4 3.5E-5 2.23E-6 2.27E-6 4.6 -3.9E-5 6.79E-7 7.00E-7 5.1 -9.9E-5 7.97E-7 8.19E-7 5.6

R5 1.3E-4 1.61E-6 1.65E-6 4.9 4.5E-4 5.93E-7 6.10E-7 4.9 8.1E-4 7.33E-7 7.50E-7 5.2

λ 3.8E-3 1.29E-1 1.30E-1 4.5 5.4E-4 1.06E-2 1.04E-2 5.5 4.5E-4 6.70E-3 6.73E-3 5.0

incorporation rate λ = 0.02

relative abundance Q = 0.5 relative abundance Q = 1 relative abundance Q = 2

b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α

Q -4.9E-5 3.89E-5 4.01E-5 4.8 -1.1E-5 1.27E-5 1.26E-5 4.8 -1.4E-5 4.45E-5 4.39E-5 5.0

H1 2.1E-5 8.96E0 8.78E0 5.4 1.3E-5 5.15E0 5.01E0 5.4 2.7E-5 3.49E0 3.45E0 4.7

H2 4.6E-5 1.29E1 1.25E1 5.7 3.3E-5 7.30E0 7.05E0 4.9 5.1E-5 5.02E0 4.95E0 5.0

R1 -1.8E-5 1.17E-6 1.17E-6 5.2 -1.5E-5 1.02E-6 1.02E-6 5.6 -1.7E-5 2.81E-6 2.84E-6 4.9

R2 -2.0E-5 9.42E-6 9.81E-6 4.9 -5.0E-5 2.61E-6 2.65E-6 4.6 -7.8E-5 5.23E-6 5.24E-6 4.2

R3 9.2E-5 9.95E-6 1.03E-5 4.6 -5.4E-6 2.58E-6 2.55E-6 4.2 -6.2E-5 4.25E-6 4.22E-6 4.5

R4 2.2E-4 8.01E-6 8.21E-6 4.6 1.9E-4 2.11E-6 2.16E-6 5.1 2.8E-4 2.32E-6 2.38E-6 4.8

R5 -2.5E-4 4.33E-6 4.39E-6 4.7 1.7E-5 1.76E-6 1.79E-6 4.8 2.4E-4 2.34E-6 2.38E-6 4.9

λ 2.2E-4 3.42E-4 3.36E-4 5.2 3.7E-5 4.91E-5 4.86E-5 5.2 3.6E-5 2.42E-5 2.48E-5 4.5

incorporation rate λ = 0.008

relative abundance Q = 0.5 relative abundance Q = 1 relative abundance Q = 2

b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α

Q -3.2E-4 3.01E-3 3.12E-3 5.2 -4.6E-4 1.15E-3 1.17E-3 4.9 1.8E-3 7.97E-3 7.81E-3 5.7

H1 9.4E-4 1.84E3 1.90E3 5.3 3.7E-4 4.98E2 4.90E2 4.7 -2.5E-4 5.06E2 5.00E2 5.7

H2 9.6E-4 2.74E3 2.84E3 5.5 3.9E-4 7.43E2 7.31E2 4.8 -2.3E-4 7.56E2 7.47E2 5.4

R1 -1.4E-5 9.31E-7 9.13E-7 5.2 -1.3E-5 6.72E-7 6.72E-7 5.0 -2.4E-5 1.62E-6 1.62E-6 5.1

R2 3.9E-4 2.13E-4 2.21E-4 5.0 1.7E-4 4.99E-5 5.23E-5 4.4 -4.8E-4 8.72E-5 8.57E-5 5.1

R3 1.1E-3 2.40E-4 2.48E-4 5.0 5.5E-4 5.62E-5 5.86E-5 4.2 -1.0E-3 9.62E-5 9.33E-5 5.2

R4 1.4E-3 7.10E-5 7.29E-5 5.2 8.0E-4 1.90E-5 2.01E-5 4.8 -5.1E-4 1.45E-5 1.51E-5 4.5

R5 4.1E-5 1.09E-5 1.10E-5 4.8 -4.6E-5 5.35E-6 5.51E-6 4.5 2.7E-4 8.37E-6 8.63E-6 4.3

λ 6.8E-3 1.58E-3 1.69E-3 4.7 6.9E-4 2.45E-4 2.40E-4 5.6 4.7E-4 2.51E-4 2.61E-4 4.6
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Table E.3: Results from the simulation study for the peptide with mass 2500 Da.

incorporation rate λ = 0.08

relative abundance Q = 0.5 relative abundance Q = 1 relative abundance Q = 2

b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α

Q -5.1E-5 3.21E-6 3.14E-6 5.2 -4.8E-6 1.29E-6 1.30E-6 4.3 8.6E-6 6.41E-6 6.59E-6 4.7

H1 9.8E-6 2.45E0 2.54E0 5.2 1.1E-5 2.03E0 2.09E0 5.2 7.8E-6 1.29E0 1.33E0 5.1

H2 -7.1E-7 3.34E0 3.35E0 5.4 4.3E-6 2.81E0 2.85E0 4.9 1.7E-6 1.82E0 1.87E0 5.3

R1 -1.6E-5 1.66E-6 1.69E-6 5.3 -2.2E-5 1.29E-6 1.33E-6 5.1 -3.0E-5 2.14E-6 2.23E-6 4.7

R2 -3.1E-5 2.60E-6 2.51E-6 5.7 -3.4E-5 1.15E-6 1.14E-6 4.8 -3.9E-5 1.58E-6 1.61E-6 4.9

R3 4.1E-6 2.65E-6 2.59E-6 5.3 -1.2E-5 6.97E-7 6.91E-7 4.9 -1.8E-5 8.20E-7 8.25E-7 4.2

R4 9.8E-5 2.69E-6 2.57E-6 6.0 -3.5E-5 8.09E-7 7.72E-7 5.8 -9.4E-5 9.60E-7 9.29E-7 5.8

R5 6.5E-4 2.29E-6 2.21E-6 5.4 4.1E-4 6.76E-7 6.58E-7 5.2 5.2E-4 7.73E-7 7.65E-7 5.2

R6 1.3E-3 1.23E-6 1.22E-6 4.8 7.3E-4 5.69E-7 5.73E-7 4.4 6.1E-4 7.20E-7 7.50E-7 4.1

λ 2.8E-3 1.04E-1 1.02E-1 4.7 2.9E-4 8.60E-3 8.40E-3 5.4 2.8E-4 5.49E-3 5.31E-3 5.4

incorporation rate λ = 0.02

relative abundance Q = 0.5 relative abundance Q = 1 relative abundance Q = 2

b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α

Q -1.4E-4 3.35E-5 3.27E-5 5.4 4.0E-5 1.37E-5 1.34E-5 5.4 6.2E-5 4.10E-5 4.06E-5 5.4

H1 -5.0E-7 8.42E0 8.60E0 4.8 -1.2E-5 4.74E0 4.76E0 5.2 -2.1E-5 2.99E0 2.95E0 5.7

H2 -1.0E-5 1.25E1 1.25E1 5.0 -1.9E-5 6.89E0 6.85E0 5.2 -2.8E-5 4.33E0 4.28E0 5.8

R1 -1.0E-5 1.55E-6 1.58E-6 5.4 -1.1E-5 1.40E-6 1.41E-6 5.4 -1.3E-5 4.18E-6 4.21E-6 5.2

R2 2.7E-7 9.68E-6 9.36E-6 5.6 -4.7E-5 4.13E-6 3.97E-6 5.9 -6.5E-5 8.12E-6 7.89E-6 5.4

R3 7.7E-5 1.47E-5 1.44E-5 5.6 -6.1E-5 4.56E-6 4.47E-6 4.9 -1.1E-4 6.08E-6 5.99E-6 5.2

R4 4.5E-4 1.24E-5 1.19E-5 5.7 7.5E-5 2.78E-6 2.69E-6 5.8 2.9E-5 4.09E-6 4.05E-6 5.2

R5 1.5E-3 9.84E-6 9.44E-6 5.3 6.1E-4 2.42E-6 2.32E-6 5.2 7.1E-4 2.79E-6 2.68E-6 5.8

R6 2.0E-3 2.61E-6 2.57E-6 4.7 7.4E-4 1.03E-6 1.02E-6 4.8 3.1E-4 1.81E-6 1.84E-6 4.8

λ -1.5E-6 4.75E-4 4.66E-4 5.0 -4.9E-5 5.54E-5 5.36E-5 5.3 -2.0E-5 2.05E-5 1.96E-5 5.6

incorporation rate λ = 0.008

relative abundance Q = 0.5 relative abundance Q = 1 relative abundance Q = 2

b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α

Q -2.4E-2 5.56E-3 5.67E-3 7.9 3.3E-3 2.77E-3 2.87E-3 5.0 3.4E-2 5.47E-1 5.21E0 5.8

H1 7.2E-3 3.08E3 3.31E3 6.1 -1.3E-3 1.72E3 1.74E3 5.3 -9.3E-3 5.24E3 3.05E3 6.1

H2 7.2E-3 4.61E3 4.94E3 6.2 -1.3E-3 2.57E3 2.60E3 5.3 -9.3E-3 7.83E3 4.56E3 6.1

R1 1.8E-5 1.26E-6 1.22E-6 5.5 -5.8E-6 8.91E-7 8.97E-7 5.2 5.1E-6 2.21E-6 2.20E-6 5.2

R2 3.5E-3 4.93E-4 4.83E-4 9.4 1.1E-4 7.00E-5 7.03E-5 5.0 1.9E-3 6.49E-4 2.41E-4 7.4

R3 9.2E-3 8.96E-4 8.76E-4 9.6 3.7E-4 1.25E-4 1.26E-4 4.9 5.2E-3 1.17E-3 4.31E-4 7.5

R4 1.5E-2 5.01E-4 4.80E-4 9.5 1.8E-3 6.47E-5 6.31E-5 5.1 1.5E-2 7.74E-4 8.51E-5 6.6

R5 1.6E-2 1.53E-4 1.43E-4 7.9 5.4E-3 3.81E-5 3.62E-5 4.6 3.5E-2 3.64E-4 1.88E-5 6.6

R6 1.3E-2 1.74E-5 1.63E-5 6.3 7.6E-3 6.89E-6 6.60E-6 5.0 4.6E-2 4.94E-5 5.87E-6 6.2

λ 2.2E-2 3.01E-3 3.74E-3 4.8 -1.4E-3 1.27E-3 1.22E-3 5.4 -7.3E-3 4.71E-3 6.34E-4 7.6
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Table E.4: Results from the simulation study for the peptide with mass 3000 Da.

incorporation rate λ = 0.08

relative abundance Q = 0.5 relative abundance Q = 1 relative abundance Q = 2

b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α

Q -1.4E-5 2.74E-6 2.75E-6 5.0 -1.9E-5 1.12E-6 1.11E-6 4.7 -3.3E-5 5.55E-6 5.37E-6 5.2

H1 2.9E-6 2.43E0 2.42E0 5.2 6.2E-6 2.05E0 2.04E0 4.9 2.6E-5 1.27E0 1.25E0 5.0

H2 -4.4E-8 3.38E0 3.31E0 5.2 3.9E-6 2.92E0 2.85E0 5.5 2.3E-5 1.85E0 1.79E0 5.4

R1 2.2E-5 2.04E-6 2.05E-6 4.9 1.8E-5 1.63E-6 1.65E-6 4.9 1.7E-5 2.78E-6 2.79E-6 5.4

R2 1.9E-5 3.36E-6 3.29E-6 5.3 6.4E-6 1.46E-6 1.44E-6 5.6 -6.8E-6 2.30E-6 2.26E-6 5.6

R3 2.7E-5 5.35E-6 5.16E-6 5.2 1.1E-5 1.23E-6 1.19E-6 5.1 2.3E-6 1.24E-6 1.20E-6 5.4

R4 3.8E-5 3.17E-6 3.20E-6 5.0 3.7E-5 9.04E-7 9.20E-7 5.0 3.1E-5 1.11E-6 1.12E-6 5.2

R5 -6.6E-5 2.55E-6 2.62E-6 5.2 -3.1E-5 6.92E-7 7.10E-7 5.0 -4.7E-5 7.76E-7 7.97E-7 5.1

R6 -7.4E-4 1.91E-6 1.90E-6 5.1 -2.9E-4 6.13E-7 6.12E-7 5.7 -1.4E-4 7.44E-7 7.54E-7 4.9

R7 -2.4E-3 1.55E-6 1.56E-6 5.0 -1.7E-3 6.12E-7 6.38E-7 4.5 -2.2E-3 7.27E-7 7.70E-7 4.2

λ 4.7E-3 1.55E-1 1.56E-1 5.0 4.9E-4 8.99E-3 8.82E-3 5.4 3.5E-4 4.73E-3 4.75E-3 4.8

incorporation rate λ = 0.02

relative abundance Q = 0.5 relative abundance Q = 1 relative abundance Q = 2

b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α

Q 2.8E-5 6.64E-5 6.51E-5 5.2 -1.4E-4 3.05E-5 2.97E-5 5.2 -1.0E-4 4.75E-5 4.61E-5 5.1

H1 3.3E-6 2.29E1 2.24E1 5.2 3.8E-5 7.07E0 6.99E0 5.0 4.2E-5 2.77E0 2.76E0 4.9

H2 -5.0E-7 3.35E1 3.32E1 5.4 3.5E-5 1.02E1 1.03E1 4.8 3.7E-5 4.06E0 4.04E0 5.1

R1 2.1E-5 1.90E-6 1.89E-6 5.0 1.9E-5 1.71E-6 1.71E-6 5.1 2.6E-5 5.20E-6 5.15E-6 5.3

R2 3.8E-5 2.28E-5 2.23E-5 5.0 5.4E-5 8.04E-6 7.73E-6 5.4 3.9E-5 1.17E-5 1.12E-5 5.5

R3 6.2E-5 4.93E-5 4.81E-5 5.0 1.0E-4 1.39E-5 1.34E-5 5.6 4.6E-5 1.01E-5 9.88E-6 5.4

R4 7.7E-5 2.40E-5 2.38E-5 5.1 1.9E-4 7.01E-6 6.92E-6 4.9 1.8E-4 6.78E-6 6.73E-6 4.9

R5 -1.3E-5 1.28E-5 1.30E-5 5.3 2.5E-4 3.64E-6 3.66E-6 4.6 4.7E-4 5.37E-6 5.38E-6 4.8

R6 -1.1E-3 6.33E-6 6.38E-6 5.2 -7.0E-4 1.46E-6 1.46E-6 5.0 -6.3E-4 1.89E-6 1.92E-6 4.9

R7 -3.2E-3 3.01E-6 3.03E-6 4.7 -3.2E-3 1.43E-6 1.44E-6 4.6 -4.6E-3 2.31E-6 2.36E-6 4.1

λ 4.8E-4 1.53E-3 1.51E-3 5.1 1.3E-4 7.71E-5 7.72E-5 4.8 3.5E-5 1.64E-5 1.71E-5 3.7

incorporation rate λ = 0.008

relative abundance Q = 0.5 relative abundance Q = 1 relative abundance Q = 2

b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α b̄ S2
emp S2

mb α

Q -3.2E-2 5.35E-2 1.28E-1 5.3 1.4E-2 1.51E-2 1.59E-2 7.6 1.0E-4 3.07E-2 3.23E-2 6.1

H1 1.5E-2 1.69E4 1.58E4 10.2 -3.1E-3 7.02E3 7.15E3 7.8 2.6E-3 1.70E3 1.78E3 6.2

H2 1.5E-2 2.52E4 2.36E4 10.2 -3.1E-3 1.05E4 1.07E4 7.7 2.6E-3 2.54E3 2.65E3 6.2

R1 7.9E-5 1.55E-6 1.53E-6 5.0 7.1E-6 1.12E-6 1.10E-6 5.0 2.7E-5 2.68E-6 2.61E-6 4.9

R2 7.0E-3 1.31E-3 1.42E-3 10.1 -9.8E-4 3.59E-4 3.73E-4 7.2 2.5E-4 4.72E-4 4.83E-4 6.2

R3 1.8E-2 3.11E-3 3.36E-3 10.8 -2.6E-3 8.38E-4 8.71E-4 7.2 6.0E-4 1.09E-3 1.12E-3 5.8

R4 3.1E-2 2.21E-3 2.36E-3 14.2 -3.7E-3 3.92E-4 4.10E-4 5.7 7.4E-4 4.99E-4 5.13E-4 6.0

R5 4.1E-2 8.82E-4 9.08E-4 14.3 -3.4E-3 1.06E-4 1.09E-4 5.0 2.9E-4 1.05E-4 1.07E-4 5.2

R6 4.3E-2 1.87E-4 1.84E-4 12.7 -2.2E-3 2.37E-5 2.37E-5 4.2 -1.7E-3 1.04E-5 1.06E-5 5.2

R7 3.0E-2 1.57E-5 1.48E-5 8.9 -1.6E-3 3.17E-6 3.18E-6 6.5 -4.4E-3 2.72E-6 2.75E-6 3.9

λ 6.0E-2 1.52E-2 2.08E-2 8.0 2.0E-3 2.81E-3 2.87E-3 7.2 3.1E-3 6.20E-4 6.57E-4 5.8
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Table E.5: Results of the random effects meta-model on 10 biological replicates for

the peptide with mass 1500.8 Da.

λ D̄∗ S∗

emp S∗

mb η̄2 c

D = log(0.5) = -0.6931

0.0800 -0.0003 0.0316 0.0307 0.0100 91.6800

0.0200 -0.0005 0.0321 0.0309 0.0101 90.8800

0.0080 -0.0051 0.0509 0.0307 0.0085 74.8800

D = log(1) = 0

0.0800 -0.0005 0.0310 0.0304 0.0098 91.8400

0.0200 0.0004 0.0319 0.0307 0.0100 92.0400

0.0080 0.0032 0.0374 0.0306 0.0095 86.0400

D = log(2) = 0.6931

0.0800 0.0000 0.0313 0.0304 0.0098 92.1600

0.0200 0.0001 0.0315 0.0307 0.0099 91.9600

0.0080 0.0078 0.1327 0.0312 0.0092 82.6800
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Table E.6: Results of the random effects meta-model on 10 biological replicates for

the peptide with mass 2001.1 Da.

λ D̄∗ S∗

emp S∗

mb η̄2 c

D = log(0.5) = -0.6931

0.0800 -0.0003 0.0323 0.0306 0.0099 91.0400

0.0200 0.0001 0.0321 0.0303 0.0096 90.9600

0.0080 -0.0019 0.0500 0.0308 0.0085 74.6800

D = log(1) = 0

0.0800 0.0001 0.0322 0.0305 0.0099 91.5200

0.0200 -0.0002 0.0317 0.0308 0.0101 92.2000

0.0080 -0.0003 0.0337 0.0305 0.0097 90.8000

D = log(2) = 0.6931

0.0800 0.0005 0.0316 0.0305 0.0099 91.9600

0.0200 -0.0004 0.0314 0.0304 0.0098 91.6000

0.0080 -0.0001 0.0351 0.0303 0.0094 88.3200
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Table E.7: Results of the random effects meta-model on 10 biological replicates for

the peptide with mass 2504.5 Da.

λ D̄∗ S∗

emp S∗

mb η̄2 c

D = log(0.5) = -0.6931

0.0800 -0.0002 0.0325 0.0306 0.0099 91.5600

0.0200 -0.0002 0.0324 0.0305 0.0098 91.1200

0.0080 -0.0005 0.0536 0.0305 0.0080 71.3200

D = log(1) = 0

0.0800 -0.0006 0.0316 0.0306 0.0099 91.9200

0.0200 -0.0004 0.0313 0.0306 0.0099 92.4000

0.0080 -0.0001 0.0358 0.0304 0.0095 87.5600

D = log(2) = 0.6931

0.0800 -0.0008 0.0318 0.0305 0.0099 90.9200

0.0200 0.0001 0.0316 0.0307 0.0099 92.1200

0.0080 0.0003 0.0465 0.0307 0.0093 83.3600
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Table E.8: Results of the random effects meta-model on 10 biological replicates for

the peptide with mass 3005.5 Da.

λ D̄∗ S∗

emp S∗

mb η̄2 c

D = log(0.5) = -0.6931

0.0800 -0.0002 0.0316 0.0304 0.0098 91.8000

0.0200 0.0003 0.0322 0.0306 0.0098 91.1600

0.0080 -0.0040 0.0600 0.0310 0.0078 68.3200

D = log(1) = 0

0.0800 -0.0009 0.0306 0.0305 0.0099 91.9600

0.0200 0.0006 0.0311 0.0307 0.0100 91.9200

0.0080 0.0005 0.0396 0.0305 0.0093 83.7200

D = log(2) = 0.6931

0.0800 0.0008 0.0317 0.0309 0.0101 91.9200

0.0200 -0.0002 0.0315 0.0308 0.0100 91.8800

0.0080 -0.0002 0.0413 0.0304 0.0091 82.8400
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Figure E.6: Empirical variance (indicated by stars) and model-based variance (indi-

cated by dots) for incorporation rate λ with ion ratio Q equal to 1/2, 1 and 2 (denoted

by blue, red and green, respectively). Panel (a) is for the incorporation rate λ fixed

at 0.08 for all peptides, panel (b) is for λ = 0.02 and panel (c) is for λ = 0.008 and a

constant duration of the enzymatic reaction τ = 120 min.
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Figure E.7: Empirical variance (indicated by stars) and model-based variance (indi-

cated by dots) for incorporation rate λ with ion ratio Q equal to 1/2, 1 and 2 (denoted

by blue, red and green, respectively). Panel (a) is for the incorporation rate λ fixed

at 0.08 for all peptides, panel (b) is for λ = 0.02 and panel (c) is for λ = 0.008 and a

constant duration of the enzymatic reaction τ = 120 min.


