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Chapter 1
Introduction

Drug development is referred to as the complex process of bringing a novel phar-

maceutical drug to the market. This process starts with the understanding of the

disease and underlying mechanism of action, and the identification of the molecule

that targets such mechanism. The preclinical phase is the phase of drug development

before trials in humans. It includes experiments that are carried out in vitro (on cells)

and in vivo (on animals) and its main goal is to have a first assessment of a drug’s

preliminary efficacy and safety. In addition, information gathered at the preclinical

development stage might be useful to design the first clinical (in human) trials. Phase

I or first-in-man trials are the earliest trials of drugs in humans. They usually involve

a small number (10-20) of healthy subjects, except for oncology and pediatric trials,

and aim at finding the highest dose that produces the desired effect without gener-

ating unacceptable side effects (maximum tolerated dose). Phase II trials run in a

higher number of subjects than phase I trials and help to assess the dose-response

relationship and the optimal therapeutic dose range, as well as the efficacy/toxicity

of a drug. Phase III are the so-called confirmatory trials. They may involve hundreds

to thousands of patients spread over multiple sites and countries. Their aim is to

compare the effects of a tested compound with a placebo or a standard treatment.

Finally, Phase IV trials are conducted after regulatory approval and allow to further

research possible rare or long lasting side effects (Corr and Williams, 2009).

Drug development represents a very long and expensive journey, with low prob-

ability of success. Bringing a drug from concept to market takes 10 to 15 years on

average (Van Norman, 2016; Zheng et al., 2013) and the total research and develop-

ment cost often exceeds 1.3 billion dollars (DiMasi et al., 2016) and keeps rising. Out

of 10,000-20,000 initially identified compounds, only about 1,000 reach the in vitro
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testing. The selection criteria involve optimality of molecular structure and stability

from a manufacture perspective. From the initial 1,000 that reached the in vitro test-

ing stage, only 1 to 10 compounds are selected to be tested in human, and only 10% of

the clinically tested drugs eventually get to the market (El Mouelhi, 2016). In clinical

development, the highest failure rate (around 70%) occurs between Phase II (early)

and Phase III (late) (Patel et al., 2017), and is mostly due to a lack of efficacy and/or

safety (Kola and Landis, 2004). Enhancing the selection of promising compounds in

early phases has therefore become critical. To that purpose a number of tools have

gained increasing importance, such as assay qualification and validation, the use of

biomarkers (Kraus, 2018), machine learning techniques (Chen et al., 2018), adaptive

trial designs (Chang et al., 2006) and Pharmacokinetic-Pharmacodynamic (PK-PD)

modelling and simulation.

PK-PD modelling describes and predicts the time course of the studied biologi-

cal response resulting from a compound’s dose by providing insights into the dose-

exposure-response relationships (Meibohm and Derendorf, 1997). It has been shown

that, compared to classical dose-response models, PK-PD models improve the pre-

cision of parameter estimation significantly (Berges and Chen, 2013). The better

understanding of the underlying exposure-response relationship thus not only pro-

vides potentially earlier and more efficient evaluations of the efficacy and safety of

a compound, it may also accelerate drug development and ideally prevent drug fail-

ure in late stage development, with a consequent cost reduction (Chien et al., 2005;

Rajman, 2008).

While the use of PK-PD models is well-established in the clinical phases of drug

development, it is far less common in preclinical development phases. This ultimately

limits the translation of preclinical findings to first-in-man studies (Gallo, 2010) and

hampers the selection of optimal drug candidates (Rajman, 2008). One of the exam-

ples showing the importance of PK-PD modeling in a preclinical setting is constituted

by drug-drug interaction studies. A drug-drug interaction manifests when the efficacy

and/or toxicity of one agent is affected by a second agent if both are co-administered.

An increased effect resulting from drug interaction is called synergistic, whereas a de-

creased effect is called antagonistic. Studies on PD drug-drug interactions are usually

carried out in vitro or in late phase clinical development, but are rarely performed

in a preclinical in vivo framework. In vitro interactions are normally measured us-

ing statistical models such as Loewe additivity (Loewe and Muischnek, 1926) and

Bliss independence (Bliss, 1939). In clinical trials, synergism and antagonism cannot

be formally determined, because this would require testing a wide dose combination

range in human, which is not ethically possible (Chou, 2008). Therefore, drug co-
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administration is clinically assessed through the comparison between combination and

monotherapy arms. The case study used to illustrate the PK-PD model developed in

Chapter 2 is an exceptional in vivo experiment which allowed to detect PD synergy

before experimentation in human subjects (La Gamba et al., 2018).

The incorporation of prior information from e.g. historical studies and/or expert

opinions could further enhance the potential of PK-PD modeling. Evidently this then

calls for the use of Bayesian methods (Lunn et al., 2002; Wakefield, 1996; Zhou et al.,

2012). The recursive update of parameter estimates whenever new information is

available has been widely explored in various scientific fields outside drug development

(Creal, 2012; Lazkano et al., 2007; Mitra et al., 2005), but has rarely been used within a

PK-PD modeling and simulation framework (Micallef et al., 2007). The main purpose

of Chapter 3 and 4 of this dissertation is to evaluate benefits and limitations resulting

from the sequential integration of in vivo PK-PD data using Bayesian techniques.

Section 1.1 gives an overview of the PK-PD methodology (often referred to as

pharmacometrics) and describes the most common PK and PD models; Section 1.2

revisits population PK-PD modeling from a statistical point of view and illustrates

both frequentist and Bayesian estimation methods, with a focus on the latter. Finally,

the outline of this dissertation is described in Section 1.3.

1.1 Pharmacometrics

Pharmacometrics has recently been defined as the “science of developing and applying

mathematical and statistical models to characterize, understand, and predict a drug’s

pharmacokinetic, pharmacodynamic, and biomarker-outcome behavior” (Williams

and Ette, 2007). One of the main objectives of pharmacometrics is to develop mod-

els which describe the longitudinal relationships between dose and concentration (PK

models) and between concentration and response (PD models), considering individual

subject characteristics. Section 1.1.1 focuses on PK models, whereas PD and PK-PD

models are described in Section 1.1.2.

1.1.1 PK models

PK is commonly defined as the science which studies “what the body does to a

drug” (Holford and Sheiner, 1982). Before reaching the site of action, the drug passes

through different tissues and may undergo some biotransformations. The main pro-

cesses involved in PK are usually referred to as “ADME” (absorption, distribution,

metabolism and excretion). Absorption is the process by which drug molecules com-
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ing from the site of administration enter the bloodstream. Distribution is the process

by which drugs move from the bloodstream to extravascular sites. Metabolism de-

scribes the chemical alteration of drugs so that they become sufficiently water-soluble,

which facilitates the excretion. This last term describes drug transport into the urine

or bile (Jang et al., 2001).

ADME processes are synthetically described using two main approaches: non-

compartmental analysis (NCA) and compartmental analysis. NCA summarizes the

longitudinal exposure profile in a restricted number of descriptive parameters such

as maximum concentration (Cmax), time to reach Cmax (Tmax), half-life (t1/2) and

area under the concentration-time curve (AUC), whereas compartmental analysis de-

scribes the exposure assuming a nonlinear mixed effects model. Although NCA does

not require any model assumptions, it has two major limitations. First, it does not

provide information on the underlying physiological process and second, it may not be

able to visualize or predict concentration-time profiles for untested dosing regimens

(Buil-Bruna et al., 2016).

Unlike the NCA, compartmental analyses estimate physiologically based parame-

ters and allow to predict drug concentrations for unobserved dosing administrations

through simulations. Compartmental analyses conveniently divide the body into a

restricted number of compartments, which represent different regions where the drug

transits. If all physiological processes are accounted for, Physiologically Based Phar-

macokinetic (PBPK) models are typically used. Such models are normally considered

mechanistic, since they mathematically describe the different ADME processes in de-

tail. As opposed to PBPK models, classical PK compartmental models are considered

semi-mechanistic, as they generally describe physiological processes in a more simpli-

fied manner, although the parameters still have a biological interpretation. In this

dissertation, only the latter models will be considered. One-compartment models are

used when the concentration in the systemic circulation and in all tissues decline at

the same rate during drug elimination process; two- or multi-compartment models

are used when the drug is distributed rapidly to some tissues and slowly to other

tissues, i.e., the distribution of the drug happens at two or more rates (Egbelowo,

2018). The most basic compartmental model only includes the central compartment

(which represents the systemic circulation, where the concentration can be measured)

and corresponds to the Intravenous Bolus (IV) administration route. The exponential

decline observed in the elimination is determined by the first order elimination rate

constant ke and the longitudinal profile of the drug concentration in the bloodstream
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(C) is characterized by:
dC

dt
= −keC, (1.1)

with initial condition:

C0 =
A0

V
, (1.2)

where A0 represents the amount of drug at time 0, i.e., the dose, and V is the volume

of distribution. The analytical solution of the differential equation in (1.1) is:

C(t) = C0 exp(−ket). (1.3)

When a drug is orally administered, the oral absorption model is used. This model

assumes that the drug must transit the gastrointestinal tract before reaching the

bloodstream. The rate of change in the gut is described with the following differential

equation:
dA1

dt
= −kaA1, (1.4)

where ka is the first order absorption constant and A1 is the amount of drug in the

gut. The change in amount in the central compartment (A2) results in the following

differential equation:
dA2

dt
= FkaA1 − keA2, (1.5)

where F represents the bioavailability, i.e., the fraction of the dose that reaches the

central compartment. Equations (1.4) and (1.5) yield the analytical solution for the

plasma concentration-time profile:

C(t) =
ka F C0

ka − ke

(
exp(−ket)− exp(−kat)

)
, (1.6)

knowing that the plasma concentration can be found by dividing the amount by the

volume of distribution:

C(t) =
A2(t)

V
. (1.7)

More complex compartment models describe other administration routes (e.g.

constant rate infusion) and multiple dosing regimens (Mortensen et al., 2008). As

mentioned previously, the one-compartment model may not be sufficient to describe

the concentration-time profile when a drug distributes to peripheral tissues. In this

case, one or more peripheral compartments are added to the central compartment,

thus generating two- or multi-compartment models. Finally, models with Michaelis-

Menten kinetics are used when a nonlinear relationship is observed between dose
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and concentration, and PK model parameters are dose-dependent (Mehvar, 2001).

The nonlinearity is due to factors associated with absorption, metabolism, binding or

elimination (Ludden, 1991), and it is often linked to enzymatic activity. A detailed

description of these more complicated PK models can be found in Gabrielsson and

Weiner (2001).

1.1.2 PD models

In contrast to PK, PD is defined as “what the drug does to the body” (Holford and

Sheiner, 1982). PD models characterize the relationship between drug concentration

and the time course of the pharmacological effects, both beneficial and adverse.

One of the simplest and commonly used PD models is the so-called Emax model

(Wagner, 1968). It is used when the observed pharmacological effect (E) is directly

related to drug concentration (C):

E = E0 ±
EmaxC

EC50 + C
, (1.8)

where E0 represents the baseline effect, Emax is the maximum possible effect at-

tributed to the drug and EC50 is the drug concentration producing 50% of the maxi-

mal effect, also known as the drug’s potency. An extension of the Emax model, called

sigmoid Emax model, incorporates a parameter (γ) that describes the steepness of the

concentration-effect relationship:

E = E0 ±
EmaxC

γ

ECγ50 + Cγ
. (1.9)

For some drugs, a temporal lag between plasma concentration and effect is ob-

served. This phenomenon, also referred to as hysteresis, can be due to different factors.

Indirect response models describe effects that are mediated by precursors, which cause

the observed delay: the basic assumption of this class of models is that the pharmaco-

logical response is produced and eliminated by indirect mechanisms (Dayneka et al.,

1993). When no drug is present, the rate of change of the response (R) over time can

be illustrated by the following equation:

dR

dt
= kin − koutR, (1.10)

where kin represents the response production and kout is the first order response

elimination. Drug administration may result in an inhibition or a stimulation of the
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factors controlling for either production or elimination of the response. Inhibition

of the production yields the same longitudinal profile as stimulation of the elimina-

tion. Likewise, inhibition of the elimination yields the same profile as stimulation of

the production. Therefore, understanding of the underlying physiological process is

deemed crucial for correct model development.

The models which assume that inhibitory processes operate on either response

production or elimination are described by

dR

dt
= kinI(t)− koutR (1.11)

and
dR

dt
= kin − koutI(t)R (1.12)

respectively. I(t) represents the inhibitory function:

I(t) = 1− ImaxC

IC50 + C
, (1.13)

where C is plasma concentration, Imax is the maximum inhibition attributed to the

drug and IC50 is the concentration which leads to 50% of the maximal inhibition.

The models describing the stimulation of response production and elimination are

dR

dt
= kinS(t)− koutR (1.14)

and
dR

dt
= kin − koutS(t)R (1.15)

respectively. S(t) is the stimulation function:

S(t) = 1 +
EmaxC

EC50 + C
, (1.16)

where the interpretation of parameters Emax and EC50 is the same as in the equation

(1.8) for the Emax model.

At time t = 0 the system is in steady state for all the indirect response models

described above, which means that, when no drug is present, the response does not

change over time. This is represented by the initial condition:

R0 =
kin
kout

, (1.17)
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where R0 denotes the response at baseline.

Other models assuming a delay between concentration and response are present,

and can be reconducted to the indirect response models. Effect compartment models

are used to describe delayed responses due to drug distribution to the site of action

(Sheiner et al., 1979); signal transduction models assume that the final drug response

is a result of a cascade of biochemical or physiological processes activated by drug-

receptor binding (Sun and Jusko, 1998); irreversible effect models describe irreversible

cellular interactions resulting from the administration of drugs such as chemothera-

peutic agents or enzyme inhibitors (Jusko, 1971). Mager et al. (2003) and Felmlee

et al. (2012) provide an overview of the above-mentioned models and the description

of more complex PD models.

As outlined at the beginning of this section, the aim of all PD models is to provide

a link between concentration and pharmacological response over time. The models

resulting from the integration of PK and PD models link dose, concentration and

response, and are called PK-PD models. Sometimes the standard PK-PD models

cannot be used, as there is no plasma concentration data available. In this case, more

sophisticated methods are available. One of the most commonly used is the so-called

K-PD model, which assumes that a dose rate as a function of time, rather than the

traditional full PK profile, determines the response (Gabrielsson et al., 2019; Jacqmin

et al., 2007; Tod, 2008). Compared to the dose-response models, which describe a

static relationship between dose and PD response, K-PD models allow to analyse

time-varying PD profiles as a consequence of the unmeasured time-varying exposure

profiles. Jacqmin et al. (2007) show the equation of an indirect response K-PD model

with IV bolus input. In Chapter 2 of this dissertation, an indirect response model

assuming an oral administration is presented and discussed.

1.2 Nonlinear hierarchical models and Bayesian estimation

In pharmacometrics, a population PK-PD model is referred to as a PK-PD model

that considers inter-individual variability by estimating subject-specific parameters.

Statistically, population PK-PD models belong to the class of nonlinear hierarchi-

cal models. In these models the population mean of the response is modelled as a

nonlinear function in at least one of the underlying parameters (Pinheiro, 2002).

The general definition of a nonlinear hierarchical model for repeated measurements

can be expressed as two separate stages (Lindstrom and Bates, 1990). Letting yi,j be

8



the response variable of the jth observation on the ith subject, the first stage is:

yi,j = f(φi,xi,j) + εi,j , (1.18)

where f is a nonlinear function of a vector of subject-specific parameters φi and a

vector of measurement-specific covariates xi,j . For example, f may be a compartment

model, φi the subject-specific vector of PK parameters and xi,j would include dose, di,

and sampling time, ti,j . For illustrative purposes, εi,j are assumed to be independent

normally distributed error terms, with variance σ2. It should be noted, however, that

the error terms may not be additive, and may follow other distributions.

In the second stage, the parameter vector is expressed as a function of fixed pa-

rameters (vector β) and random effects (vector bi), which are assumed to follow a

normal distribution with mean vector 0 and covariance matrix Ψ:

φi = g(W iβ;Zibi), (1.19)

where W i and Zi are the design matrices for fixed and random effects respectively,

and g(.) is the link function ensuring that parameters are restricted to a physiologically

meaningful range.

The parameters of PK-PD models are typically estimated in a frequentist frame-

work using the maximum likelihood approach, which finds the parameter values that

maximize the marginal likelihood:

l(β,Ψ, σ2 |y) =

∫
l(b,β, σ2 |y)p(b|Ψ) db, (1.20)

where p(.) is the probability density function of b. When the function f is nonlinear in

the random effects, the integral in (1.20) cannot be solved analytically, and numerical

approximations are used. Two of the most common approximation methods linearize

f using a first-order or a second-order Taylor expansion around the conditional modes

of the random effects. These methods are known as First-Order Conditional Esti-

mation (FOCE) and Laplacian approximation respectively (Wang, 2007). Another

method uses the Stochastic Approximation Expectation Maximization (SAEM) algo-

rithm, a powerful tool that is normally able to converge to a maximum of the likelihood

under general conditions (Delyon et al., 1999). These methods are implemented in the

most used pharmacometric software packages, such as NONMEM (NONlinear Mixed

Effects Modeling) (Keizer et al., 2013) and Monolix (Lavielle and Mentré, 2007), as

well as in more general statistical software packages such as R (R Core Team, 2013)

9



and SAS (SAS Institute, Cary, NC). A comparison of their performance can be found

in Plan et al. (2012).

While the frequentist PK-PD literature has greatly expanded over the last 50

years, the applications of Bayesian methods in pharmacometrics are still relatively

limited. The incorporation of prior information (from historical trials, literature or

expert opinion) increases estimates’ precision and achieves a higher statistical power

(Gupta, 2012). In some areas of drug development, such as pediatrics, the Bayesian

paradigm has been shown as an essential framework allowing to explicitly extrapolate

adult information for the design and/or analysis of pediatric studies, usually char-

acterized by limited available data (Gamalo-Siebers et al., 2017; Wadsworth et al.,

2018). The Bayesian approach is also recently expanding in the context of adap-

tive design techniques, as it provides a naturally sequential learning paradigm by

continuously updating parameter estimates over time (Zhou et al., 2008). Bayesian

methodology assumes that all unknown parameters are random variables. These vari-

ables follow a certain distribution, whose parameters (called hyperparameters) may

be in turn considered random. Therefore, a Bayesian model is intrinsically specified

in a hierarchical fashion (Lee and Chu, 2012). The definition of a Bayesian nonlinear

hierarchical model (Lesaffre and Lawson, 2012) extends equations (1.18) and (1.19)

specifying:

β ∼ p(β), Ψ ∼ p(Ψ), σ2 ∼ p(σ2), (1.21)

where p(.) denotes the chosen prior distribution, i.e., the probability distribution

expressing the knowledge prior to the current data collection. Assuming independence

of all the unknown parameters, the joint prior distribution is:

p(θ) = p(β)p(Ψ)p(σ2). (1.22)

In the Bayesian theory, prior knowledge is updated after data collection. The pos-

terior probability incorporates prior knowledge and the information emerged from the

current experiment. Applying Bayes’ theorem in the context of nonlinear hierarchical

models, the posterior distribution can be defined as:

p(β,Ψ, σ2|y) ∝ l(β,Ψ, σ2|y)p(θ). (1.23)

As no analytical solution of the posterior distribution is generally possible, itera-

tive methods must be used. Markov chain Monte Carlo (MCMC) techniques are

algorithms that have revolutionized the field of Bayesian statistics since the 1980s,

allowing the applicability of Bayesian theory to real-life settings. The most widely
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applied MCMC method is the Metropolis-Hastings (MH) algorithm. A special case

of the MH is the Gibbs sampler, which iteratively simulates from the full conditional

distributions of each of the unknown parameters in the model, given the current val-

ues of all other parameters (Lunn et al., 2002). A variation of the Gibbs sampler

(namely, the block Gibbs sampler) is the default algorithm implemented in the most

popular Bayesian software package WinBUGS (Lunn et al., 2012) and its open source

version, OpenBUGS. JAGS (Just Another Gibbs Sampler) (Plummer, 2003) is a more

recent and computationally efficient variant of WinBUGS and uses slice sampling as

a default algorithm (Neal, 2003). All these software packages belong to the BUGS

(“Bayesian inference Using Gibbs Sampling”) family.

Although Gibbs Sampling is the most commonly used algorithm in Bayesian ap-

plications, it can have long run times in multi-dimensional problems. In particular,

nonlinear hierarchical models are often characterized by a high number of correlated

parameters (Li and Vu, 2013). Therefore, updating one or few parameters at a time

by sampling from conditional distributions can be very inefficient, since only low di-

mensional moves are possible from the current state. In general, Random walk Monte

Carlo methods, which include all the algorithms used by the BUGS family, cannot

propose samples in regions that are far from the current state. This increases both

autocorrelation and convergence time, as a high number of transitions is necessary to

move among regions (Monnahan et al., 2017).

The need of a sampler which considers the multi-dimensional nature of the poste-

rior and proposes draws from very distant regions without exhibiting a random walk

behavior led to the recent development of Stan software (Gelman et al., 2015). Stan

uses the principles of Hamiltonian dynamics (Duane et al., 1987) to efficiently explore

distant regions of the state space while keeping a high probability of acceptance. The

Hamiltonian Monte Carlo (HMC) algorithm (Neal, 2011) proposes a state by com-

puting a trajectory based on the gradient of the negative logarithm of the posterior

density and auxiliary momentum values, which are sampled from a normal distribu-

tion. Specifically, the algorithm implemented in Stan (the No-U-Turn sampler, or

NUTS) (Hoffman and Gelman, 2014) is an extension of the HMC which automati-

cally determines both step size and number of steps of the trajectory. In this way,

the trajectories are long enough for an efficient exploration of the parameter space,

but not too long to cause a higher number of rejected states or divergent transitions.

Formally, let θ be the parameter vector of interest, and let ρ be the vector of the

momentum variables. The transition from the current value of θ to the new proposal
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θ? occurs as follows. Firstly, a value for the momentum is drawn independently of θ:

ρ ∼MultiNormal(0,Σ), (1.24)

where Σ is the covariance matrix, which needs to be initialized and is tuned during

the warm-up phase. Afterwards, the joint system (ρ,θ) is evolved through Hamilton’s

equations, which can be simplified as:

dθ

dt
=
∂T (ρ|θ)

∂ρ

dρ

dt
= −∂V (θ)

∂θ
,

(1.25)

where T (ρ|θ) is referred to as kinetic energy:

T (ρ|θ) = − log p(ρ|θ), (1.26)

whereas V (θ) is the potential energy:

V (θ) = − log p(θ), (1.27)

where p(.) indicates the probability density function. Kinetic and potential energy

constitute a Hamiltonian, H(ρ,θ):

H(ρ,θ) = T (ρ|θ) + V (θ). (1.28)

The system of differential equations in (1.25) is solved using a numerical integration

algorithm known as leapfrog integrator (Leimkuhler and Reich, 2004). Finally, a

Metropolis acceptance step is applied, accounting for numerical errors during inte-

gration (Betancourt, 2018; Stan Development Team, 2018). The probability that the

transition from the current state (ρ,θ) to the proposal (ρ?,θ?) is accepted is equal

to:

min(1, exp(H(ρ,θ)−H(ρ?,θ?))). (1.29)

The higher efficiency of the HMC compared to the Gibbs sampling and the MH

algorithm is illustrated in Figure 1.1.

As previously mentioned, even though Bayesian and computer intensive statisti-

cal methods are continuously expanding, their use in the pharmacometric field is still

limited. This is partly due to the lack of familiarity with Bayesian concepts by PK-

PD scientists as well as the absence of a well-established Bayesian software package:
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Figure 1.1. Comparison of Gibbs sampling (A), MH (B) and HMC (C) for a
two-dimensional distribution. Gibbs sampler’s local moves are due to the fact that
the parameters are updated one at a time, compromising the efficiency especially in
the case of high correlation. Although the MH algorithm updates the parameters
all at once, its guess-and-check strategy still causes high autocorrelation and slow
convergence. Conversely, the HMC moves rapidly within the areas of high density,
thus converging much faster.
Source: Mathieu Lê, Gaussian Processes to Speed up Hamiltonian Monte Carlo.
https://www.slideserve.com/kosey/gaussian-processes-to-speed-up-hamiltonian-
monte-carlo

WinBUGS with its PKBugs interface (Lunn et al., 2002) is usually much slower com-

pared to NONMEM (yet considered the gold standard software for PK-PD modeling);

Stan is gaining popularity in these very last years, but it is still rarely used in the

area of PK-PD models (Erhardt et al., 2018), and further applications are needed to

corroborate its potential.

This dissertation focuses on a specific application of Bayesian methods which is

well-established in fields such as robotics (Lazkano et al., 2007), econometrics (Creal,

2012) and image processing (Mitra et al., 2005), but it has rarely been used in drug

development (Micallef et al., 2007): the Bayesian sequential integration of a series

of PK-PD studies. The research is motivated by the fact that in discovery and pre-

clinical development the data are not always collected all at once, but they may be

provided in different time periods due to logistical or ethical reasons. It follows that

a Bayesian analysis of the data seems a natural and appealing approach, using the

posterior distributions from a study to determine the hyperparameters of the priors

of the following study. The recursive update of posterior distributions whenever new

information becomes available is less time-consuming compared to a Bayesian analysis
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of all available data up to the current study. However, the application of this method

in the field of nonlinear hierarchical models may have counterintuitive implications

due to the high-dimensional correlated parametric structure, as will be illustrated in

this dissertation.

As the methodology is principally illustrated using in vivo data, opportunities and

challenges discussed in this thesis are particularly applicable to a preclinical setting.

However, some results may also be extended to clinical trials, since Bayesian sequential

integration is consistent with the “learn as we go” approach (Lee and Chu, 2012) that

is currently reshaping clinical drug development thanks to its gains in efficiency.

1.3 Thesis Outline

In Chapter 2, a novel K-PD model for the estimation of PD synergy between two

compounds is introduced, and an application is illustrated using preclinical in vivo

data. It is shown that this model is an extension of the Loewe additivity model in the

situation when a compound is inactive if administered as a monotherapy (Harbron,

2010). A Bayesian estimation is considered, as it allows to integrate the information

from a historical study with the current data.

Since the data of the combination case study described in Chapter 2 were col-

lected over time through separate experiments, in Chapter 3 a Bayesian sequential

integration of the experiments is assessed. The challenges arising from the sequential

integration in a PK-PD framework are outlined with respect to prior specification,

random effect choice and experimental study design. Lessons learned are discussed

and a practical guidance is provided to prevent the derivation of inaccurate and im-

precise estimates.

In Chapter 4, the findings from the case study are extended to more general scenar-

ios through a simulation study, which compares the Bayesian sequential integration

to a more traditional Bayesian pooling that integrates the studies all at once. Both

linear and nonlinear models are used and a particular focus is given to the impact of

prior specification and design of experiments.

Finally, a general discussion of the presented methodology as well as future re-

search is provided in Chapter 5.
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Chapter 2
A Bayesian K-PD model for synergy: A case study

In this chapter, a novel K-PD model for the estimation of PD synergy between two

compounds is introduced, and an application is illustrated using preclinical in vivo

data. It is shown that this model is an extension of the Loewe additivity model in the

situation when a compound is inactive if administered as a monotherapy. A Bayesian

estimation is considered, as it allows to integrate the information from a historical

study with the current data.

This chapter has been published as:

La Gamba, F., Jacobs, T., Geys, H., Ver Donck, L., and Faes, C. (2018). A Bayesian

K-PD model for synergy: a case study. Pharmaceutical Statistics, 17:674–684. doi:

10.1002/pst.1887.
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Coadministration of 2 or more compounds can alter both the pharmacokinet-
ics and pharmacodynamics of individual compounds. While experiments on
pharmacodynamic drug-drug interactions are usually performed in an in vitro
setting, this experiment focuses on an in vivo setting. The change over time
of a safety biomarker is modeled using an indirect response model, in which
the virtual pharmacokinetic profile of one compound drives the effect of the
other. Several experiments at different dose level combinations were performed
sequentially. While a traditional frequentist analysis consists of estimating the
model parameters based on all the data simultaneously, in this work, we con-
sider a Bayesian inference framework allowing to incorporate the results from a
historical dose-response experiment.
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1 INTRODUCTION

For several years, the coadministration of multiple compounds has become a standard practice in the treat-
ment of patients. Nevertheless, the coadministration of 2 or more compounds can potentially—intentionally or
unintentionally—alter the systemic exposure and/or the pharmacological effects of the individual compounds. The effect
on the systemic exposure is commonly called the pharmacokinetic (or PK) interaction, whereas the pharmacological
effect of the drug on the body is called the pharmacodynamic (or PD) interaction. Experiments on PD drug-drug interac-
tions are usually performed in an in vitro setting, but are rarely undertaken in an in vivo framework, unless at late stage
drug development (Phase 3). This manuscript will focus on an exceptional preclinical in vivo example, where in vivo rat
data were used to investigate the synergy of 2 compounds (a marketed compound and a novel experimental compound)
at a PD level.

The first PD models were introduced by Levy,1,2 who showed that the intensity of the effect attributed to a compound can
be linearly related to the logarithm of the concentration of the compound itself. In the late 1960s, recognizing that a linear
relationship was only valid within a limited concentration range, Wagner3 proposed a nonlinear concentration-response
relationship, also known as the Emax model. The sigmoid Emax model is an extension of the Emax model that allows
for different slopes of the concentration-effect relationship. The above models assume that effects are proportionally
mediated by drug concentrations. However, sometimes a time lag between concentration and observed effect may
occur. Such a delay can be caused by different factors (eg, kinetics of receptor activation, active metabolites, or change
in baseline over time). More complex models were proposed to explain this phenomenon, also called hysteresis: bio-
phase distribution models (Sheiner et al4), indirect response models (Dayneka et al5), and signal transduction models
(Sun and Jusko6).

The goal of this paper is to integrate knowledge from sequential in vivo experiments using a Bayesian hierarchical
semimechanistic model. An indirect response model with a virtual PK profile (also called K-PD model7) will be used, with

674 © 2018 John Wiley & Sons, Ltd. wileyonlinelibrary.com/journal/pst Pharmaceutical Statistics. 2018;17:674–684.
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a PD interaction at the IC50 (the drug amount that produces 50% of maximum inhibition). Random effects are incorporated
to allow for differences between animals.

The structure of the paper is as follows. Section 2 describes the motivational case study. In Section 3, a K-PD model for
drug-drug interaction is proposed, and the synergy between compounds is discussed in terms of the model. Details on the
Bayesian specification of the model are given as well. Section 4 then describes the results of this method applied to the
data of Section 2 and a final discussion is given in Section 5.

2 CASE STUDY

The case study consists of 11 experiments as well as a historical experiment to be integrated in the analysis. It was part of
the preclinical safety evaluation of a new experimental compound meant to be coadministered with a compound already
available on the market.8

For the marketed compound, historical experimental data were used to assess its safety.9 Ten doses, ranging between
0 and 10 mg/kg, were investigated. A total of 55 rats were randomly allocated to receive a single dose of the marketed
compound (Table 1). For each of those animals' body temperature, the safety biomarker of interest was assessed up to
24 hours after oral administration. Dose related changes were observed for extremely high doses, indicating potential side
effects (Figure 1).

TABLE 1 Dose levels used in historical experiment of marketed compound

Dose, mg/kg 0 0.04 0.08 0.16 0.31 0.63 1.25 2.5 5 10
Group size 5 5 5 5 5 5 5 5 5 10

FIGURE 1 Time profiles of 9 individuals from the historical experiment
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Figure 1 shows the observed body temperature profiles for 9 representative individuals. They show, for high dose levels,
a rapid decline of body temperature, followed by a return to the baseline level within a few hours. Further, it is noted that
both the maximal observed effect and the time to reach the maximal effect increase with increasing dose levels.

In light of the dose response of the marketed compound and with the intent to develop a new compound for coadmin-
istration, a new experiment was designed to evaluate whether an interaction between both compounds occurs. A total of
20 animals were used in the experiment, with 5 animals randomized to each of 4 treatment groups. Group 1 received a
single dose of the vehicle (0 mg/kg); group 2 received the maximum dose from the historical experiment (ie, 10 mg/kg);
group 3 obtained a high dose of the novel compound (40 mg/kg); and group 4 received a combination of both compounds
(10 mg/kg of the marketed compound and 40 mg/kg of the new compound). Body temperature was assessed every hour
after administration for 4 hours. High doses were chosen to maximize the chance of detecting a PD interaction between
both compounds. A PK interaction was not formally statistically tested. However, no major PK interaction was observed
in an exploratory experiment. As expected, animals in the vehicle (group 1) and novel (group 3) treatment groups did not
show any effect on body temperature, whereas animals attributed to the marketed compound (group 2) showed an effect
in line with the historical dose response experiment of the marketed compound. Nevertheless, it was unexpected that
animals assigned to the combination group (group 4) showed a more pronounced change in body temperature compared
with the group treated with the marketed compound only (Figure 2). To further understand this synergetic behavior and
its potential impact on future drug development, the experiment was repeated 10 times, each time with a different com-
bination of dose levels (Table 2, Figure 3). Because plasma samples could potentially impact body temperatures, plasma
concentration-time profiles were not obtained.

FIGURE 2 Time profiles of the individuals from experiment 1
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TABLE 2 Dose levels used in current experiments of drug-drug interactions

Experiment 1 2 3 4 5 6 7 8 9 10 11

Marketed compound, mg/kg 10 2.5 10 0.63 10 0.16 2.5 0.63 0.16 0.04 0.04
Novel compound, mg/kg 40 40 10 40 2.5 40 10 10 10 10 40

FIGURE 3 Dose scheme used in current set of experiments of drug-drug interactions (in logarithmic scale)

3 METHODS

In this section, we first describe a K-PD model for the analysis of the historical experimental data of the marketed com-
pound (Section 3.1). This model is then extended to describe the synergy of compounds in Section 3.2. Details on the
Bayesian estimation are given in Section 3.3.

3.1 Analysis of historical data using a K-PD model
Let us first focus on the analysis of the historical experiment of the marketed compound. Turnover models, also referred to
as indirect PD response models, cope with profiles such as the ones observed in Figure 1. These models take into account
the mechanism of action of the drug and other aspects of biological reality (Dayneka5 and Sharma and Jusko10) and are
therefore called semimechanistic models. An enzyme, protein, or biomarker is produced and proportionally eliminated
continuously over time. In the absence of the compound, the production and elimination processes are in equilibrium.
The administration of a compound results in an increase of the drug concentration in plasma over time. This drug will bind
to a receptor in a concentration-dependent manner, which in turn can block or boost either of these processes pending
the physiological pathway. Turnover models are appropriate when there is a time lag between exposure and the observed
effect of the biomarker. For an extensive review of turnover models, we refer to Sharma and Jusko11 and Gabrielson and
Weiner.12

Let Rit denote the observed body temperature for animal i at time t. We propose the use of a turnover model with an
inhibition process operating on the production of body heat, namely,

Rit ∼ N(R̄it, 𝜎2
R), (1)

dR̄it

dt
= kin

(
1 − ImaxCit

IC50 + Cit

)
− koutR̄it. (2)

Equation 2 describes the body temperature change over time. R̄it is the expected body temperature for animal i at time
t. The parameters kin and kout are the rate for production and elimination of body heat, respectively. Inhibition of the
production depends on the amount of the marketed compound in the central compartment Cit and is characterized by
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the maximal inhibition of the production rate, Imax (0 ≤ Imax ≤ 1) and the drug amount to inhibit the production to 50%
(IC50). In what follows, we will refer to this IC50 value as the potency of the compound. The model takes into account
residual error via Equation 1, with 𝜎2

R the measurement error variance.
As the amount Cit for animal i at time t could not be measured, a virtual PK profile is assumed to drive the inhibition

of body heat7:
dAe,it

dt
= −kaAe,it, (3)

dCit

dt
= kaAe,it − keCit. (4)

This represents a first-order one-compartment PK model with oral absorption. The amount of the marketed compound
in the absorption depot is represented as Ae,it. The parameter ka is the absorption constant, whereas the parameter ke is
the elimination constant.

The full K-PD model is given by Equations 1 to 4. At time t = 0, Ae,i0 corresponds to the dose of the marketed compound,
Ci0 = 0 as no drug amount is present in the central compartment before the actual administration of the compound and
Ri0 = kin∕kout corresponds to the fact that body temperature is in a steady state condition prior to administration of the
compound.

It should be noted that the lack of information on the exposure-time profile causes a form of model overspecification,
as it does not allow the identifiability of some parameters. In particular, IC50 could not be estimated and was set to 1, as
discussed in Section 3.2. In Jacqmin et al,7 an intravenous (IV) infusion model was used, so that the underlying exposure
is fully corresponding to the dose level. In our context, an oral absorption model is implemented, where the bioavail-
ability cannot be estimated as such. As a result, IC50 becomes not estimable (confounded up to a factor). The absence of
information on the absorption phase of the marketed compound further causes nonidentifiability of ka: The compound
first needs to reach the site of action to induce a physiological downstream reaction. Hence, the unobserved absorption
needs to be faster than the change in response. This implies that kout is a lower boundary of the absorption rate, so the
true absorption rate is censored. To overcome this identifiability problem, ka was set to e5, which reflects a fast change in
body temperature during the first hour. This assumption of an extremely fast absorption process makes the model com-
parable to the model with IV bolus administration illustrated by Jacqmin et al.7 A sensitivity analysis confirms that the
IV bolus and our proposed model give the same results.

To allow for heterogeneity amongst animals, a random effect was added for body temperature at baseline Ri0,

Ri0 ∼ N(R̄0, 𝜎2
R0
).

Inclusion of random effects on other parameters (kin and kout) was also evaluated.

3.2 Synergy
Up to this point, only the effect of the marketed compound has been accounted for. In this section, the model is extended
to include the effect of the novel compound onto the marketed compound.

Given the absence of a PK interaction between the 2 compounds and the inactivity of the novel compound on body
temperature and given the fact that the coadministration did not affect the maximal effect (Imax) observed in the historical
experiment on the marketed compound, it is assumed that the presence of the novel compound increases the potency of
the marketed compound with respect to body temperature. Therefore, the following definition for the potency is proposed:

IC50new = exp
(
𝛼0 + 𝛼An,i0 + 𝛽Ae,i0An,i0

)

= IC50 exp
(
𝛼An,i0 + 𝛽Ae,i0An,i0

)
,

(5)

where An,i0 and Ae,i0 are the doses of the novel and marketed compound for the ith individual.
Although, as mentioned above, IC50 = exp (𝛼0) is fixed to 1 due to the lack of PK information, this parameterization

allows to generalize the model to a nonvirtual PK profile, from which IC50 can be estimated.
The main effect 𝛼 represents how the novel compound influences the binding of the marketed compound at the receptor.

Note that in the particular scenario of Ae,i0 = 0, An,i0 > 0 and 𝛼 ≠ 0, one obtains IC50new = IC50 exp
(
𝛼An,i0

)
. Hence, in

this case, IC50new ≠ IC50, which makes sense since binding cannot be observed when no dose of the marketed compound
is administered.
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The interaction coefficient 𝛽 can be initially considered as controversial, as in this way the potency of a compound is
made dependent on its dose. However, also the amount of marketed compound near the receptor can modify the impact
of the novel compound on the potency of the marketed compound itself. This interaction is expressed by 𝛽.

An extensive publication list on models for coadministration of compounds can be found in Harbron et al.13 However,
such models measure in vitro synergy. One of the most widely used methods is the Loewe additivity model13:

d1

D𝑦,1
+ d2

D𝑦,2

{= 1 Loewe Additivity
< 1 Loewe Synergy
> 1 Loewe Antagonism

, (6)

where y represents the effect that 2 compounds produce when they are administered as monotherapy with doses Dy,1

and Dy,2, respectively and d1 and d2 represent the doses of the 2 compounds that produce the same effect as Dy,1 and
Dy,2 when both compounds are coadministered. In the specific case where one compound is inactive if administered as
monotherapy, the in vitro Equation 6 simplifies to

d1

D𝑦,1

{= 1 Inertism
< 1 Synergy
> 1 Antagonism

. (7)

Thus, an in vitro synergistic behavior is observed if the dose of the active compound required to achieve the effect
in combination is less than required in monotherapy.14 Note that, according to the so-called Saariselkä agreement,15

the terms synergism/antagonism (without a leading adjective) are used for an increased/decreased effect following the
coadministration when only one compound is active.

The proposed parameterization given in (5) is consistent with the Loewe additivity model in the special situation of one
active compound. The synergy is built into the model as follows:

ImaxCit

IC50new + Cit
= ImaxCit

IC50 exp
(
𝛼An,i0 + 𝛽Ae,i0An,i0

)
+ Cit

=
ImaxCit exp

(
−𝛼An,i0 − 𝛽Ae,i0An,i0

)

IC50 + Cit exp
(
−𝛼An;i0 − 𝛽Ae,i0An,i0

) .
(8)

Based on this rearrangement of the equation and under the assumption of linear kinetics, one obtains

d1 = D𝑦,1 exp
(
𝛼Ani0 + 𝛽Ae,i0An,i0

)
,

which reflects how much one needs to adjust the dose in the combination therapy to obtain the same effect y as under
monotherapy. Furthermore, one can easily see that

d1

D𝑦,1
= exp

(
𝛼Ani0 + 𝛽Ae,i0An,i0

)
=

IC50new

IC50
. (9)

Hence, in case An,i0 = 0, it follows that IC50new = IC50. This is comparable with the Loewe additivity model where
d2 = 0 implies that d1 = Dy,1 or, in other words, that the compound is additive to itself.

So, when 2 compounds are coadministered, the evaluation whether the interaction is additive, synergistic, or antago-
nistic depends on the value of IC50new :

• IC50new = IC50, means that the effect of the marketed compound remains independent of the novel compound and
corresponds to the definition of additivity;

• IC50new < IC50 means that a lower exposure for the marketed compound is required in the presence of the novel
compound to obtain the same effect, hence synergy;

• IC50new > IC50 means that a higher exposure for the marketed compound is required in the presence of the novel
compound to obtain the same effect, hence antagonism.

This illustrates that the model presented in this paper can be considered as an extension of the Loewe additivity
approach to an in vivo framework in the special situation when a compound is inactive if administered as a monotherapy.
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3.3 Bayesian data integration
The data of all experiments were collected at the same laboratory by the same scientist. This justifies to pool the
experiments and analyze all data altogether.

Initially, a likelihood-based model was used to estimate the parameters based on all pooled experiments (1-11) using
NONMEM software16 (version 7.3.0). This however resulted in convergence issues even with different starting values
and different estimation methods (SAEM and Laplace). Therefore, a Bayesian model was considered as it allows to take
into account prior knowledge from the historical dose-response experiment on the marketed compound, thus avoiding
potential performance issues and facilitating convergence by restricting the exploration of the parameter space. Prior dis-
tributions were chosen reflecting the knowledge on the marketed compound. In particular, expected values were set equal
to point estimates obtained from the historical data. The standard errors were doubled to down weight the information
derived from the previous analysis (since the historical experiment was conducted 2 decades before the new experiments.9)
The priors for ke and kout were assumed lognormally distributed, Imax was assumed to follow a beta distribution, and a
uniform distribution with parameters −10 and 10 was used as a prior for 𝛼 and 𝛽. An inverse gamma distribution was
used as a prior for the measurement error variance 𝜎2

R, and lognormal and inverse gamma distributions were used as pri-
ors for the mean and variance of the random effect (R̄0 and 𝜎2

R0
). Table 3 summarizes the set of prior distributions for the

parameters of the above presented model.
The use of uninformative priors was also evaluated, but it led to convergence issues because of the high model

complexity relatively to the amount of data.
The Bayesian model was estimated using the No-U-Turn Sampler algorithm in Stan17 (rstan version 2.14.1).

Specifically, 3 Markov chains were run, with a total length equal to 3000 (2000 draws for each chain, of which 1000
warmup). The correlation among Markov chain samples and the degree of convergence were also assessed through the
effective sample size and the R-hat statistic, respectively.

The graphic representation was made using the statistical software package Rversion 3.3.3 (Foundation for
Statistical Computing, Vienna, Austria).

4 RESULTS

In this section, we present the results of the above described synergy model. We first show the evaluation of model
performance, followed by model parameter estimation and model prediction.

Our Bayesian model seemed to fit the data well. Individual estimates of body temperature for data of experiment 1 are
shown in Figure 4. Columns 1 and 2 show the observed and estimated time profiles of rats in treatment group 1 (no treat-
ment) and group 3 (novel compound), respectively. Clearly, when the novel compound is administered as monotherapy,
there are no temperature variations over time. Column 3 displays the profiles in treatment group 2 (marketed compound),
showing a substantial decrease in body temperature, which reaches its maximum 1 hour after oral administration, fol-
lowed by an increase that reaches the initial steady state 4 hours after administration. Column 4 shows the profiles for
rats in treatment group 4 (coadministration): It is possible to observe a later maximal effect and an increase in potency
as the decrease is much more pronounced, reaching its maximum approximately 2 or 3 hours after administration. Body

TABLE 3 Priors relative to the parameters
of the Bayesian K-PD model for synergy

Parameter Prior Distribution

ke logN( − 0.115, 0.514)
kout logN(1.93, 6.84)
Imax Beta(19.574, 174.532)
R̄0 logN(3.61, 0.002)
𝛼 Unif( − 10, 10)
𝛽 Unif( − 10, 10)
𝜎2

R0
Inv-Gamma(2.022, 1.186)a

𝜎2
R Inv-Gamma(54.441, 24.476)a

aThe inverse-gamma distribution is parameterized
with 𝛼 and 𝛽, ie, the PDF is 𝛽𝛼

Γ(𝛼) x−𝛼−1exp
(

−𝛽
x

)
.
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FIGURE 4 Individual estimates (solid line) and credible intervals (grey bands), experiment 1

TABLE 4 Results from the Bayesian model: posterior mean, 95%
credible intervals, effective sample size, and R-hat statistic

Parameter Posterior Mean 95%CI ESS R-hat

ke 0.50 (0.41-0.58) 3000 1
kout 1.26 (1.01-1.57) 3000 1
Imax 0.19 (0.16-0.22) 2509 1
R̄0 37.16 (37.10-37.22) 3000 1
𝛼 −1.17 (−1.51 to − 0.80) 3000 1
𝛽 −0.67 (−1.46 to − 0.06) 1792 1
𝜎2

R0
0.14 (0.11-0.19) 2322 1

𝜎2
R 0.30 (0.28-0.33) 3000 1

Abbreviation: ESS, effective sample size.

R

temperature takes longer than 4 hours before reaching the steady state. The estimated time profiles in experiments 2 to 
11 are given in the Appendix A.1.

Table 4 shows posterior mean, 95% credible intervals, effective sample size, and R-hat statistic for the parameters in the 
model. The value of R-hat is equal to unity for all parameters, meaning that the chains are well mixed and they are all 
exploring the same regions of parameter space. The effective sample size is equal to its maximum for all parameters except 
for Imax, 𝛽 and 𝜎2

0 
. Particularly, the lower value for 𝛽 indicates a higher correlation among the Markov chain samples 

for this parameter. This was to be expected since only the observations belonging to the combination treatment group 
actually contribute to the estimation of 𝛽.
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The maximal inhibition of the production rate is likely between 16% and 22%. The negative posterior means of 𝛼
and 𝛽 (with credible intervals not including 0) confirm the presence of a pharmacodynamic synergy between the study
compounds, as IC50new < IC50.

The model estimates are used to illustrate IC50new (Figure 5) and maximum predicted temperature change (Figure 6) as
a function of both the marketed and the novel compound. It can be observed that the synergistic behavior affects body
temperature only for high doses of the marketed compound (higher than 2.5 mg/kg), whereas low doses produce negligible
deviations in body temperature independently of the novel compound dose. This illustrates that the synergistic behavior
between the 2 compounds is only observed at dose level combinations well above the clinical range (until 0.1 mg/kg) and
that clinically relevant dose levels remain without effect.

FIGURE 5 Change in IC50new
depending on the marketed compound dose (in logarithmic scale), according to 3 different doses of the novel

compound: 0 mg/kg (solid line), 10 mg/kg (dashed line), and 40 mg/kg (dotted line)

FIGURE 6 Maximum predicted temperature change from baseline depending on the marketed compound dose (in logarithmic scale),
according to 3 different doses of the novel compound: 0 mg/kg (solid line), 10 mg/kg (dashed line), and 40 mg/kg (dotted line)
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5 DISCUSSION

In this paper, a novel K-PD model for the estimation of synergy is presented. The use of a physiologically inspired model
enables translating the scientific questions of interest directly into tangible parameters, leading to clearly interpretable
conclusions. Our proposed model directly quantifies the impact of the new compound on the safety of the existing com-
pound in 1 or 2 parameters. It is therefore easier to interpret when compared with a model such as a spline or polynomial.
It has been demonstrated that the model is an extension of the in vitro synergy methodology to in vivo data using the
Loewe additivity model in the situation when a compound is inactive if administered as a monotherapy.

Unlike the frequentist framework, the Bayesian framework allows to borrow information from the historical experi-
ment, thus facilitating convergence. The model has proven to work well when all data coming from different experiments
conducted in different time periods were pooled. Further work is being devoted to keeping the sequential nature of the
experiments, ie, fitting a Bayesian model in a sequential manner, so that the posterior distributions resulting from an
experiment are used to determine the hyperparameters of the prior distributions of the experiment which follows.

As mentioned previously in Section 3, several models were performed by including random effects on different parame-
ters. The choice of random effects highly affected the model performance: As an example, substantially biased parameter
estimates were observed when the random effect was allocated to the parameter kout. A possible explanation of such
behavior could be related to the highly correlated parameter space, which leads to overcompensated estimates. A highly
correlated parametric space is a typical property of nonlinear hierarchical models. Nevertheless, the parameter correlation
becomes particularly high in models with virtual variables.18

Prior elicitation represented another challenge in fitting the presented model: The use of uninformative priors led to
convergence issues due to the combination of a complex, but physiologically inspired model and a highly correlated
parameter space. When data are scarce, there is a lack of information that leads to a higher correlated parametric space,
where parameters compensate each other. Increasing the informativeness of priors, on the other hand, gives the possibility
to add prior information, causing more stability and less convergence problems. In such context, the information coming
from the historical experiment was particularly useful, because it helped choosing the prior distributions for analyzing
the data under study. These evaluations will be more deeply explored in future work. The stiffness of prior choice did not
allow the consideration of multivariate prior distributions, which incorporate the intercorrelations among parameters, as
this would further increase the computational burden and convergence issues.

It should be noted that only a limited design space was assessed in this case study. This is due to its explorative nature:
In a preclinical context, practical constraints such as limitation of animal facilities and workload of laboratory technicians
prohibit the design of an optimal set of dose combinations. Furthermore, the studies were designed without the consulta-
tion with a statistician. The case study illustrated in this manuscript highlights the importance of involving statisticians
at the experimental design phase, so that both scientists and statisticians can benefit from such a collaboration. Neverthe-
less, the compound doses assessed in this study were sufficient for the calculation of accurate parameter estimates and
good model fitting.

Lastly, it needs to be emphasized that expressing the potency in function of treatment doses is solely used in the absence
of the plasma concentration-time profiles. The latter would be a more suitable covariate to describe the activity at the
receptor and therefore the synergy. Hence, the dose levels are only an approximation of the true exposure at the receptor
levels. As previously described, the lack of PK information causes nonidentifiability of IC50. It should be noted, how-
ever, that the scientific question of interest focuses on the change of IC50 in the presence of the novel compound, rather
than quantifying the value itself. This proposed method enables to answer this question through a restricted number of
parameters.
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Chapter 3
Bayesian sequential integration within a preclinical
PK-PD modeling framework: Lessons learned

In this chapter, a Bayesian sequential integration of the experiments is assessed. The

challenges arising from the sequential integration in a PK-PD framework are outlined

with respect to prior specification, random effect choice and experimental study de-

sign. Lessons learned are discussed and a practical guidance is provided to prevent

the derivation of inaccurate and imprecise estimates.

This chapter has been published as:

La Gamba, F., Jacobs, T., Geys, H., Jaki, T., Serroyen, J., Ursino, M., Russu, A.,

and Faes, C. (2019). Bayesian sequential integration within a preclinical pharmacoki-

netic and pharmacodynamic modeling framework: Lessons learned. Pharmaceutical

Statistics, 1–21. doi: 10.1002/pst.1941.
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The present manuscript aims to discuss the implications of sequential knowl-
edge integration of small preclinical trials in a Bayesian pharmacokinetic and
pharmacodynamic (PK-PD) framework. While, at first sight, a Bayesian PK-PD
framework seems to be a natural framework to allow for sequential knowl-
edge integration, the scope of this paper is to highlight some often-overlooked
challenges while at the same time providing some guidances in the many and
overwhelming choices that need to be made. Challenges as well as opportunities
will be discussed that are related to the impact of (1) the prior specification, (2)
the choice of random effects, (3) the type of sequential integration method. In
addition, it will be shown how the success of a sequential integration strategy is
highly dependent on a carefully chosen experimental design when small trials
are analyzed.
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1 INTRODUCTION

Research on pharmacokinetic and pharmacodynamic (PK-PD) models has evolved significantly over the last 50 years,
allowing to better quantify the pharmacodynamic behavior of compounds, thereby facilitating drug development. We refer
to Felmlee et al, Mould et al, and Upton et al 1-3 for a brief overview. Although the PK-PD literature has been originally
developed in a frequentist framework using the maximum likelihood (ML) approach, only recently it has been recognized
that Bayesian methods are a powerful tool for drug development.4-10 Bayesian methods have several applications with
respect to incorporating the knowledge from previous studies into the current study,11 such as bridging animal studies
and first-in-man studies12,13 or using information from clinical studies on adults to analyze studies on neonates.14

Previous work15 illustrates the successful development and application of a Bayesian K-PD model for synergy on in
vivo data where the results from a historical dose-response trial were incorporated through a prior distribution. The data

Pharmaceutical Statistics. 2019;1–21. wileyonlinelibrary.com/journal/pst © 2019 John Wiley & Sons, Ltd. 1
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of all combination trials were collected at the same laboratory, and the trials were conducted by the same scientist. The
authors therefore argued that all trials could be pooled and that data could be analyzed together. In doing so, however, the
sequential nature of the data collection, where each trial is conducted at a different point of time and the results from a trial
are used to design the next trial, is completely ignored. The question arises to what extent a pooled analysis would differ
from a (Bayesian) sequential modeling approach. In this paper, such Bayesian sequential approach is first implemented.
Although the integration of incoming information recursively over time is well established in the field of computer science
under the name of recursive Bayesian estimation,16,17 the technique has—to our knowledge—hardly ever been applied
in the framework of a complex PK-PD modeling approach.18 Micallef et al19 proposed a method to sequentially update
the parameters of a PK model for caffeine in premature neonates using a stochastic particle algorithm. In our work,
the Bayesian integration is performed by setting the hyperparameters of the prior distributions of a trial based on the
posterior distributions resulting from the previous trial. Challenges and opportunities will be outlined in that respect as
it is extremely important to understand the behavior and properties of this methodology on the intermediate results at
different integration steps, particularly when small trials are analyzed with complex nonlinear models. In addition, it is
shown that (under certain conditions) both approaches (pooling all data versus sequential integration) are expected to
give similar results. As an important consequence, intermediate results allow for an adaptive design approach in the sense
that they can guide the scientists towards a sensible dosing choice for the next trial.

The manuscript has the following structure: section 2 describes the motivational case study and briefly revisits the model
proposed by La Gamba et al15 to analyze these data; section 3 describes different modeling aspects and compares various
types of Bayesian sequential pooling. The results from these comparisons are shown in section 4. A final discussion is
given in section 5.

2 MOTIVATING CASE STUDY

This section provides a brief description of the case study (section 2.1) and the proposed K-PD model for synergy by La
Gamba et al15 to analyze these data (section 2.2).

2.1 Case study
This study was part of the preclinical safety evaluation of a novel compound that is meant to be coadministered with a
compound which is already available on the market.20 For the marketed compound, a historical trial was available to assess
its safety. An extensive dose range, from 0.04 to 10 mg/kg, was investigated. Placebo administration was included as well. A
total of 55 rats were randomly allocated to receive a single dose of the marketed compound. For each rat body temperature,
the biomarker of interest, was assessed up to 24 hours after single oral administration. No plasma concentration-time
profiles were measured in this trial because of the possible impact of blood sampling on body temperature. A decrease in
body temperature was observed for extremely high doses, indicating potential side effects.

With the intent to develop the novel compound for coadministration, 11 new combination trials were conducted in
different time periods to evaluate whether a PD interaction between compounds occurs at different combinations of dose
levels (the absence of a PK interaction had already been confirmed). A new set of 20 rats (from the same vendor and
having the same strain) was used in each trial, with five animals randomized to each of four treatment groups. Group 1
received a single dose of the vehicle, group 2 and group 3 received a single dose of the marketed and novel compound,
respectively. Finally, group 4 received a combination of both compounds. Body temperature was assessed every hour
after administration for 4 hours. As mentioned above, a different combination of dose levels was assessed in each trial, to
understand the potential interaction. Therefore, the 11 combination trials only differ by dose combination assessed and
time of study conduct. Table 1 shows the compound doses in each trial, whereas Figure 1 illustrates the time profiles for
the rats belonging to trial 1 as an example. Animals in the vehicle and novel treatment groups did not show any effect on
body temperature, whereas rats attributed to the marketed compound showed an effect in line with the historical trial.
It was, however, unexpected that the combination group would have shown a change in body temperature, which was
more pronounced than the marketed treatment group. Also, the decrease in body temperature was more pronounced in
trials assessing higher doses. Therefore, the presence of a PD synergy was hypothesized. We refer to La Gamba et al15 for
a more detailed description of the case study.
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TABLE 1 Dose levels used in current trials of drug-drug interactions

Trial 1 2 3 4 5 6 7 8 9 10 11

Marketed compound (mg/kg) 10 2.5 10 0.63 10 0.16 2.5 0.63 0.16 0.04 0.04
Novel compound (mg/kg) 40 40 10 40 2.5 40 10 10 10 10 40

FIGURE 1 Time profiles of the individuals from trial 1: the first column represents the animals belonging to the vehicle group; the second
and third columns show the animals assigned to the novel and marketed treatment, respectively; the last column illustrates the combination
group

2.2 PK-PD model for synergy
The model introduced by La Gamba et al15 and used in this manuscript is an example of a type I indirect PD response
model21 with an inhibition process operating on the apparent production rate. So, if Rit denotes the observed body
temperature for animal i at time t, then

Rit ∼ N(R̄it, 𝜎2
R), (1)

dR̄it

dt
= kin

(
1 − ImaxCit

IC50 + Cit

)
− koutR̄it, (2)
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where R̄it is the expected body temperature for animal i at time t. The parameters kin and kout are the rate for apparent
production and elimination of body heat, respectively. Cit represents the (hypothetical) plasma concentration of the mar-
keted compound, and Imax is the maximal inhibition of the production rate. Finally, IC50 represents the concentration
of the marketed treatment resulting in 50% of the maximal inhibition. The model takes into account residual error via
Equation (1), with 𝜎2

R being the measurement variance.
As the plasma concentration of the marketed compound was not measured, a virtual one-compartment model with

first-order absorption and linear elimination22 was assumed to drive the inhibition of body heat (hence the use of the term
“K-PD” in contrast to “PK-PD,” to emphasize the absence of PK data):

dAe,it

dt
= −kaAe,it, (3)

dCit

dt
= kaAe,it − keCit, (4)

where Ae,it represents the hypothetical amount of the marketed compound in the absorption depot; the parameter ka is
the first-order apparent absorption rate constant, whereas the parameter ke is the apparent elimination rate constant.

At time t = 0, Ae,i0 corresponds to the dose of the marketed compound, Ci0 = 0, and Ri0 = kin∕kout corresponds to the
fact that body temperature is in a steady state condition prior to administration of the compound. Since information on
the exposure-time profile was not available, the absorption rate constant was not identifiable and was hence set to a very
high value, ie, to exp(5), which is consistent to the approach in Jacqmin et al.22

It is assumed that the coadministration of the novel compound increases the potency of the marketed compound for
body temperature:

IC50 = exp
(
𝛼An,i0 + 𝛽Ae,i0An,i0

)
, (5)

where An,i0 is the dose of the novel compound for the ith individual, 𝛼 represents the main effect attributed to the novel
compound and 𝛽 is the interaction coefficient, representing the extent at which the effect of the novel compound on the
potency of the marketed compound depends on the dose of the marketed compound itself.

To allow for heterogeneity among animals, a random effect was assumed for body temperature at baseline:

R0i ∼ N(R̄0, 𝜎2
R0
).

3 METHODS

In this section, a sequential integration of the information included in the different trials is discussed. The general idea is to
use the posterior distributions resulting from one trial in order to determine the hyperparameters of the prior distributions
of the next trial.

Compared with the traditional Bayesian pooling previously described by La Gamba et al,15 the sequential methodology
requires the application of the K-PD model on data from trial 1 as a first step, with the prior distributions based on the
results from the historical trial. Performing a complex nonlinear hierarchical model such as the one described in section
2.2 on little data may not be simple, and different aspects should be carefully taken into consideration during model
building: section 3.1 aims at describing how the model performance changes according to eliciting prior distributions
with different precision, whereas the impact of assigning random effects on different parameters is described in section
3.2. Finally, in section 3.3, different sequential integration types are illustrated and compared.

The Bayesian model was estimated using the No-U-Turn Sampler (NUTS) algorithm in Stan (rstan version
2.14.1),23 and the graphic representation was made using the statistical software package R (Foundation for Statistical
Computing, Vienna, Austria) version 3.3.3. The Stan code for the model is reported in Appendix A.

3.1 Prior specification
One of the aspects that differentiates Bayesian from frequentist inference is that the parameters are treated as random.
Prior distributions represent the existing knowledge regarding the parameters before the data are collected, as well as
the uncertainty of the knowledge itself; posterior distributions incorporate prior knowledge and the information coming
from the data collected in the current experiment.24

In case of low sample size, the use of informative prior distributions has proven to solve several performance issues,
such as low power and biased parameter values.25 In some areas of drug development, prior elicitation constitutes a
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crucial phase since the specification of highly informative prior distributions compensates the small data, thus avoiding
convergence issues in parameter estimation.26 For example, in pediatric studies Bayesian methods are typically used to
explicitly borrow information from other adult trials or previous pediatric studies.14,27,28 See also Viele et al,29 Ibrahim
et al,30 Takeda et al,31 and Li et al 32 for a more general overview of benefits resulting from borrowing historical information
in the analysis of the current trial. On the other hand, the use of highly informative priors in case of low sample size may
lead to a domination of the prior, rather than the data, on the posterior inferences. Therefore, prior elicitation should be
cautiously performed in order to avoid the inappropriate introduction of artificial information, which may bias the final
results.33-36

In the manuscript of La Gamba et al,15 the results from a frequentist analysis of the historical dose-response data on the
marketed compound were incorporated in the prior distributions: expected values were set equal to the point estimates
obtained from the analysis; the standard deviations were set equal to the double of standard errors to downweight the
information derived from the historical trial, which was conducted two decades before the combination trials. In partic-
ular, the priors for ke and kout were assumed lognormally distributed, Imax was assumed to follow a beta distribution (as
0 ≤ Imax ≤ 1), and a uniform distribution with parameters −10 and 10 was used as a prior for 𝛼 and 𝛽 as the histori-
cal data contain information on the effect of the marketed compound only, so there is no information regarding the PD
synergy prior to the combination trials. An inverse gamma distribution was used as a prior for the measurement error
variance 𝜎2

R, and lognormal and inverse gamma distributions were used as priors for the mean and variance of the random
effect (R̄0 and 𝜎2

R0
). The prior distributions for each parameter are illustrated in Table 2.

In drug development, however, such a rich a priori information is not always available: weakly informative priors are
often used to avoid that the results are overly influenced by potentially inaccurate prior distributions, as mentioned above.
This section studies how prior informativeness, ie, precision, influences parameter estimates and parameter correlations.
The model described in section 2.2 was run specifying three different prior distributions for the parameter Imax on data
from trials 1, 2, and 3 pooled altogether, as these trials are analyzed during the first integration step (as specified in
section 3.3).

(1) Prior 1 is the prior distribution that was used in La Gamba et al,15 ie, a beta distribution with expected value equal to
the point estimate obtained from a frequentist analysis of the historical data and standard deviation equal to twice
the standard error (SD = 0.02): Prior1 ∼ Beta(19.574, 174.532).

(2) Prior 2 has the same expected value as prior 1 but doubled standard deviation (SD = 0.04): Prior2 ∼
Beta(3.557, 31.713).

(3) Prior 3 is a standard uniform distribution, ie, SD = 0.29: Prior3 ∼ Beta(1, 1).

Parameter estimates and parameter correlations were consequently compared. The reason for the choice of parameter
Imax for the prior specification evaluation is due to the fact that the estimate range of this parameter can be easily inferred
from the historical trial, as it represents the maximal inhibition of body heat production. This eases the assessment of the
accuracy of the results from each analysis.

TABLE 2 Prior distributions and standard deviations relative
to the parameters of the Bayesian K-PD model for synergy, first
integration step

Parameter Prior distribution SD

ke logN( − 0.115, 0.514) 0.559
kout logN(1.930, 6.840) Uninformative⋆

Imax Beta(19.574, 174.532) 0.022
R̄0 logN(3.61, 0.002) 0.074
𝛼 Unif( − 10, 10) 5.773
𝛽 Unif( − 10, 10) 5.773
𝜎2

R0
Inv-Gamma(2.022, 1.186) 3.910

𝜎2
R Inv-Gamma(54.441, 24.476) 0.063

⋆The standard error of the estimate of the parameter kout resulting
from the analysis of the historical trial on the marketed compound
was high. Therefore, the prior distribution for kout can be considered
uninformative.
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3.2 Choice of random effects
As mentioned in section 2.2, the K-PD model proposed by La Gamba et al15 was performed assuming a random body
temperature at baseline. The choice of allocating random effects to certain parameters is not trivial in complex nonlinear
ordinary differential equation (ODE) hierarchical models. In our case study, for example, the heterogeneity among ani-
mals belonging to the same treatment group could be observed, to some extent, in the temperature trend slopes asides
from the baseline (Figure 1). The initial condition of indirect response models, Ri0 = kin∕kout

21, implies that placing
a random effect on Ri0 leads to the implicit assumption of a random variation of kin and kout. However, it is not possi-
ble to detect which physiological parameter varies substantially between subjects solely through a graphical inspection.
Therefore, a model assuming a normally distributed random effect on kout, truncated at 0:

kouti ∼ N
(

k̄out, 𝜎2
kout

; 0
)
,

was compared with the random baseline model in terms of individual estimates and posterior predictions. Both models
were performed on the eleven trials, which were pooled together, keeping the same prior distributions as in the original
analysis of the data,15 as described in the previous section. Specifically, k̄out ∼ logN(1.930, 6.840), whereas 𝜎2

kout
∼ Inv −

Gamma(2.022, 1.186).
A model with random kin was also evaluated, but it could not be fitted due to convergence issues.

3.3 Sequential Bayesian integration
The aim of this section is to evaluate potentialities and challenges arising from the integration of trials in a Bayesian
sequential framework and to assess the influence of factors such as study sample size or experimental design on the
performance of this technique in comparison with pooling the trials together, originally explored by La Gamba et al.15

The methodological framework is as follows: let us suppose to have a number of trials conducted sequentially. At the
first integration step, prior distributions for all parameters are chosen by setting the expected value to the point estimates
obtained from the frequentist analysis of the historical data, whereas standard errors are doubled, consistently with the
work of La Gamba et al,15 (Table 2). At step s (s = 2, … , S) the priors are determined so that they have the same mean and
variance as the posterior distributions obtained from step s − 1. From the second step onwards, the priors for 𝛼 and 𝛽 are
assumed normally distributed, as a priori information is available from the previous integration steps. For all parameters,
in case a posterior is found to have two or more modes, mixtures distributions are considered.

In order to explore the impact of different factors on the performance of Bayesian sequential integration, the trials are
sequentially pooled using four different methods, which are then compared.

Method 1. This method respects the chronological order in which the trials were conducted (see Table 1). Thus, it
is the most intuitive one, and it is the type of sequential integration that would be chosen in practice, as
each analysis would be performed each time new data become available. In order to allow the parameter
𝛽 to be identifiable (such coefficient can only be estimated in presence of multiple dose combinations of
both treatments), the first three trials are pooled together. Afterwards, Bayesian integration is performed by
adding one trial at a time.

Method 2. The eleven trials are integrated one at a time, but a random permutation of the trial order is used. It is
therefore possible to check if the results of the sequential pooling are order invariant. As before, the first
three trials are pooled to guarantee identifiability of 𝛽.

Method 3. The trials are sequentially pooled three at a time, following the chronological order of trial conduct. In this
way, it is possible to assess if a higher sample size at each integration step has an impact on the final result.

Method 4. Virtual trials are sampled from the existing data such that each virtual trial contains one animal from each
treatment group and from every single old trial (thus, for each dose combination tested). Hence, a maximum
exploration of the dose combination range can be guaranteed at each step of the sequential integration,
allowing to assess the impact of the experimental design on the final result. Since each original trial contains
five rats for each treatment group, five trials of 44 rats each are created.

Table 3 summarizes the sequential integration methods described above.
The rationale behind such comparison is that, if the elicited prior distributions for a trial are good approximations

of the posterior distributions from the previous trial, it is in principle expected that each of the above listed sequential
integration techniques would eventually lead to results, which are comparable among each other and comparable with
the original Bayesian pooling described by La Gamba et al.15
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TABLE 3 Different Bayesian integration strategies evaluated. In method 4,
each virtual trial contains one animal from each treatment group and from every
single original combination trial

Method Trial integration sequence

1: Original trial order 1, 2, 3 → 4 → 5 → 6 → 7 → 8 → 9 → 10 → 11
2: Random order permutation 5, 3, 8 → 11 → 6 → 1 → 2 → 9 → 7 → 4 → 10
3: Three trials at a time 1, 2, 3 → 4, 5, 6 → 7, 8, 9 → 10, 11
4: Five virtual trials 1virtual → 2virtual → 3virtual → 4virtual → 5virtual

FIGURE 2 Impact of prior (prior 1): Correlation matrix relative to the parameters of the K-PD model for synergy

To give a formal demonstration, let 𝜋1 (𝜽|X1) be the posterior distribution of the parameter vector 𝜽 after observing data
at step 1, X1. Using Bayes' theorem:

𝜋1 (𝜽|X1) ∝  (X1|𝜽)𝜋1 (𝜽) , (6)
where 𝜋1 (𝜽) is the prior distribution for 𝜽, which was set based on the results from the analysis of the historical data, and (X1|𝜽) is the likelihood of the data available during the first integration step given 𝜽. If the posterior in (6) is used to
determine the prior for the analysis of data at step 2:

𝜋1 (𝜽|X1) = 𝜋2 (𝜽) , (7)
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8 LA GAMBA ET AL.

it follows that the posterior distribution of 𝜽 after observing data at step 2:

𝜋2 (𝜽|X1,X2) ∝  (X2|𝜽)𝜋1 (𝜽|X1) ∝  (X2|𝜽) (X1|𝜽)𝜋1 (𝜽) , (8)

where  (X2|𝜽) is the likelihood of data available during the second integration step.
Using the relationships in (7) and (8), it is possible to determine the posterior distribution at a generic step J:

𝜋J (𝜽|X1,X2, … ,XJ) ∝
J∏

𝑗=1
 (

X 𝑗|𝜽)𝜋1 (𝜽) , (9)

which, under the assumption of trial exchangeability, is equal to

𝜋P
J (𝜽|X1,X2, … ,XJ) ∝  (X1,X2, … ,XJ|𝜽)𝜋1 (𝜽) , (10)

that is, the posterior distribution resulting from the analysis of all trials pooled together.
Although, as shown above, it is theoretically proven that the posterior of the sequential integration should coincide

with the one resulting from pooling the trials together, in complex nonlinear ODE hierarchical models, where several

FIGURE 3 Impact of prior (prior 2): correlation matrix relative to the parameters of the K-PD model for synergy
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LA GAMBA ET AL. 9

numerical methods are used in the estimation process and in the approximation of the posterior distributions, inconsis-
tency between the two methods is to be expected. The sequential integration strategies mentioned above were compared
among each other and to the results of pooling the data altogether, in terms of parameter estimates and population
predicted profiles.

4 RESULTS

4.1 Prior specification
The correlation matrices of the parameters of the K-PD model for synergy described in section 2.2, performed on data
from the first three trials using three different prior distributions for the parameter Imax (with a standard deviation equal
to 0.02, 0.04 and 0.29) are shown in Figures 2, 3, and 4 respectively, whereas Table 4 compares the parameter estimates.

When a highly informative prior—incorporating the results of the historical trial—is used, the posterior parameter esti-
mates are nearly uncorrelated: only a weak correlation can be observed between the parameters Imax and 𝛽 and between
𝛽 and 𝛼. When the prior standard deviation is doubled, the correlations between the above mentioned parameters, as
well as between ke and kout and between Imax and kout become stronger. These correlations increase even further when a

FIGURE 4 Impact of prior (prior 3): correlation matrix relative to the parameters of the K-PD model for synergy
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TABLE 4 Results of the Bayesian model performed on data from trials 1, 2, and 3 with three
different priors for Imax: posterior mean and standard deviation

Parameter SD = 0.02, ESS = 194.106 SD = 0.04, ESS = 35.27 SD = 0.29, ESS = 2

ke 0.53(0.08) 0.55(0.08) 0.61(0.10)
kout 1.15(0.17) 0.91(0.17) 0.78(0.16)
Imax 0.15(0.02) 0.20(0.03) 0.24(0.05)
R̄0 37.12(0.07) 37.15(0.06) 37.16(0.06)
𝛼 −1.42(0.40) −1.58(0.27) −1.55(0.24)
𝛽 −2.85(2.08) −0.51(0.89) −0.13(0.56)
𝜎2

R0
0.31(0.08) 0.26(0.07) 0.25(0.07)

𝜎2
R 0.41(0.03) 0.41(0.03) 0.41(0.03)

Abbreviations: SD: standard deviation; ESS: prior's effective sample size.

noninformative (uniform) prior is chosen for Imax. This result shows that the use of highly informative priors reduces the
correlation between parameters, that can compromise the validity of parameter estimation:37 when weakly informative
priors are chosen, the estimation method mainly relies on the current data and the chosen model; if the data are sparse,
there is a lack of information, which leads to a higher correlated parametric space, where parameters compensate each
other. Hence, the parameter estimates may be biased even though the model seems to fit the data well. For example, it
is possible to observe (Table 4) that the increase of Imax (the maximal inhibition of body heat production) with increas-
ing prior standard deviation is compensated by a decrease in the elimination rate of body heat kout and an increase in 𝛽,
which decreases the potency of the marketed treatment. However, it was known from the analysis of historical data, that
Imax could not exceed a value of 0.18. Therefore, the estimates of Imax when SD = 0.04 and when SD = 0.29 cannot be
considered reliable.

It should be noted that the low correlation among parameters following the specification of informative priors might
be also due to the fact that the chosen prior distributions did not incorporate the correlations among parameters (as this
would imply the estimation of a substantially higher number of parameters given the relatively small amount of data in
our case study), which amounts to a null a priori correlation.

4.2 Choice of random effects
In this section, the consequences of allocating a random effect on the parameter kout are studied, and the performances
of this hierarchical model are compared with the model with a random baseline in terms of individual estimates and
posterior predictions.

The individual body temperature estimates of data from trial 1 obtained from fitting the model with random kout are
shown in Figure 5 and compared with the individual estimates of the random baseline model (Figure 6). Both models
show a good fit to the data, although some slight differences in the fitted trends were detected for the combination group.

When the posterior predictive profiles were computed (using the random effect mean rather than the subject-specific
values and incorporating the interindividual variability in the prediction intervals), substantial differences were observed
between the two models: when the random effect was allocated to kout (Figure 7), a systematic downward bias was
observed in the prediction of the time profiles belonging to the combination group, and the posterior predictive intervals
became much larger, whereas no noticeable differences were observed between estimates and posterior predictions when
the between-subject heterogeneity was incorporated at baseline level (Figure 8).

Through the inspection of the distribution of the posterior mean of subject-specific random effects of kout (Figure 9),
it was observed that the variable had approximately a bimodal distribution, where the values associated to the subjects
belonging to the combination group were much lower compared with the other treatment groups. This is due to an
overcompensation between the parameters kout and 𝛽. In fact, only the combination group gives a contribution to the esti-
mation of 𝛽: body temperature is at its steady state in the vehicle group and in the group that received the novel treatment
only; in the group that received the marketed treatment only, IC50 is equal to 1. Thus, IC50 is expressed as a function of
𝛼 and 𝛽 only for the combination group. As mentioned in the work of La Gamba et al15 already, negative estimates of 𝛼
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LA GAMBA ET AL. 11

FIGURE 5 Impact of random effect (random kout): individual estimates (solid line) and credible intervals (grey bands), trial 1

and 𝛽 imply that the presence of the novel treatment further decreases the body temperature, if coadministered with the
marketed treatment. If the random effect is placed at kout, the low values of the subject-specific random effects for the
combination group (meaning a less pronounced dissipation of body heat) compensate the overly large decrease in body
temperature induced by low values of 𝛽.

Nevertheless, when the posterior predictions are computed, the estimate of k̄out results on average particularly high in
the combination group, thus producing an exaggerated and unrealistic reduction of body temperature.

Such behavior is very likely due to the correlation of the parameter space: specifically, the parameters 𝛽, kout, and Imax are
highly correlated. The allocation of a random effect to a parameter, which is part of the highly correlated parameter space
can lead to a kind of escape route, where the subject-specific values of the random effect compensate other parameters.
In this case, for example, both kout and 𝛽 compete to the estimation of the larger decrease in body temperature induced
by the coadministration of marketed and novel compounds.

This result suggests that the allocation of the random effects to different parameters highly affects the performances of
the model proposed.

It should be observed that the overcompensation among parameter estimates is not specific to the Bayesian approach,
but it may also happen in a frequentist analysis. Such overcompensation, however, could sometimes be restrained in a
Bayesian framework through the use of informative prior distributions, as shown in the previous section.
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FIGURE 6 Impact of random effect (random R0): individual estimates (solid line) and credible intervals (grey bands), trial 1

4.3 Sequential Bayesian integration
The posterior predictions of the resulting model at the end of each sequential Bayesian integration method illustrated
in section 3.3, on data from trial 1 are shown in Figures 10 to 13. Graphs displaying the parameter trends during the
sequential integrations are shown in Appendix B.

Figure 10 illustrates that the model resulting from a chronological integration of the 11 trials (Method 1) produces a
substantial systematic underestimation in the predictions of the time profiles belonging to the combination group. Fur-
thermore, the posterior predictive intervals are very large, which means that a large amount of uncertainty exists in
predicting body temperature trends. The final model with a permuted trial order (Method 2) shows a lower underesti-
mation with narrower predictive intervals, meaning that the results of the sequential integration are not order invariant.
This clearly shows instabilities and lack of robustness in the estimation process of this Bayesian sequential integration
case study. The integration of three trials at a time (Method 3) shows predictions very similar to method 1, meaning that
a higher sample size at each integration step does not impact the final result.
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FIGURE 7 Impact of random effect (random kout): posterior predictions (solid line) and posterior predictive intervals (grey bands), trial 1

A noticeable improvement in prediction, however, can be observed for the model resulting from the sequential integra-
tion of five well-designed trials, containing all possible dose combinations (method 4): the underestimation is reduced,
as well as the predictive intervals width. Moreover, the predictions resulting from such type of sequential integration are
the most similar to the original Bayesian pooling described by La Gamba et al15 (Figure 6).

Such results could be deemed counterintuitive: it was carefully ensured that at each integration step s (s = 2, … , S), the
elicited prior distributions were good approximations of the posterior distributions resulting from step s − 1. Therefore, as
mentioned in section 3.3, all different types of sequential Bayesian integration should lead to results which are equivalent
to each other and equivalent to the original Bayesian pooling. However, the set of relationships described in formulas
(6) to (10) may not be valid when the sequential integration is performed on small trials, which do not provide enough
information to estimate all parameters. In fact, during the first integration step using methods 1 to 3, the information for
the estimation of the eight model parameters originates from the assessment of three dose combinations only. On the basis
of only few dose combinations, the MCMC algorithm may not be able to find a unique solution for the posterior estimation.
This results in a highly correlated parameter space, and the posterior distributions arising from the first integration step
might be biased.
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FIGURE 8 Impact of random effect (random R0): posterior predictions (solid line) and posterior predictive intervals (grey bands), trial 1

Formally, let us suppose that the data from the first sequential integration step, X I
1, are scarce, or they are in general not

informative enough for the estimation of the parameter vector 𝜽. In this case, the posterior distribution 𝜋I
1
(
𝜽|X I

1
)

may
not be representative of the actual posterior distribution of 𝜽

𝜋I
1
(
𝜽|X I

1
) ≠ 𝜋1 (𝜽|X1) , (11)

which invalids the set of relationships in (6) to (10). In such scenario, the better performances of a sequential integration
where the whole dose range is evaluated at each step would not be surprising: the time profiles corresponding to each treat-
ment dose combination provide useful information to more accurately identify the real exposure-response relationship,
which allows better predictions. Although method 4 shows better predictive performances, the slightly different values
observed in some of the final parameter estimates (see Appendix B) suggest that this last type of sequential integration
cannot be considered equivalent to pooling the trials altogether. To guarantee the maximum accuracy level, an optimal
sample size as well as sampling times should be determined, in addition to an optimal number of dose combinations. This
is a topic of further research.
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LA GAMBA ET AL. 15

FIGURE 9 Kernel density estimation of the distribution of the posterior means of the subject-specific random effects values relative to trial
1, using the model with random R0 (upper) and the model with random kout (lower). The arrows represent the posterior estimates of the
values for the subjects belonging to the combination group

5 DISCUSSION

The Bayesian K-PD model for synergy described by La Gamba et al15 was performed on several preclinical trials conducted
in different time periods. These trials were pooled together, using prior knowledge from a historical dose-response trial
of the marketed compound. In this work, the trials are integrated in a sequential way: the resulting posterior distribu-
tions from a trial are used to determine the priors for the analysis of the following trial. The advantage of adopting such
approach in drug development is that it allows to analyze each trial immediately, instead of waiting for the end of data
collection before running the analysis, or reanalyzing all available data up to the current trial, with a consequent compu-
tational burden. The Bayesian sequential integration is particularly appealing in scenarios where a progressive learning
process influences the design of the next trials. In our case study, for example, the parameter estimates resulting from
each sequential analysis step helped the scientist to set the doses for the next trial.

Compared with the stochastic particle algorithm described by Micallef et al,19 our method allows to incorporate multiple
observations at each integration step: when using particle filters, a very limited amount of data is typically added at each
step; if a higher amount of data is included at once, the phenomenon called “particle depletion" can occur, ie, one or few
particles have a much higher probability, whereas all other particles are not retained after the filtering step.38 Moreover,
our method allows to implement prior downweighting in potential scenarios of incompatibility between previous and
current trial, in terms of design or trial conduct.29 Despite such benefits, performing Bayesian sequential integration of
small preclinical trials using a nonlinear hierarchical K-PD model has several methodological implications, which were
discussed in this manuscript.

The theoretical foundation underlying the use of this technique is that the resultant posterior distributions would even-
tually be equivalent to the ones resulting from pooling the trials together. This is valid in case the elicited prior distributions
for a trial are good approximations of the posterior distributions from the previous trial and under parameter identifia-
bility at each integration step. Parameter identifiability is challenging to assess in nonlinear hierarchical models based
on ordinary differential equations and is still object of ongoing research.39 Although a model can be proven to be iden-
tifiable when data are pooled together, identifiability issues may arise during the sequential integration, due to the fact
that during the first integration steps, the data do not provide enough information for the estimation of all parameters.
To illustrate this, one can consider the situation where only one of few dose combinations provides little information for
the estimation of the interaction coefficient 𝛽. For this reason, different precautions should be taken before and during
the sequential integration performance to avoid such identifiability issues.
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FIGURE 10 Impact of sequential integration (method 1): posterior predictions (solid line) and posterior predictive intervals (grey bands),
trial 1

Firstly, it was shown that the use of weakly or noninformative priors in the analysis of few small trials increased the
parameter correlation, which leads to a situation where some parameters compensate each other, compromising the
accuracy of parameter estimates. This result suggests that, in case of little data during the first integration steps, the
use of informative priors is recommended for identifiability of the model, as borrowing information from previous trials
reduces the correlation of the parameter space and causes more stability and less convergence problems. On the other
hand, the choice of priors which are too informative leads to a restrictive exploration of the parameter space during the
MCMC sampling, which should be avoided. Thus, a trade-off in terms of prior informativeness should be carefully chosen
by lowering, for example, the precision of the prior distributions representing the information coming from possible
historical studies. A sensitivity analysis of the priors would enable to gain insights in the model performance in this
respect.

A high parameter correlation is typical in nonlinear hierarchical PK-PD models, especially when sample size is small or
the available dose range is narrow. One of its consequences concerns the fact that placing the random effect on a parameter
that is part of a highly correlated parameter space leads to parameter overcompensation, where the population parameter
on which the random effect is allocated incorporates part of the effect expressed by other parameters. A way to avoid such
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FIGURE 11 Impact of sequential integration (method 2): posterior predictions (solid line) and posterior predictive intervals (grey bands),
trial 1

aberration is to limit the variability of the highly correlated parameters, by allocating the random effects on parameters
that are easier to estimate, when it is feasible. In our case study, the random baseline model had better performances
because the temperature at baseline could easily be inferred from the data, and such parameter was weakly correlated with
the others. Moreover, the functional relationship between baseline and kout allowed the implicit assumption of random
slope variability as well.

A careful prior elicitation and random effect allocation may not be enough to warrant an unbiased sequential inte-
gration, especially when the trials are small: such approach is successful only if adequate dose combinations, sampling
times, and replications are explored at each integration step. Our analysis showed that one or few fixed dose combina-
tions per trial were producing biased results and that such results were dependent on the order in which the trials were
integrated. This highlights the need of thorough study planning, as the integration of a reduced number of well-designed
trials would have generated more accurate results in shorter time frames. In reality, it is not always possible to obtain
ideally designed data for a number of reasons such as ethical or logistic considerations. In this case, a more pragmatic
approach is required, such as prior elicitation from literature or from previous studies and the use of informative priors in
the initial step of sequential data integration. However, it is crucial to be aware of the pitfalls of such approach, as stated
in the current paper.
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FIGURE 12 Impact of sequential integration (method 3): posterior predictions (solid line) and posterior predictive intervals (grey bands),
trial 1

It should be noted that, although this manuscript focuses on the Bayesian framework, challenges such as parameter
overcompensation following the choice of the random effect on a parameter that is difficult to estimate, or parameter
identifiability issues arising from the analysis of small data using complex nonlinear models may occur in a frequentist
framework as well. As such, the Bayesian approach allows to prevent some of these issues, if it is possible to borrow
information from previous trials through the use of informative prior distributions.

The major limitation of our work is that parameter correlation was not incorporated through the use of multivariate
prior distributions, as this would further generate model instabilities and convergence issues. This may imply a progres-
sive information loss during the integration steps. However, specifying multivariate prior distributions is not trivial,40

especially in case of different marginal densities (in our case study, lognormal, beta, and inverse-gamma distributions
were used). In this respect, approaches such as Bayesian nonparametric techniques may be employed.41 Nevertheless,
tackling the high dimensionality would be challenging and will be object of further research.

In conclusion, the sequential integration of PK-PD data in a Bayesian framework may be a promising approach, as
it allows an early assessment of parameter estimates in reduced time frames. The assessment of a wide dose range is
nevertheless advisable, especially in early studies. Further work is being devoted to extending the findings of our case
study to more general scenarios through a simulation study.
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FIGURE 13 Impact of sequential integration (method 4): posterior predictions (solid line) and posterior predictive intervals (grey bands),
trial 1
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Chapter 4
Bayesian pooling versus sequential integration of
small trials: A comparison within linear and nonlinear
modeling frameworks

In this chapter, a simulation study compares the Bayesian sequential integration to a

more traditional Bayesian pooling that integrates the studies all at once. Both linear

and nonlinear models are used and a particular focus is given to the impact of prior

specification and design of experiments.
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Bayesian sequential integration is an appealing approach in
discovery and preclinical drug development, as it allows to
recursively update posterior distributions as soon as new
data become available, thus considerably reducing the com-
putation time. However, preclinical trials are often charac-
terized by small sample sizes, whichmay affect the estima-
tion process during the first integration steps. In this case,
sequential integration would not be practicable, and trials
should be pooled together. This work is aimed at comparing
simple Bayesian poolingwith sequential integration through
a simulation study. The two techniques are compared under
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ever, in the case of nonlinear models several caveats arise.
This paper outlines some important recommendations and
precautions in that respect.
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1 | INTRODUCTION

Recursive Bayesian estimation uses Bayesian inference techniques to recursively update the unknown posterior
distribution whenever new information becomes available [1]. This method is well established in several fields such as
robotics [2, 3], econometrics [4] and image processing [5, 6].

The integration of data in a sequential fashion is also useful in the field of drug development, as the information
on the effect of certain compounds may be collected over different time periods [7]. Particularly, such technique
may have a lot of potential in discovery and the preclinical phase, where data are analyzed as soon as they become
available to shorten the development timeframe. In a recent work [8], Bayesian sequential integration was performed
in a pharmacokinetic and pharmacodynamic (PK-PD) framework using a novel PK-PDmodel to describe the synergy
of two compounds [9]. The case study used to develop the methodology consisted of 11 in vivo trials conducted by
the same scientist in different days, and the data were collected at the same laboratory. The sequential nature of the
data allowed a sequential analysis, in which the posterior distributions resulting from one trial were used to determine
the hyperparameters of the priors of the next trial. Contrary to pooling the trials and analyzing the data together, the
Bayesian sequential integration allows to analyze the data of each trial immediately without reanalyzing all available
data up to the current trial, with a consequent computational burden. Also, intermediate resultsmay guide the scientists
in designing the following trials.

When Bayesian sequential integration is performed in a PK-PDmodeling framework on small datasets, however,
several precautions should be undertaken tominimize the risk of identifiability issues whichmay arise during the first
integration steps, when the data might not be informative enough for the estimation of all parameters: the specification
of informative priors allows borrowing information from previous studies, and avoids convergence issues and low
power [10, 11]. Moreover, a parameter should be considered subject-specific when it is not highly correlated with other
parameters, whenever this would not compromise the validity of themodel, and the trials should be designed in a way
that each of them evaluates an adequate number of dose combinations, sampling times and replications [8].

The aim of this paper is to compare Bayesian sequential integration with the results arising from pooling a number
of trials together through a simulation study, extending the findings that emerged from the synergy case study described
by [9] to more general scenarios. The Bayesian methods will be evaluated using both linear and nonlinear models
assuming either presence or absence of a hierarchical data structure. A special focus will be given to the impact of prior
specification and design of experiments. Since relatively small data is simulated for each trial, the evaluations from such
comparison are particularly applicable to a preclinical setting, where studies are often characterized by a low sample
size.

The structure of the paper is as follows: Section 2 describes the simulation study setup and analysis of the simulated
data; Section 3 presents the results of simulations comparing Bayesian pooling with sequential integration and a
discussion is provided in Section 4.

2 | METHODS

Bayesian pooling and sequential integration were compared under different scenarios. Section 2.1 describes the setup
of a linear model data simulation, whereas the subsequent sections describe the generation of data assuming two
nonlinear models: a one-compartment pharmacokinetic (PK) model with oral absorption (Section 2.2) and an Emax
model (Section 2.3). Section 2.4 illustrates how the simulated data were analyzed.

Simulated trials were designed to reflect those of a typical preclinical study characterized by a small sample size. An
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overview of all assumed scenarios is given in Table 1.

2.1 | Linearmodel

This section describes a simulation setting where longitudinal data were generated from 5 different trials. In each
of them, 10 subjects were assigned to a specific dose (d ) and 10 subjects received a placebo. Each trial assessed one
specific dose of the active treatment, with assumed doses as given in Table 2 (scenarios 1 to 6). The response (R ) was
measured from 0 to 4 hours after administration, for a total of 5 time points (t ). The response was generated according
to a normal distribution:

R i j ∼ N (β0 + β1t j + β2 log(di ) + β3 log(di )t j ,σ2), (1)

where i = 1, ..., 20 denotes the subject and j = 1, ..., 5 denotes the sampling time. The choice of this longitudinal data
structure was inspired by the case study described by [9]. The intercept β0 was set to 3; themain effects of dose and
time (β1 and β2 respectively) were set to 0.5, whereas the interaction coefficient β3 and the residual variance σ2 were
set to 1. Three different scenarios were considered. Scenario 1 assumes no inter-individual variability. Scenario 2
replaces the fixed effects parameters β0 and β1 in (1) by random intercepts β0,i and random time slopes β1,i :

(
β0,i

β1,i

)
∼ N

[(
β̄0

β̄1

)
,

(
σ2
0 σ01

σ01 σ2
1 .

)]
(2)

where β̄0 and β̄1 were set to 3 and 0.5 respectively, σ2
0 and σ2

1 were set to 4 and σ01 = 0. Scenario 3 assumes a correlation
of −0.7 between the random intercept and slope parameters.

2.2 | One-compartment PKmodel

Data from a one-compartment PK model were generated following the theophylline example from [12], keeping a
similar structure as described in section 2.1. Five trials were generatedwith 20 subjects each, whowere all assigned
to a trial-specific dose. The plasma concentration Ci j was assumed to be sampled 1, 2, 4, 8 and 24 hours after oral
administration. This response was generated according to a lognormal distribution:

log(Ci j ) ∼ N
(
log(C̄i j ),σ2

)
, (3)

with residual variance equal to σ2 = 0.06 and:

C̄i j =
di keka

C l (ka − ke )
[
exp(−ke t j ) − exp(−ka t j )

]
. (4)

The absorption and elimination rate constants (ka and ke ) were set to 1.17 and 0.09 respectively; the clearance,C l was
set to 0.04. Likewise to the scenarios where a linear model was performed, both absence of inter-individual variability
(scenario 4) and presence of variable absorption and elimination rate constants were simulated (replacing the fixed
effects parameters ka and ke by random effects parameters ka,i and ke,i ). Because these parameters are non-negative,
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we assume:
(log(ka,i )
log(ke,i )

)
∼ N

[(log(k̄a )
log(k̄e )

)
,

(
σ2
a σae

σae σ2
e ,

)]
(5)

where k̄a = 1.17, k̄e = 0.09, and the inter-individual variabilities for ka and ke were σ2
a = 0.01 and σ2

e = 0.25 respectively.
In scenario 5 the correlation between ka and ke was set to 0, while in scenario 6 the correlation was set to 0.7.

2.3 | Emaxmodel

When datawere generated from the Emaxmodel, the dose-response datawere grouped in 7 clusters per trial, for a total
of 5 trials. In the first trial, each cluster included 3 subjects: one received the placebo, whereas the remaining 2 subjects
received different doses of the active compound; in the other trials each cluster included 2 subjects, one receiving
placebo and the other receiving the active compound. As shown in Table 2 (scenarios 7 to 9), the active doses in trial
1 correspond to the ED95 and the ED50 of the underlying dose-response curve. Such design should allow parameter
estimation even in case a sequential integration is performed specifying uninformative prior distributions.

For each subject i in cluster j , the response was generated according to a normal distribution:

R i j ∼ N (R̄ i j ,σ2), (6)

where σ2 = 0.01 and:

R̄ i j = E0 +
dH
i j
Emax

dH
i j

+ EDH50
. (7)

The basal effect E0 was set to 0; the maximum effect attributable to the active compound (Emax ) and the Hill factor
(H ) were set to 1; finally, the dose which produces half of the Emax (ED50) was set to 25. As for the other scenarios, no
variability among clusters was assumed in scenario 7while fixed effects parameters were replaced by random effect
parameters in scenario 8, allowing inter-cluster variability for Emax and ED50:

(
Emax ,i

log(ED50,i )

)
∼ N

[(
Ēmax

log( ¯ED 50)

)
,

(
σ2
Em

σEmED

σEmED σ2
ED ,

)]
(8)

where σ2
Em

= 0.01, σ2
ED = 0.02 and σEmED = 0; in scenario 9, the correlation between random effects was set to 0.7.

Asmentioned earlier, the trials were designed in order to guarantee a smooth estimation process and tominimize
any convergence issues. It should be noted that choosing the doses in such an optimal way cannot be easily implemented
in practice, as the underlying dose-response curve is unknown in real-world settings. To explore the impact of a
suboptimal study design, scenarios 7 to 9were repeated, this time designing the trials as a decreasing dose finding setup
(scenarios 10 to 12 respectively), as depicted in Table 2.

2.4 | Analysis of simulated data

For each of the above described scenarios 1000 data sets were generated. For each generated data set, the Bayesian
pooled analysis was performed by pooling the 5 trials together, whereas the Bayesian sequential analysis integrated the
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trials sequentially, so that the prior distributions in a trial have the samemean and variance as the posterior distributions
obtained from the previous trial. These twomethods were compared through the calculation of the root mean squared
error (RMSE), defined as:

RMSE (θ̂) =
√
V ar (θ̂) + Bi as(θ̂, θ)2, (9)

whereV ar (θ̂) is the estimator’s variance and Bi as(θ̂, θ) is the difference between the parameter’s posterior mean
estimate and the true simulated parameter.

In all scenarios, the impact of specifying informative (sub-scenario A) and uninformative (sub-scenario B) priors in
the first integration stepwas evaluated. Table 3 summarizes the prior distributions specified for each (sub-)scenario.
The informative priors were chosen so that their meanwas equal to the true parameter value, and the variance was
around 0.25 in most cases. In all scenarios, an LKJ distribution [13] was chosen as a prior for the correlationmatrix, as it
is known to improve numerical stability and efficiency [14]. The shape parameter was set to 1 (i.e., uninformative) in all
scenarios since the correlation between random effects is considered to be an unknown nuisance parameter.

It should bementioned that, in the scenarios 4-6 in which a PKmodel was fitted, a "flip-flop" behavior between the
parameters ka and ke was sometimes observed during the estimation process, i.e., the estimate of ka should have been
the estimate of ke and vice versa. It was therefore decided to exclude the drawsmanifesting the flip-flop behavior from
theMarkov chains, since their presence was heavily inflating the inter-individual variances.

All models were estimated using the No-U-Turn Sampler (NUTS) algorithm in Stan (rstan version 2.14.1) [15].
Graphic representations were built using the statistical software package R [16] version 3.3.3.

3 | RESULTS

Table 4 shows the RMSE of Bayesian pooling and sequential integration for the scenarios where a linear model is
performed. The techniques show similar performance in all (sub-)scenarios between the pooled and the sequential
methods, meaning that, in case a phenomenon is described by a linear relationship, the integration of trials over time can
be easily implemented, as it can be considered equivalent to pooling the trials altogether. Especially when informative
priors are specified, both techniques produce accurate results, and performance of the two approaches in terms of
RMSE is equal. The presence of inter-individual variability causes an increase of the RMSE, which could be expected
as a results of the additional variability in the data. When uninformative priors are specified, performances of pooled
and sequential approach are still comparable, though a small increase in the RMSE can be observed for the sequential
integration in this setting. When inter-individual variability is included, a similar increase in RMSE for the fixed effect
parameters is observed as in the informative setting, but a larger increase in RMSE is observed for the inter-individual
variability σ2

0 and σ2
1 for both pooled and sequential approaches.

When PK data are analyzed using a one-compartment model (Table 5), pooling and sequential integration perform
similarly when informative prior distributions are specified or when uninformative priors are chosen but there is no
inter-individual variability: for both techniques the RMSE is very low. When a hierarchical PKmodel was performed
with uninformative priors, however, few simulation runs produced anomalous estimates for the parameter σ2

a when
the trials were integrated sequentially, whereas such anomalies did not occur when the trials were pooled together.
The difficulty in the estimation of such parameter may be due to the fact that only the first two sampling times actually
contribute to the estimation of ka , which describes the absorption process. When ka varies among individuals, the
information coming from each single trial may be not enough to guarantee a precise estimation of the inter-individual
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variability of ka , which inflates the variance ofσ2
a . When excluding these runswith convergence issues, similar behaviors

between the pooled and sequential technique are observed, except for a slight difference for the σ2
a parameter.

Tables 6 to 7 report the RMSE for bothmethods in the scenarios where dose-response data is analyzed using an
Emaxmodel. When the trials are optimally designed (Table 6), the RMSE is overall low for both pooling and sequential
integration, with a slight increase when uninformative prior distributions are specified. Specifically, in sub-scenarios 8B
and 9B, the RMSE is higher for some parameters (e.g. log(ED50), σ2

Em
and σ2

ED ) when the trials are pooled. When the
trials are not optimally designed (Table 7), the performance of the sequential integration varies among the scenarios: the
use of informative priors only causes negligible variations of the RMSE, whereas the use of uninformative priors causes
convergence issues when inter-cluster variability is present: both mean and variance of σ2

ED highly increase, which
inflates the RMSE for this estimator. Figure 1 shows that the inflated RMSE is not due to few deviating simulation runs:
the high number of runswhere the estimate of σ2

ED results biased upward clearly shows convergence issues. Such result
is not surprising when the dose corresponding to the ED50 is not included in the first trial: the scarcity of information at
the central values of the dose-response curve prevents a precise estimation of the cluster-specific random effects of
ED50, thus heavily penalizing accuracy and precision of σ2

ED . On the other hand, such issues are not observed for the
pooled analysis, which ensures a low RMSE in all sub-scenarios.

4 | DISCUSSION

Bayesian sequential integration is an appealing technique in drug discovery and development, when the data of different
trials are collected over different time periods. Not only does it allow the immediate analysis of every single trial, the
intermediate results can also be used to design the subsequent experiment, thus ensuring high power and optimal
sample size. This approach is particularly valuable in the fast changing paradigms of discovery and preclinical drug
development. However, some precautions need to be taken, as improper use of the Bayesian sequential methodology
may generate biased conclusions [8]. It is therefore extremely important to identify whichmodeling paradigms allow an
unbiased and precise estimation.

The results from our simulation study confirm accuracy and precision of the Bayesian sequential integration in
the simplest scenario when a phenomenon can be described by a linear relationship andwhen there is no correlation
among parameters. It has been shown that themethod can be considered equivalent to pooling the trials together. If
the sequential integration is performed on small data within a nonlinear modeling framework, however, identifiability
issuesmay arise during the analysis of the first trials, whichmay not provide enough information for the estimation of
all parameters, thus affecting all subsequent analyses. Parameter identifiability might not be trivial to assess and is still
object of ongoing research [17, 18]. Therefore, it is extremely important tomake careful design andmodeling choices.

When a one-compartment PKmodel was performed, pooling and sequential integration overall showed similar
performance. The poor study design (just one dosewas evaluated in each trial) did not have a negative impact on the
final result. This is due to the fact that the one-compartment PKmodel assumes linear kinetics, meaning proportionality
between dose and concentration, i.e., it is nonlinear over time, but linear over dose. It can therefore be considered as an
intermediate step between a linear and a nonlinear setting. As a consequence, the information coming from the time
profiles after the administration of one single dose is highly informative for the estimation of all model parameters. The
few anomalous runs for the sequential integrationwith respect to the parameter σ2

a show instability of the estimation of
subject-specific ka when uninformative prior distributions are specified. Such result is due to the scarcity of information
on the absorption process, which is mainly contained in the first two sampling times in our simulation study. A fast
absorption is often observed in real experiments and practical and ethical laboratory constraints limit the collection of a
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high number of samples which exhaustively describe the absorption phase. In this case, the better performance coming
from pooling the trials together suggests that a higher sample size during the first integration stepwould avoid such
anomalies. If such increase in sample size is not possible, the use of informative prior distributions may stabilize the
estimation process.

The results show that the experimental design has a huge impact on the performance of the sequential integration
when a nonlinear model such as the Emax model is used: when sample size is small, a hierarchical data structure
is present and there is no a priori information, the doses assessed in the first trial should sufficiently describe the
underlying dose-response curve to guarantee a proper parameter estimation. When the first trial was designed such
that two high doses were assessed, the scarcity of information at the central values of the dose-response curve limited
an accurate estimation of the cluster-specific ED50, which highly inflated the RMSE relative to σ2

ED . On the other hand,
such estimation issues did not occur when the first trial was optimally designed. This result stresses the importance of
devoting particular attention to the experimental design, in order tomaximize the amount of information even in case
of low sample size and highmodel complexity.

It should be noted that only simple nonlinear models were evaluated in our simulation study. However, in many
pharmacometric applications, the proposed models are much more complex and are based on ordinary differential
equations. Therefore, the RMSE increase resulting from the analysis of poorly designed trials may be even more
pronounced, and further modeling aspects might have a negative impact on the performance of the Bayesian sequential
integration [8].

In our data analysis wemade two simplifying assumptions for pragmatic purposes (i.e., avoidance of computational
burden). First, unimodal prior distributions (e.g. normal, lognormal and gamma)were used to approximate the posteriors
distributions resulting from the previous integration step, as such potentially reducing the computational burden caused
by the use of mixture algorithms. Secondly, the correlation among parameters was not incorporated through the
use of multivariate prior distributions. In many real-world settings specifying multivariate prior distributions is not
straightforward [8] and estimation of a higher number of parameters becomes challenging. The progressive information
loss along the integration steps caused by the use of univariate prior distributions certainly limits the attractiveness
of Bayesian sequential integration for nonlinearmodels with highly correlated parameters. It should be noted in this
respect that correlation among parameters might also be present when linear models are fitted, e.g., when covariates
are not centered.

In conclusion, the results from our simulation study encourage the use of Bayesian sequential methodology when
similar experiments conducted over different time periods are analyzedwith simple linear models and low correlation
between parameters is present. The technique is found to be particularly appealing when trials are characterized by
higher sample size, such as in clinical drug development. In such setting, the risk of identifiability issues during the first
integration steps is lower and updating the posterior distributions whenever new data become available highly reduces
the estimation time frames. However, when nonlinear models are applied on small trials, proper study designs and prior
distributions need to be considered in order to guarantee reliable results. Furthermore, the limitations arising from
the approximation of the posterior distributions and the potential estimation issues related with the use of univariate
prior distributions reduce the practical use of this technique in such settings. Pooling the trials together might then be a
simpler andmore straightforward choice.
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TABLE 1 Overview of the scenarios and sub-scenarios investigated. R.E., random effects.

Scenario Sub-scenario
Informative priors Uninformative priors

1. Linear model 1A 1B
2. Linear hierarchical model ( not correlated R.E.) 2A 2B
3. Linear hierarchical model (correlated R.E.) 3A 3B
4. PKmodel 4A 4B
5. PK hierarchical model ( not correlated R.E.) 5A 5B
6. PK hierarchical model (correlated R.E.) 6A 6B
7. Emaxmodel 7A 7B
8. Emax hierarchical model (not correlated R.E) 8A 8B
9. Emax hierarchical model (correlated R.E.) 9A 9B
10. Emaxmodel (sub-optimal design) 10A 10B
11. Emax hierarchical model (sub-optimal design, not correlated R.E.) 11A 11B
12. Emax hierarchical model (sub-optimal design, correlated R.E.) 12A 12B

TABLE 2 Dose levels of the active treatment assumed in 5 generated trials.

Trial Administered dose levels
Scenarios 1 to 6 Scenarios 7 to 9 Scenarios 10 to 12

1 100 ED95 = 475, ED50 = 25 ED95 = 475, ED90 = 225

2 50 ED10 = 2.78 ED75 = 75

3 25 ED75 = 75 ED50 = 25

4 12.5 ED25 = 8.33 ED25 = 8.33

5 6.25 ED90 = 225 ED10 = 2.78
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TABLE 3 Prior distributions chosen in the different (sub-)scenarios. IG, Inverse-Gamma; U, Uniform distribution.

Scenario Parameter Prior distribution
Informative Uninformative

1 β0 N (3, 0.25) U (−17, 23)
β1 N (0.5, 0.25) U (−20, 20)
β2 N (0.5, 0.25) U (−20, 20)
β3 N (1, 0.25) U (−20, 20)
σ2 IG (6, 5) IG (0.01, 0.01)

2-3 The following parameters were added to the above:
σ2
0 IG (66, 260) IG (0.01, 0.01)
σ2
1 IG (66, 260) IG (0.01, 0.01)

4 log(ka ) N (0.16, 0.25) U (log(ke ), 5)
log(ke ) N (−2.44, 0.25) U (−10, 2)
log(C l ) N (−3.29, 0.25) U (−10, 10)
σ2 IG (2.02, 0.06) IG (0.01, 0.01)

5-6 The following parameters were added to the above:
σ2
a IG (2, 0.01) IG (0.01, 0.01)
σ2
e IG (2.25, 0.31) IG (0.01, 0.01)

7 and 10 E0 N (0, 0.09) U (−1, 1)
H N (1, 0.04) U (0.5, 2)

Emax N (1, 0.09) U (0, 2)
log(ED50) N (3.22, 0.09) U (0, log(1000))

σ2 IG (2, 0.01) IG (0.01, 0.01)

8-9 and 11-12 The following parameters were added to the above:
σ2
Em

IG (2, 0.01) IG (0.01, 0.01)
σ2
ED IG (2, 0.02) IG (0.01, 0.01)
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TABLE 4 Rootmean squared error (RMSE) for Bayesian pooling and Bayesian sequential integration approaches;
linear model.

Scenario Parameter Sub-scenario
A B

Pooled Sequential Pooled Sequential

1 β0 0.098 0.118 0.103 0.134
β1 0.041 0.049 0.044 0.059
β2 0.043 0.052 0.043 0.055
β3 0.043 0.052 0.043 0.055
σ2 0.062 0.062 0.064 0.065

2 β0 0.212 0.210 0.290 0.312
β1 0.214 0.211 0.282 0.303
β2 0.105 0.104 0.123 0.156
β3 0.105 0.104 0.124 0.156
σ2 0.081 0.081 0.085 0.086
σ2
0 0.231 0.230 0.654 0.661
σ2
1 0.252 0.250 0.622 0.631

3 β0 0.226 0.226 0.318 0.380
β1 0.213 0.214 0.278 0.344
β2 0.109 0.108 0.130 0.169
β3 0.109 0.109 0.130 0.170
σ2 0.080 0.081 0.084 0.090
σ2
0 0.229 0.231 0.754 0.793
σ2
1 0.251 0.259 0.616 0.615
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TABLE 5 Rootmean squared error (RMSE) for Bayesian pooling and Bayesian sequential integration approaches;
one-compartment PKmodel.

Scenario Parameter Sub-scenario
A B

Pooled Sequential Pooled Sequential

4 log(ka ) 0.059 0.068 0.077 0.071
log(ke ) 0.037 0.037 0.037 0.038
log(C l ) 0.072 0.072 0.072 0.072
σ2 0.004 0.004 0.004 0.004

5 log(ka ) 0.060 0.061 0.067 0.084
log(ke ) 0.053 0.055 0.057 0.056
log(C l ) 0.014 0.014 0.020 0.014
σ2 0.005 0.005 0.006 0.005
σ2
a 0.003 0.003 0.038 0.088?
σ2
e 0.038 0.038 0.042 0.044

6 log(ka ) 0.061 0.063 0.068 0.091
log(ke ) 0.054 0.055 0.054 0.056
log(C l ) 0.014 0.014 0.014 0.015
σ2 0.005 0.005 0.005 0.005
σ2
a 0.005 0.005 0.043 0.100†
σ2
e 0.040 0.041 0.043 0.046

?One value (1751.659) was excluded as it was far above the highest value from the other simulation runs (0.703).
†Twovalues (1551.497 and5087.565)were excluded as theywere far above the highest value from the other simulation
runs (0.691).
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TABLE 6 Rootmean squared error (RMSE) for Bayesian pooling and Bayesian sequential integration approaches;
Emaxmodel.

Scenario Parameter Sub-scenario
A B

Pooled Sequential Pooled Sequential

7 E0 0.016 0.016 0.016 0.017
H 0.090 0.082 0.164 0.129

Emax 0.041 0.040 0.074 0.072
log(ED50) 0.120 0.117 0.226 0.285

σ2 0.002 0.002 0.002 0.002

8 E0 0.016 0.016 0.024 0.017
H 0.092 0.087 0.182 0.172

Emax 0.049 0.047 0.202 0.161
log(ED50) 0.127 0.124 0.621 0.520

σ2 0.002 0.002 0.004 0.002
σ2
Em

0.004 0.004 0.129 0.032
σ2
ED 0.009 0.010 0.633 0.268

9 E0 0.016 0.016 0.025 0.017
H 0.089 0.085 0.178 0.172

Emax 0.048 0.046 0.205 0.171
log(ED50) 0.130 0.127 0.641 0.555

σ2 0.002 0.002 0.005 0.002
σ2
Em

0.004 0.004 0.130 0.034
σ2
ED 0.007 0.007 0.648 0.250
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TABLE 7 Rootmean squared error (RMSE) for Bayesian pooling and Bayesian sequential integration approaches;
Emaxmodel, sub-optimal study design.

Scenario Parameter Sub-scenario
A B

Pooled Sequential Pooled Sequential

10 E0 0.016 0.015 0.016 0.016
H 0.088 0.082 0.162 0.148

Emax 0.042 0.047 0.075 0.122
log(ED50) 0.124 0.115 0.228 0.277

σ2 0.002 0.002 0.002 0.002

11 E0 0.016 0.016 0.027 0.021
H 0.091 0.088 0.182 0.468

Emax 0.051 0.056 0.195 0.280
log(ED50) 0.135 0.126 0.628 0.792

σ2 0.002 0.002 0.004 0.003
σ2
Em

0.004 0.004 0.136 0.046
σ2
ED 0.006 0.006 0.668 690467.4

12 E0 0.016 0.016 0.026 0.021
H 0.089 0.086 0.176 0.487

Emax 0.050 0.055 0.195 0.279
log(ED50) 0.132 0.125 0.634 0.822

σ2 0.002 0.002 0.004 0.002
σ2
Em

0.004 0.004 0.131 0.046
σ2
ED 0.006 0.005 0.656 538948.1
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F IGURE 1 Distribution of the estimates of σ2
ED (in logarithmic scale) using the sequential integration technique,scenarios 11B (upper) and 12B (lower).
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Chapter 5
Discussion

The Bayesian paradigm constitutes a promising yet rarely explored approach in the

context of pharmacometric modelling. It allows to incorporate prior information in

the analysis of an experiment, hence improving the precision of the estimates and

consequently leading to lower required sample sizes. However, additional expertise

is required in this setting. The use of highly parameterized PK-PD models based

on ordinary differential equations (ODE) may generate misleading conclusions if the

overall information (resulting from the integration of prior knowledge and current

data) is not rich enough for the estimation of all parameters. This thesis outlines the

advantages of the use of Bayesian methodology in a PK-PD framework as well as its

potential challenges, and provides some guidance in order to overcome them.

The methodology developed in this dissertation was inspired by a preclinical safety

study aimed at assessing possible changes in body temperature following the co-

administration of a new experimental compound with a marketed compound using

sets of rats from experiments conducted at different time periods.

In Chapter 2, a novel K-PD model for the estimation of PD synergy was illustrated

using data from the motivating case study. The model assumes that a virtual PK

profile of the marketed compound inhibits the production of body heat by indirect

mechanisms. In Jacqmin et al. (2007), a one-compartment model with IV bolus ad-

ministration was used to describe the change of the virtual plasma concentration over

time. In our model, a one-compartment PK profile with oral absorption is assumed,

so as to reflect the route of administration of the marketed compound. The K-PD

model developed extends the Loewe Additivity model in the special case when one

compound is inactive as a monotherapy (Harbron, 2010) to an in vivo framework. Al-

though it is widely used in studies that are performed in vitro, the Loewe Additivity
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model cannot catch the pharmacokinetic implications observable through administra-

tion on animals. The proposed physiologically inspired approach in Chapter 2 allows

to integrate information on drug exposure and predict PD profiles following drug

co-administration for untested dosing regimens. In studies where information on the

exposure-time profiles is available, the K-PD model generalizes to a PK-PD model.

In this case, it is possible to express the potency as a function of the concentrations

of the two compounds, rather than the doses. Also, the presence of PK information

allows for the identifiability of potency and absorption parameters, which were fixed

in the present model.

The motivating case study provides a real-life example which highlights the in-

dispensability of Bayesian techniques in drug development: when the data from the

11 combination trials were pooled and analyzed in a frequentist framework using

the well-established NONMEM software, both Laplace and SAEM estimation meth-

ods failed to converge even with different starting values. The Bayesian framework

allowed to include prior information on the historical dose-response study of the mar-

keted compound in the analysis of the combination trials, facilitating convergence and

producing accurate and precise estimates.

Given the sequential nature of data collection, the recursive update of the posterior

distributions whenever a new experiment is conducted is particularly appealing, as it

would be less computationally intensive than the Bayesian analysis of all data up to

the current experiment. To our knowledge, this approach has been rarely applied in

drug development. Micallef et al. (2007) used a stochastic particle filter algorithm to

dynamically update caffeine concentration predictions whenever data from an incom-

ing patient are collected. This method is particularly suitable when the information

from a single subject is incorporated at each integration step, but may be not appli-

cable when the data of a whole trial has to be integrated. The approach considered

in this dissertation uses the posteriors from one trial to determine the hyperparam-

eters of the priors of the following trial. This approach, in this thesis referred to as

Bayesian sequential integration, might not only be applicable to a preclinical setting,

but also in clinical trials, for example when the data from previous interim analyses

are integrated in the current analysis. Clinical trials typically have a higher sample

size compared to preclinical trials, so the computational time saving advantages re-

sulting from the use of Bayesian sequential integration could be remarkable. On the

other hand, preclinical studies are often characterized by low sample sizes, and some

precautions should be undertaken if complex pharmacometric models are performed

on small data during the first integration steps. Chapter 3 showed that the use of

informative prior distributions reduced parameter correlation, which prevented para-
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meter overcompensations that bias the final estimates. Of course, informative priors

should be chosen with care, since the choice of priors which are too informative may

inappropriately introduce artificial information that could dominate that of the data

(Morita et al., 2008). Also, it has been shown that placement of random effect on

parameters that are not highly correlated with others generates better predictions,

since it mitigates the risk that the parameters on which the random effect is allocated

embed part of the effect that should be expressed by other parameters. A proper

prior specification and random effect choice may still generate inaccurate results if

each trial is designed in a way that it does not provide enough information for the es-

timation of all model parameters. In our case study, each trial was assessing one dose

combination only. It followed that the identifiability issues encountered during the

first integration steps generated a bias that propagated till the end of the sequential

integration. On the other hand, it was shown that the integration of a small number

of well designed trials generated better predictions. In general, each trial should be

designed with appropriate sample size, doses and sampling times. Ideally, historical

information from previous studies or from literature would be useful not only for prior

elicitation, but also for statistical optimization techniques such as Optimal Design of

Experiment (ODE). This method would ensure the highest parameter precision given

certain practical constraints, e.g., number of sampling times or replications (Atkinson

and Donev, 1992). If prior information is not available or studies cannot be opti-

mally designed because of ethical or logistic reasons, the results from the Bayesian

sequential integration may be questionable.

The findings of Chapter 3 were restricted to the motivating case study. In Chapter

4 a simulation study was carried out considering both linear and nonlinear models

and assuming either presence or absence of a hierarchical structure. In each simu-

lated scenario, the performances of Bayesian sequential integration were compared to

the results from pooling the studies together in a Bayesian framework. It was found

that when simple linear models are used and parameters are not correlated, both

techniques are accurate and precise. In this context, Bayesian sequential integration

may be encouraged when different trials are conducted sequentially, as it would be

less computationally expensive. However, the presence of nonlinearity requires more

information to allow for the estimation of all parameters, especially when hierarchi-

cal models are carried out. It was shown that the Bayesian sequential technique

may generate misleading conclusions when small trials are integrated, particularly

when weakly or non-informative prior distributions are chosen and trials are poorly

designed. When practical constrains or simply the lack of information on the un-

derlying process limit optimal prior specification and experimental design, pooling
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the trials together would be advisable, as the higher amount of data would ease the

estimation process.

Despite its easy applicability, the Bayesian sequential integration technique has

some limiting features that may be refined in future research. First, the prior distri-

butions are only an approximation of the posterior distributions resulting from the

previous integration step. When the priors are not chosen with care, an approxima-

tion error can be generated and accumulated along the sequence. In the analysis of

the motivating case study, mixture priors were used for some parameters. Mixture

priors often provide a good approximation, but cannot obviously be equivalent to the

true underlying distribution. A second - probably more fallacious - limitation is the

use of univariate prior distributions to express the prior knowledge of parameters that

may be correlated. On the other hand, the specification of multivariate priors with

different marginal densities is not trivial. Sometimes a multivariate normal distribu-

tion is used as an approximation (Weber, 2017), but such method is not suitable in

situations where e.g. some marginal distributions are highly skewed or in presence of

kurtosis. Further research may involve the use of Bayesian nonparametric methods

(Moala and O’Hagan, 2010) which are able to tackle the curse of dimensionality.

Future research may also involve the development of methods accounting for the

presence of heterogeneity among trials. Although in our motivating case study the

trials were assumed to be generated from the same process (as all data were collected

in the same laboratory and each experiment was conducted by the same scientist),

it is plausible to expect settings where discrepancies between current and historical

trials are present (van Rosmalen et al., 2018). Different methods for the integration of

historical data are currently available, such as the meta-analytic-predictive approach

(Neuenschwander et al., 2010), the use of power priors (Ibrahim et al., 2015) and

commensurate priors (Hobbs et al., 2012). In the context of the present work, these

methods may be used for discounting the information from previous trials in case

of differences in terms of design or study conduct. Conversely, in case of similarity

between current and previous trials, such techniques could be used to reduce the

current sample size by borrowing from historical information. In our case study, for

instance, the number of rats allocated to the vehicle group in the last trials could

have been borrowed from the first trials. Moreover, a comparison of the methods for

inclusion of historical information using complex ODE-based PK-PD models is still

lacking, and will be object of further investigation.
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Appendix A
Supporting information for Chapter 2

This appendix includes supporting information for Chapter 2. Section A.1 provides

estimates and credible intervals of the individual rat profiles in experiments 2 to 11

using the novel K-PD model for synergy developed. The Stan code is provided in

Section A.2, and Section A.3 shows a comparison between priors and posteriors for

each model parameter.
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A.1 Individual estimates and credible intervals of experiments 2
to 11
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Figure A.1. Individual estimates (solid lines) and credible intervals (grey bands),
experiment 2
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Figure A.2. Individual estimates (solid lines) and credible intervals (grey bands),
experiment 3
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Figure A.3. Individual estimates (solid lines) and credible intervals (grey bands),
experiment 4
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Figure A.4. Individual estimates (solid lines) and credible intervals (grey bands),
experiment 5
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Figure A.5. Individual estimates (solid lines) and credible intervals (grey bands),
experiment 6
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Figure A.6. Individual estimates (solid lines) and credible intervals (grey bands),
experiment 7
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Figure A.7. Individual estimates (solid lines) and credible intervals (grey bands),
experiment 8
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Figure A.8. Individual estimates (solid lines) and credible intervals (grey bands),
experiment 9
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Figure A.9. Individual estimates (solid lines) and credible intervals (grey bands),
experiment 10
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Figure A.10. Individual estimates (solid lines) and credible intervals (grey bands),
experiment 11
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A.2 Stan code for the novel K-PD model for synergy

functions {

real[] PDsyn(real t, real[] y, real[] theta, real[] x_r, int[] x_i) {

real dydt[3];

dydt[1] = -theta[1] * y[1];

dydt[2] = (theta[1] * y[1] - theta[2] * y[2]);

dydt[3] = theta[3] * (1.0 - theta[4] * y[2]/(theta[5] + y[2])) - theta[6]*y[3];

return dydt;}

}

data {

int<lower=1> N; // total nr. of observations

int<lower=1> J; // nr. of subjects

real y[N]; // response vector

real comp1[J]; // marketed compound dose

real comp2[J]; // novel compound dose

real t0; // starting time

int<lower=1> T; // nr. of timepoints (all unique timepoints)

int<lower=1> nTime[J]; // nr. of observations per subject

int<lower=1> timeInd[N]; // numeric time indicator

real ts[T]; // timepoints for which ODE solutions are requested

}

transformed data {

real x_r[0];

int x_i[0];

}

parameters {

real<lower=0> kout;

real<lower=0> sigmaEpssq;

real<lower=0> ke;

real<lower=0> basem;

real<lower=0> sigmabasesq;

real<lower=0, upper=1> imax;

real<lower=-10, upper=10> b;

real<lower=-10, upper=10> a;

real base[J];

}
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transformed parameters {

real<lower=0> sigmaEps;

real<lower=0> sigmabase;

sigmaEps = pow(sigmaEpssq, 0.5);

sigmabase = pow(sigmabasesq, 0.5);

}

model {

real y_hat[T,3];

int index;

//prior distributions

basem ~ lognormal(3.61, 0.002);

sigmaEpssq ~ inv_gamma(54.441, 24.476);

ke ~ lognormal(-0.115, 0.514);

kout ~ lognormal(1.93, 6.84);

sigmabasesq ~ inv_gamma(2.022, 1.186);

imax ~ beta(19.574, 174.532);

b ~ uniform(-10, 10);

a ~ uniform(-10, 10);

index = 0;

for(j in 1:J){

real y0[3];

real theta[6];

//initial conditions

y0[1] = comp1[j];

y0[2] = 0.0;

y0[3] = base[j];

theta[1] = exp(5);

theta[2] = ke;

theta[3] = kout * base[j];

theta[4] = imax;

theta[5] = exp(a*comp2[j]+b*comp2[j]*comp1[j]);

theta[6] = kout;
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y_hat = integrate_ode_rk45(PDsyn, y0, t0, ts, theta, x_r, x_i);

//likelihood

for (t in 1:nTime[J]) {

index = index + 1;

y[index] ~ normal(y_hat[timeInd[index],3], sigmaEps);}

base[j] ~ normal(basem, sigmabase);}

}
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A.3 Prior and posterior distributions for model parameters
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Figure A.11. Comparison between priors (dashed line) and posteriors (solid line)
for each model parameter
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Appendix B
Supporting information for Chapter 3

This appendix provides mean trends and credible intervals of the parameters of the

Bayesian K-PD model for synergy using different types of sequential integration de-

scribed in Chapter 3. These trends are compared with the estimates resulting from

the model performed on the eleven trials pooled together.

During the first integration steps, the mean parameter estimates are generally

different from the ones resulting from pooling the trials together. For some param-

eters, the additional information provided by the next trials allows a narrowing of

the credible intervals and a change in the estimates, and the final results tend to

approach the pooled ones. For other parameters, some discrepancies between pooling

and sequential integration can be observed. Such discrepancies also determine the

observed differences in the posterior predictions between the two pooling techniques.

The identifiability issues encountered during the first integration steps may produce

biased estimates, which cannot be fully corrected by the addition of the subsequent

trials. Figures B.1 to B.4 highlight the impact of the experimental design on the

performance of the Bayesian sequential integration. For example, Figure B.2 shows

that adding trials assessing very informative doses, such as trial 1 and 2, has a no-

ticeable impact on the trends of parameters Imax, α and β. Also, Figure B.4 shows

that, although the sequential integration using method 4 was the one giving better

predictions, the sample size of the first trial was not sufficient for getting satisfac-

tory estimates. Adding a second trial drastically reduces the credible intervals of

parameters such as kout, α and β, and adjusts the mean estimates for most of the

parameters.
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Figure B.1. Mean parameter trends (solid line) and credible intervals (grey bands)
of the parameters along the sequential integration, method 1; comparison with the
posterior mean (and credible intervals) of the model performed on the eleven trials
together (boxplot)
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Figure B.2. Mean parameter trends (solid line) and credible intervals (grey bands)
of the parameters along the sequential integration, method 2; comparison with the
posterior mean (and credible intervals) of the model performed on the eleven trials
together (boxplot)
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Figure B.3. Mean parameter trends (solid line) and credible intervals (grey bands)
of the parameters along the sequential integration, method 3; comparison with the
posterior mean (and credible intervals) of the model performed on the eleven trials
together (boxplot)
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Figure B.4. Mean parameter trends (solid line) and credible intervals (grey bands)
of the parameters along the sequential integration, method 4; comparison with the
posterior mean (and credible intervals) of the model performed on the eleven trials
together (boxplot)
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Summary

Although Bayesian methods are expanding considerably in various scientific areas,

their applications in the field of PK-PD modelling and simulation is still relatively

limited. In this dissertation, Bayesian techniques are used to facilitate the estimation

of a novel K-PD model which is developed to quantify the extent of PD synergy

resulting from the co-administration of a novel compound with a compound already

available on the market using in vivo data. The change of the safety biomarker

(body temperature) is modeled using an indirect response model where a virtual

PK profile of the marketed compound is assumed to inhibit the production of body

heat. The model can be considered as an extension of the Loewe Additivity model

to an in vivo framework in the special case when one compound is inactive as a

monotherapy. The data consist of a series of 11 trials performed sequentially. While

a frequentist estimation using software NONMEM failed to converge, the Bayesian

framework allowed a successful estimation, incorporating the prior information from a

historical dose-response trial on the marketed compound in the analysis of the current

combination trials, which were initially pooled together.

Due to the sequential nature of data collection, this thesis particularly focuses on

the discussion of opportunities and challenges derived from the Bayesian sequential

analysis of the trials in which posteriors coming from the analysis of one trial are

used to specify the hyperparameters of the prior of the next trial. In comparison

to pooling all studies or reanalyzing all data up to the current study in a Bayesian

framework, the recursive update of posterior distributions whenever new information

becomes available allows to reduce the computation time frames. However, this ap-

pealing method implies the analysis of a limited amount of information during the

first integration steps, which may lead to fallacious conclusions when complex highly

parameterized models - such as population PK-PD models - are performed, as data
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may not be informative enough for the estimation of all parameters. Different model-

ing aspects are considered in order to minimize the risk of such misleading results: (i)

prior specification, (ii) random effect choice and (iii) experimental design. The results

suggest that the use of informative prior distributions reduces the correlation among

parameters and improves the accuracy of estimates. Moreover, choosing the random

effect on a parameter that is not highly correlated with others avoids an overcompen-

sation between parameters, thus ensuring better predictions. On top of that, trials

should be designed so that each of them explores an exhaustive number of doses and

sampling times: the sequential integration of a small number of well designed trials

ensures better estimates than a long, poorly designed series.

The findings from the motivational case study are then extended through a sim-

ulation study which compares the Bayesian sequential integration technique with

the results derived from a Bayesian analysis of the trials which are pooled together.

Different scenarios are evaluated, considering both linear and nonlinear models and

assuming either presence or absence of a hierarchical structure. It follows that when

linear models are carried out and parameters are scarcely correlated, both integra-

tion methods show similar performances and Bayesian sequential integration may be

advised when its computation time gains are substantial. However, the presence of

nonlinearity may produce biased and/or imprecise estimates when Bayesian sequen-

tial integration is performed, particularly when trials are poorly designed and when

weakly or non-informative priors are elicited. In such context, the Bayesian sequential

integration should be performed with caution and pooling the trials together should

be encouraged.
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Samenvatting

Hoewel Bayesiaanse methodes aan populariteit winnen in meerdere wetenschappeli-

jke velden, is de toepassing ervan bij PK-PD modeleren en simuleren relatief beperkt.

In deze thesis werden Bayesiaanse technieken toegepast voor het schatten van de

parameters van een nieuw K-PD model dat de pharmacodynamische synergie, geob-

serveerd bij de gezamelijke toediening van een nieuw en een commercieel product bij

dieren, tracht te beschrijven. De lichaamstemperatuur werd hier gebruikt als een

biomerker voor veiligheid en werd gemodeleerd gebruik makende van een zo genaamd

turnover model. Hierbij wordt uitgegaan van een virtueel PK profiel van het com-

mercieel product dat de productie van lichaamswarmte reduceert. Dit model kan

beschouwd worden als een uitbreiding van het Loewe Additivity model naar een in-

vivo toepassing waarbij een van de producten inactief is als monotherapie. De data

bestaat uit een reeks van 11 opeenvolgende studies. Waar een frequentistische schat-

tingsmethode geimplementeerd in NONMEM convergentie problemen ondervond, was

een Bayesiaanse setting waarbij historische informatie van het commercieel product

gecombineerd werd met de data van de 11 vernoemde studies wel succesvol.

Vermits de data van de 11 verschillende studies een na een verzameld werdern, fo-

cust deze thesis zich specifiek op de voor- en nadelen geassocieerd met een Bayesiaanse

sequentiele analyse van studies waarbij de parameter schattingen uit de analyse van de

ene studie gebruikt kunnen worden om de parameters van de volgende studie efficien-

ter te kunnen schatten. Daar waar het analyseren van alle studies samen erg duur is in

termen van rekentijd, zorgt de hierboven aangehaalde Bayesiaanse sequentiele meth-

ode tot een aanzienlijke verkorting van de rekentijd. Tijdens de eerste stappen van

de data integratie is er echter veelal nog maar een te beperkte hoeveelheid informatie

voorhanden. In dat geval, waar nog onvoldoende hoeveelheid informatie verzameld

is, kan de hierboven beschreven methode tot misleidende besluiten leiden, zeker in
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het geval complexe PK/PD modellen gefit worden met veel parameters en beperkte

hoeveelheid aan informatie. Verschillende aspecten van modeleren zijn in overweging

genomen om het risico op dergelijke misleidende resultaten te reduceren: (i) speci-

ficatie van voorafgaande kennis, namelijk priors, (ii) keuze van random effecten en

(iii) studie opzet. De resultaten tonen aan dat het gebruik van een informatieve prior

de correlaties tussen parameters reduceert en de nauwkeurigheid van de schattingen

verbetert. Bovendien vermijdt het gebruik van een random effect op een parameter

die niet sterk gecorreleerd is met andere parameters dat de parameter schattingen

worden overgecompenseerd, en dus leidt dit tot betere schattingen. Verder moeten

studies dusdanig opgezet worden zodat er voor elke studie een grondige dose en longi-

tudinale exploratie wordt voorzien: de sequentiele integratie van een klein aantal goed

opgezette studies leidt tot betere schattingen dan een groter aantal slecht opgezette

studies.

De bevindingen vanuit de data analyse van het voorbeeld werden aangerijkt met

bevindingen uit een simulatie studie, die de Bayesiaanse sequentiele integratie meth-

ode vergelijkt met de Bayesiaanse analyse van de gecombineerde studies tesamen.

Verschillende scenarios werden bestudeerd, gaande van zowel lineaire als niet-lineaire

modellen tot de af- of aanwezigheid van een hierarchische data structuur. Hieruit

blijkt dat in het geval van lineaire modellen waarbij parameters slechts beperkt

gecorreleerd zijn, beide integratie methodes vergelijkbaar gedrag vertonen. Gezien

de bijkomende computationele tijdswinst, is in dat geval de Bayesiaanse sequentiele

integrate te verkiezen. In het geval van niet-lineariteit in de parameters echter kan de

Bayesianse sequentiele integratie tot vertekende en/of onnauwkeurige schattingen lei-

den, zeker wanneer de studies niet goed werden opgezet en zwakke of niet-informatieve

priors worden gebruikt. In een dergelijke context moet Bayesiaanse sequentiele inte-

gratie met de nodige voorzichtigheid worden toegepast en kan het combineren van de

verschillende studies worden aangemoedigd.
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