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Chapter 1

General introduction

1.1 Background

The main focus of this thesis is on surrogate endpoint evaluation in the single-

trial setting when both the surrogate and the true endpoint are either binary

or are normally distributed. A surrogate endpoint is essentially a marker that

allows for predicting the e�ect of a treatment on a true endpoint (i.e., the clin-

ically most relevant endpoint). We will discuss properties of the true endpoint

that impact the plausibility of �nding a good surrogate. In addition we will

evaluate, for a given true endpoint, which characteristics a surrogate endpoint

should ideally possess in relation to the true endpoint.

This research has primarily been motivated by my professional involvement

in the drug development of bedaquiline which started in 2007 and culminated

in the regulatory �ling in 2012. Of note, bedaquiline was the �rst new-in-class

anti-tuberculosis drug that has been approved in 4 decades. Interestingly, the

regulatory approval has been based on a non-validated surrogate endpoint, i.e.,

culture conversion after 24 weeks of treatment, that was considered to be reas-

onably likely to predict clinical bene�t. This speci�c regulation is typically

only applied for serious illnesses and for treatments with potential major im-

pact. It is acceptable in this context that the surrogate endpoint on which

e�cacy needs to be demonstrated is not validated from a statistical point

of view. There was and still is quite some uncertainty about the validity of

this surrogate as this was one of the �rst randomized trials ever conducted in

3



CHAPTER 1. GENERAL INTRODUCTION

multi-drug resistant tuberculosis and few have followed. In addition, the use of

surrogate endpoints in ordinary (drug-sensitive) tuberculosis has always been

surrounded by controversy. It was clear that the evidence base for the appro-

priateness of the putative surrogate was quite limited. This did not prevent the

FDA advisory board panelists to positively vote (18 against 0) on the question

whether e�cacy of bedaquiline had been established, which had been based

on the treatment e�ect on a surrogate endpoint, collected in a rather small

trial, albeit with the reassuring evidence that this initial e�ect appeared to be

durable. When after the regulatory approval the dust had settled it seemed to

be a sensible scienti�c question to conduct an after-the-facts analysis to eval-

uate the surrogate endpoint in a more formal fashion. It should be noted that

the bedaquiline e�cacy trial was, to my knowledge, the only trial possessing

the ideal features for surrogate endpoint evaluation. Indeed, results of other

randomized clinical trials in MDR-TB evaluating the e�ect of either high-dose

isoniazid (Katiyar et al., 2008), delamanid (Gler et al., 2012) and linezolid (Lee

et al., 2012) were known, but none of these trials quali�ed. Either the random-

ization was not preserved after assessment of the surrogate, or the results on

the true endpoint, i.e., the cure rates, were not published. The bedaquiline

e�cacy trial appeared to be unique in this regard and it was felt that there

was a scienti�c obligation to subject it to further investigation. Obviously, the

primary objective of this work was to develop new statistical methodology and

insights that can be applied in any setting, i.e., is not limited to the clinical

question at hand. However, while the methods will be applied to a number of

other case studies as well, the application to the tuberculosis case study will

remain a central theme. For that reason, some highlights of the fascinating

history of drug development of anti-TB drugs is provided in the next section.

The past is never dead, it is not even past (Faulkner) which is even more true

for tuberculosis.

4



CHAPTER 1. GENERAL INTRODUCTION

1.2 An historical perspective on the develop-

ment of anti-tuberculosis drugs

1.2.1 The �rst randomized clinical trial in history

The discovery of streptomycin in 1943 and the uncertain prognosis of pulmon-

ary tuberculosis in combination with the limited supply of the drug has lead to

the �rst randomized clinical trial in history (Crofton, 2006). Limited supplies

led to limited distribution, and streptomycin was slow to reach Europe. The

British Medical Research Council used the �rst available supplies in 1946 to

conduct a pioneering randomized, controlled study of the e�cacy of the drug.

Fifty-�ve treated patients were compared with 52 control patients. Indeed, the

viewpoint was taken that it would be unethical not to assess what advantage

streptomycin o�ered compared with the current standard of care, i.e., bed rest.

Randomization was used to give subjects equal chance to be allocated to the

limited supply of streptomycin. The randomization was performed as follows:

upon identi�cation of an eligible patient, admission was arranged to the next

available hospital bed in the nearest participating center. Each gender in each

center was allotted a numbered series of envelopes, bearing only the name of

the hospital. Each envelope contained a card indicating S (Streptomycin) or C

(Control). When a patient was approved for the trial the next envelope for that

center and gender was opened. Streptomycin and control patients were usually

admitted to di�erent wards but otherwise treated exactly the same. Neither

group of patients knew that they were in a trial, which remained con�den-

tial throughout its 15-month duration. This is quite remarkable as it clearly

violates ethical principles of modern clinical trial conduct. However, these eth-

ical principles as we currently know them, found its origin in the Nuremberg

Code, which only came into e�ect in 1947. Not only this was the �rst random-

ized trial in history, the results of this trial demonstrated that streptomycin

was helpful. During the �rst six months after admission to the study, there

were four deaths among 55 patients who had been allocated streptomycin, com-

pared with 15 among 52 patients allocated to bed rest alone, and this di�erence

was re�ected in radiological and other improvements. During the subsequent

six months, the radiological and mortality di�erences were less marked (there

were eight more deaths in the streptomycin group and nine more in the groups

5



CHAPTER 1. GENERAL INTRODUCTION

treated with bed rest alone). The study was also important for what it showed

about the development of resistance to streptomycin. Disappointingly, at six

months, tubercle bacilli could still be cultured from the sputum of 47 of the

55 patients treated with streptomycin, compared with 50 of the 52 patients

in the control group. Although surviving patients in the control group de-

teriorated faster than those in the streptomycin group, deterioration occurred

in the streptomycin group as well, and this coincided with the development

of streptomycin resistance in the bacilli, especially after the fourth month of

treatment. The trial had made clear that streptomycin treatment could not be

relied on to cure tuberculosis because of the development of bacterial resist-

ance. Similar observations were made on another new anti-tuberculous drug,

i.e., para-aminosalycylic acid (PAS) if it was given alone. The development of

resistance in individual patients was, at that time, a new phenomenon as it

had not occurred with penicillin. It was soon learned that a combination of

streptomycin and PAS proved far more e�ective than either alone in treating

tuberculosis, and reduced the development of resistance.

1.2.2 The second half of the 20th century, how the battle

was won - and lost

The discovery of streptomycin and PAS was followed in rapid succession in

the 1950s and early 1960s by isoniazid, pyrazinamide, cycloserine, ethionam-

ide, ethambutol and rifampin (Murray et al., 2015). Together, these advances

transformed tuberculosis from a predictably fatal disease to a curable disease

and enabled better control of resistance development. The war on tubercu-

losis was considered winnable with the tools at hand and the awareness of the

public waned. Sanatory closed. The combination therapy of pyrazinamide,

ethambutol, isoniazid and rifampin delivered high cure rates at a relatively

short treatment duration of only 6 months. Mortality was no longer a key

primary endpoint in clinical trials as it occurred too infrequently. Instead, the

endpoint of interest was based on the clearance of bacilli in sputum during

the treatment period without recurrence of the strain, i.e., relapse during the

treatment free follow-up. However, decreased attention to tuberculosis control

led to a resurgence of tuberculosis in the late 1980s and early 1990s. At that

time, multi-drug resistant tuberculosis (tuberculosis caused by organisms with
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resistance to at least isoniazid and rifampin) began to be recognized. This

occurs when these drugs are misused or mismanaged, when patients are unable

to complete the full course of treatment, when health-care providers prescribe

the wrong treatment, or when the supply of drugs is not available or is of poor

quality.

As drug development of new-in-class anti-tuberculosis drugs had come to a

stand-still since the early sixties, the scienti�c community responded to these

new threats by exploring the usefulness of existing drugs that could be added

to the armamentarium. Drugs in this category include the �uoroquinolones,

linezolid and clofazamine. Activity and side e�ects of these drugs were known

and the cost of bringing them to market would be a fraction of that required

to develop new compounds. Another factor that has caused a renewed interest

in tuberculosis was the rise of the HIV pandemic. HIV weakens people's im-

mune systems, allowing TB to �ourish. TB is the leading killer of people with

HIV, and, in countries where TB is prevalent, people with HIV are far more

likely to contract TB than others without HIV. Despite enormous gains made

in battling the HIV epidemic, the high prevalence of the HIV-TB co-infected

subjects threatens to destabilize gains in TB control. Another serious con-

cern was the decline in treatment success in multi-drug resistant patients as

compared to drug-sensitive patients. Also worrisome was the continued devel-

opment of resistance. XDR-TB, an abbreviation for extensively drug-resistant

tuberculosis (TB), is a form of TB which is resistant to at least four of the core

anti-TB drugs. XDR-TB involves resistance to the two most powerful anti-TB

drugs, isoniazid and rifampicin, also known as multidrug-resistance (MDR-TB),

in addition to resistance to any of the �uoroquinolones (such as levo�oxacin

or moxi�oxacin) and to at least one of the three injectable second-line drugs

(amikacin, capreomycin or kanamycin). MDR-TB and XDR-TB both take

substantially longer to treat than DS- (drug-susceptible or drug-sensitive) TB,

and require the use of second-line anti-TB drugs, which are more expensive and

have more side-e�ects than the �rst-line drugs used for drug-susceptible TB.

This causes rather low cure rates in real-world settings. Indeed, a meta-analysis

of 12030 MDR-TB patients from 25 countries in 50 studies revealed that treat-

ment success was as large as 65% in the overall population which decreased

to 51% in the subgroup of XDR-TB patients. The lowest treatment success

rates (34%) were observed in HIV infected patients not receiving antiretroviral
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therapy (Ahmad et al., 2018) with mortality rates during the treatment period

as high as 29%. It should be underscored that these cure rates are strikingly

lower compared to what is observed in carefully conducted clinical trials. The

recently concluded Stream 1 trial reports cure rates as high as 80% comparing

the so-called Bangladesh 9-month treatment regimen with the more traditional

20-24 month treatment (Nunn et al., 2019). This may in part be explained by

better patient retention.

1.2.3 The 21st century, some �ames of hope?

The development of new drugs requires substantial investment and research,

which was the main reason no new drugs have been developed speci�cally to

treat TB since the introduction of rifampicin in the late 1960s. One exception

is bedaquiline, sold under the brand name Sirturo. In 2012, Janssen Pharma-

ceutica got fast-track FDA conditional approval for this drug for use in adults

with MDR-TB. Bedaquiline was the �rst new-in-class TB drug in 40 years to

be approved by the FDA or any other agency and has since been approved by

several other countries. Another company that committed �nding cure for TB

is Japan's Otsuka Pharmaceuticals who developed Delamanid, sold under the

brand name Deltyba. Delamanid was initially approved by the European Medi-

cines Agency (EMA) in 2014 for the treatment of adult pulmonary MDR-TB

when an e�ective treatment regimen cannot otherwise be composed for reasons

of resistance or tolerability. It has since been approved by several other coun-

tries/regions. The successful drug development of bedaquiline was the result of

an e�ective collaboration with regulatory bodies including the FDA and EMA.

First of all, it has been recognized by both industry and authorities that the rise

of MDR-TB constituted an opportunity that could potentially fasten drug de-

velopment. Indeed, demonstration of clinical e�cacy in DS-TB is challenging,

as success rates are already high. This has led researchers to initiate non-

inferiority studies with the objective to substitute the putative weakest drugs

in the combination therapy to more promising compounds. However, while

this idea is appealing, agreeing with regulators on a defensible non-inferiority

margin has proven to be di�cult in settings requiring combination therapy, in

particular because the true bene�t from the weakest drugs in the combination

could not be demonstrated from historical trials. In contrast, exploring e�c-
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acy of novel treatments in the setting of drug-resistant disease may present

certain opportunities. The e�cacy of existing regimens is comparatively poor,

and companion drugs used to treat drug-resistant disease are weak or ine�ect-

ive, enabling demonstration of the e�ect of the new drug in add-on superiority

designs. Other advantages of this approach, which has also been used suc-

cessfully in the development of antiretroviral agents, include the possibility of

demonstrating drug e�cacy using smaller studies, the possibility of accelerated

approval based on a surrogate endpoint and the opportunity to address an ur-

gent public health need. Experience with the activity and the safety of new

agents in drug-resistant disease may provide a platform from which their indic-

ation can be broadened to include drug-sensitive disease (Sacks and Behrman,

2008). The insight of conducting pivotal trials in MDR-TB, as opposed to

DS-TB, in combination with the demonstration of e�cacy on a surrogate that

is reasonably likely to predict clinical bene�t has opened the door to successful

drug development.

1.2.4 Some notes about Surrogate and True endpoints in

Tuberculosis

It should not come to a surprise that surrogate endpoints are under perpetual

scrutiny, in particular in settings in which its statistical validity has not been

demonstrated. Likewise, the so-called true endpoint in tuberculosis has un-

dergone considerable changes over time. Indeed, while mortality was the self-

evident true endpoint in the pre-antibiotic era, death occurred too infrequently

in later clinical trials to be considered useful, or powerful, for clinical research.

In contrast, microbiological outcomes based on evidence that culture conver-

sion in sputum from positive to negative from M. tuberculosis 6 months after

the end of therapy has become the true endpoint of choice. It is interesting to

note that the rise of drug resistance in some parts of the world, has led to more

frequent failure to microbiologically clear the patient from M. tuberculosis. It

is quite apparent from the available data that failure to culture convert has, on

its turn, substantially increased mortality. For this reason 'favorable outcome'

('poor outcome') which is de�ned as microbiological cure at the end of the

treatment-free follow-up (or lack thereof) has been accepted as the true end-

point. The �rst attempts to evaluate surrogacy with adequate statistical rigor
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originate from DS-TB. We will present the primary �ndings from a re-analysis

of twelve randomized controlled trials conducted by the British Medical Re-

search Council in the 1970s and 80s in East Africa and Asia (Phillips et al.,

2013). Three endpoints were evaluated as potential surrogates: (A) a posit-

ive culture of at least 20 colonies at month one, (B) a positive culture of any

growth at month two and (C) a positive culture of any growth at month three.

Most patients were still culture positive after one month of treatment, so the

endpoint selected for this time point is a positive culture of at least 20 colonies.

Insu�cient patients were culture positive at month four for that to be a useful

endpoint. For each of the 3 putative surrogate endpoints, the statistical ana-

lysis was conducted in two stages. The �rst stage involves analysis at the trial

participant-level estimating the treatment e�ect on the surrogate endpoint αij

(expressed as the log odds ratio of a positive culture) and the treatment e�ect

on the true endpoint βij (expressed as the log odds ratio of a poor outcome)

for each treatment comparison j, of an experimental arm with the control arm

in each trial i. The second stage involves analysis at the treatment-comparison

level �tting a linear regression model with βij as the response and αij as the

explanatory variable. Since the pairs (αij , βij ) are estimated with varying

precision, the model is �tted with weights equal to the inverse of the mean of

the variances of the αij and βij for each i and j. We refer to Phillips et al.

(2013) for a detailed description of trials and treatment comparisons and a

discussion on the potential limitations of the statistical analysis. The results

are presented in Figure 1.1 with, from top to bottom, a graphical presentation

of the relationship between the treatment e�ects of surrogate endpoints A, B

and C (as described above) with the true endpoint. Estimates with greater

precision, and therefore larger weight in the linear model, are represented by

larger circles. The proportion of variation in βij explained by αij in this situ-

ation is called the trial-level proportion of variation explained, R2
trial. Values

of R2
trial ≥ 0.80 is considered as evidence for a surrogate being 'good' and

R2
trial ≥ 0.95 as 'very good' (Burzykowski et al., 2005).

Note that the values for R2
trial for surrogate endpoints (A), (B) and (C)

were found to be 0.36, 0.36 and 0.69 respectively. In conducting a subgroup

analysis by geographical region, higher values for R2
trial were found. The month

two culture result was shown to be a poor surrogate in East Africa but a good

surrogate in Hong Kong. In contrast, the month three culture was a good
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Figure 1.1: Meta-analysis of culture results as surrogate endpoints across his-

torical DS-TB trials : A. Month 1, B. Month 2 and C. Month 3.

surrogate in trials conducted in East Africa but not in Hong Kong. It was sug-

gested that an endpoint that is a summary measure of the longitudinal pro�le

of the culture results over time is more likely to be a better endpoint for a phase

2 trial than a culture result at a single time point. More data were considered

needed for any endpoint can be used as a surrogate in a con�rmatory phase

3 trial. Despite the concerns about the validity of the surrogate, the question

has also been raised to what extent the existing knowledge DS-TB trials can

carry over to MDR-TB. It should be noted that culture conversion in MDR-TB

patients is slower and the total treatment duration is longer. Despite these �nd-

ings, the phase 2 trial studying the e�ect of delamanid (Gler et al., 2012) still

used culture conversion at two months as primary endpoint. Unfortunately, the

association with the true endpoint could not be assessed as subjects entered

into an observational study. The phase 2 trial studying the e�ect of linezolid

in MDR-TB patients used culture or smear conversion at 4 months as primary

endpoint after which patients were re-randomized (Lee et al., 2012). The fact

that the randomization has not been preserved is considered a lost opportunity
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to study how putative surrogate markers relate to favorable outcome.

1.2.5 The TMC207-C208 trial

The clinical trial demonstrating e�cacy of bedaquiline (BDQ) in newly

diagnosed patients with pulmonary MDR-TB was a randomized, placebo-

controlled trial for which treatment assignment was not changed until study

end. The trial consisted of two stages, independent from each other. The

�rst stage was a single-country, placebo-controlled, randomized trial in a small

group of newly diagnosed MDR-TB patients (N=47) to compare the safety and

e�cacy of adding BDQ for 8 weeks to a preferred �ve-drug MDR-TB regimen.

The shorter treatment period of 8 weeks was chosen to monitor the safety of

bedaquiline for a relatively short period and to obtain a �rst read-out of the

microbiological e�ect. The primary results were quite encouraging, demon-

strating a clear e�ect in favour of bedaquiline at weeks 8 and 24 (Diacon et al.,

2009). However, this e�ect waned towards the end of the trial (Diacon et al.,

2012).

The second stage (main trial) was a multi-country, placebo-controlled, ran-

domized trial in a larger group of newly diagnozed MDR-TB patients (N=160).

C208 Stage II compared the e�cacy and safety of BDQ given for 24 weeks (BDQ

400 mg once daily for 2 weeks, followed by 200 mg three times a week for 22

weeks) versus placebo when added to a preferred �ve-drug MDR-TB regimen

that was given for 18 to 24 months. While national treatment-program regi-

mens were respected, the preferred �ve-drug background regimen was ethion-

amide, pyrazinamide, o�oxacin, kanamycin, and cycloserine. The primary end-

point was time to con�rmed sputum culture conversion from positive to negat-

ive in liquid broth. Changes in the background regimen were allowed according

to the results of drug susceptibility testing, because of unacceptable adverse

events or supply interruption of the drugs. The background regimen was con-

tinued for 12 to 18 months after the planned end of BDQ treatment, with an

anticipated ≥ 6 month treatment-free follow-up period. This allowed clinical

outcome to be assessed at 120 weeks (30 months) after randomization. While

regulatory approval of the drug was obtained on the basis of 'time to con-

�rmed sputum culture conversion' during the �rst 24 weeks, a binary endpoint

of sputum culture conversion (achieved or not) was also used to demonstrate

12



CHAPTER 1. GENERAL INTRODUCTION

superiority of the BDQ-containing treatment group. Sputum culture conver-

sion was evaluated after 24 weeks (treatment completion of BDQ or placebo)

and at the 120 week endpoint, which is 24 weeks after the anticipated com-

pletion of the entire treatment. Spot sputum samples to assess the presence

or absence of Mycobacterium tuberculosis were collected in triplicate at every

visit and qualitative assessment was done in liquid medium. Visits were sched-

uled weekly during the �rst 8 weeks and biweekly until Week 24. From Week

24 onwards, visits were scheduled monthly until Week 36 and three-monthly

thereafter until the end of the trial (Week 120). Triplicate culture results

were summarized prior to analysis into one single measure which was negative

when at least one of the three samples was negative and none were positive

and was positive when at least one of the three samples was positive. All pa-

tients contributing to the e�cacy analyses were culture positive at baseline.

Patients whose pre-randomization sputum sample was culture negative were

excluded from the e�cacy analysis, as were those whose culture was shown

to be drug-sensitive or extensively drug-resistant, de�ned as MDR-TB with

additional resistance to injectable second-line drugs (amikacin, kanamycin, or

capreomycin) and �uoroquinolones. After exclusion of these categories of pa-

tients, the number of patients retained for primary e�cacy analysis was 132

(66 patients in each treatment group). Regarding baseline susceptibility to

drugs in the background regimen, 51 patients in the BDQ group vs 54 patients

in the placebo group were infected with MDR-TB, and 15 vs 12, respectively,

were infected with pre-extensively drug-resistant TB, de�ned as MDR-TB isol-

ates also with resistance to second-line injectables or �uoroquinolones. Sputum

culture conversion at 8 weeks, 24 weeks, and at the end of the trial used the

same criterion for con�rmed conversion, i.e., the patient had to have at least

two consecutive negative cultures at least 25 days apart (with no positive in-

termediate cultures). Patients who prematurely dropped out of the trial were

considered failures from time of drop-out onwards, irrespective of whether they

culture converted at the time they dropped out.

At the �rst stage, superiority of bedaquiline was demonstrated on the sur-

rogate endpoint which was the pivotal information on which the regulatory

submission has been based. The success rate in the bedaquiline group was

79% compared to 58% in the control group. The superiority of bedaquiline

was later on con�rmed on the true endpoint (Diacon et al., 2014) with success
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rates of 62% in the bedaquiline group compared to 44% in the control group

(Table 1.1).

Table 1.1: Cross-tabulation of S versus T in the control (left) and experimental

(right) treatment groups.

MDR-TB Case Study

Control Bedaquiline

S S

0 1 0 1

T
0 24 13

T
0 14 11

1 4 25 1 0 41
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Chapter 2

General introduction to sur-

rogate endpoints

2.1 Introduction

In clinical research, interest typically focuses on the most clinically relevant en-

dpoints such as loss of vision in (in ophthalmic diseases), performance on some

rating scale (psychiatric diseases), survival in idiopathic pulmonary �brosis

(IPF), microbiological cure in Tuberculosis (TB), and so on. Above clinical en-

dpoints are considered most relevant for the patient but these can not always

be easily measured in prospective clinical trials.

Despite the potential advantages of surrogates, their use has been surroun-

ded by controversy. It is a common misconception that surrogacy automatically

follows from the association between a candidate surrogate and the true clinical

endpoint. In the past, this misconception has had some severe consequences.

For example, the Food and Drug Administration (FDA) approved three drugs

(i.e. ecainide, �ecainide and moricizine) because of their capacity to suppress

arrhythmias. As arrhythmia is known to be associated with a signi�cant in-

crease in death rates due to cardiac complications, it was assumed that these

drugs would also reduce death rate. However, a post-marketing trial showed

that the active-treatment death rate was actually higher than the placebo death

rate (Alonso et al., 2017a).

The mere correlation between two endpoints is thus not su�cient to evaluate
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the appropriateness of a candidate surrogate. What is truly needed to replace

the true endpoint by a surrogate endpoint in a clinical trial is that the treatment

e�ect on the surrogate endpoint provides a good indication of the treatment

e�ect on the true endpoint. This typically requires data from multiple clinical

trials. The paradox is that such an analysis is only possible when the long-term

clinical endpoints have been observed in multiple clincial trials, at which point

one would argue it is too late to establish the value of the surrogate (Alonso

et al., 2017a).

The regulatory approval of nintedanib and pirfenidone for the treatment

of idiopathic pulmonary �brosis (IPF) provides an interesting case study on

this matter. IPF is chronic progressive lung disease occurring primarily in

older adults, with a median survival of 3 to 5 years from diagnosis (Ley, 2017).

There are currently two treatments available, i.e., pirfenidone and nintedanib

which have been demonstrated to slow down the progression of the disease

(Karimi-Shah and Chowdhury, 2015). This progression is typically assessed

by the annualized decline in forced vital capacity (FVC) which can be meas-

ured during spirometry. Prior to the approval of pirfenidone and nintedanib

in 2014, there was no therapy known to provide clinically meaningful bene�t

against which to validate FVC decline. These uncertainties regarding FVC

led to the decision not to approve pirfenidone in the �rst review cycle. In

the absence of a valid surrogate marker for a clinically meaningful measure

of e�cacy, the FDA took the position that an e�ect on mortality would be

the most unequivocal and clinically important measure of e�cacy against this

progressive and ultimately fatal disease (Karimi-Shah and Chowdhury, 2015).

However, it was quite evident that the assessment of mortality in comparative

trials would be rather impractical given the large number of subjects and long

duration that would be required. The FDA was therefore persuaded by in-

dustry and academic experts to accept study designs using FVC decline as the

primary e�cacy variable. Quite conveniently, Karimi-Shah and Chowdhury

(2015) also provided the public with the hazard ratios on all-cause mortality

and the treatment e�ects on FVC declines, standardized across trials. This

standardization was important because of the di�erent approaches both phar-

maceutical companies had taken to de�ne the surrogate. In addition, the data

provided has been supplemented by the results of a more recently concluded

randomized clinical trial investigating the e�ect of the experimental medicine
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pamrevlumab (Richeldi et al., 2020).

We present a preliminary analysis of this data. Based on the available

summary measures that are provided, a simple weighted regression analysis of

the true endpoint versus the surrogate shows that R2
trial = 0.88. While this

value for R2
trial is fairly high, its magnitude does not provide a clear clinical

interpretation. To address this di�culty, the so-called surrogate threshold e�ect

(Burzykowski and Buyse, 2006), de�ned as the minimum treatment e�ect on

the surrogate necessary to predict a non-zero e�ect on the true endpoint, has

been proposed. It is shown from Figure 2.1 that an annualized treatment e�ect

of approximately 94 mL in FVC is considered the minimum e�ect required to

predict a favorable e�ect on mortality. The practical consequence of above

measures of R2
trial and the STE is subject to ongoing debate and is not further

addressed in this dissertation.

Figure 2.1: Surrogate Threshold E�ect applied to the Nintedanib, Pirfenidone

and Pamrevlumab randomized clinical trials in IPF.
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Unlike the above example, it is often not feasible to have some amount of

trial-level replication to allow this type of analysis. This calls for the develop-

ment and application of methods that allow for the identi�cation and evaluation

of surrogate endpoints in a single-trial setting, i.e., at the individual patient

level, rather than at trial level. Over the last few decades, various statistical

procedures to achieve this aim has been proposed. In the next section, these

methods are brie�y reviewed.

2.2 Earlier approaches to surrogate endpoint

evaluation in the single-trial setting

2.2.1 Prentice's approach

Prentice de�ned a surrogate endpoint as `a response variable for which a test

of the null hypothesis of no relationship to the treatment groups under com-

parison is also a valid test of the corresponding null hypothesis based on the

true endpoint' (Prentice, 1989). This de�nition essentially requires that the

surrogate endpoint S should capture any relationship between the treatment

Z and the true endpoint T . Symbolically, Prentice's de�nition can be written

as

f(S | Z) = f(S)⇔ f(T | Z) = f(T ),

where f(S) and f(T ) denote the probability distributions of the random vari-

ables S and T , and f(S | Z) and f(T | Z) denote the probability distributions

of S and T conditional on the value of Z, respectively. Notice that this de�ni-

tion involves the triplet (T, S, Z), i.e., S is a surrogate for T only with respect

to the e�ect of some speci�c treatment Z and not (necessarily) for a di�erent

treatment (except when S is a perfect surrogate for T , i.e., except when S and

T are deterministically related).

Based on his de�nition of a surrogate endpoint, Prentice formulated four

operational criteria that should be ful�lled for a good surrogate

f(S | Z) 6= f(S), (2.1)

f(T | Z) 6= f(T ), (2.2)

f(T | S) 6= f(T ), (2.3)
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f(T | S, Z) = f(T | S). (2.4)

Thus, the treatment Z should have a signi�cant e�ect on S (see (2.1)), the

treatment Z should have a signi�cant e�ect on T (see (2.2)), S should have a

signi�cant e�ect on T (see (2.3)), and the e�ect of the treatment Z on T should

be fully captured by S (see (2.4)).

For example, in the setting where both the surrogate and the true endpoints

of a patient j (i.e., Sj and Tj) are normally distributed and Zj is a binary

indicator for the treatment, the �rst two Prentice criteria (see (2.1)-(2.2)) can

be examined by �tting the following bivariate linear regression model

Sj = µS + αZj + εSj , (2.5)

Tj = µT + βZj + εTj , (2.6)

where the error terms εSj and εTj have a joint zero-mean normal distribu-

tion with variance-covariance matrix

Σ =

(
σSS σST

σST σTT

)
. (2.7)

Further, the third and fourth Prentice criteria (see (2.3)-(2.4)) can be examined

by �tting the following univariate linear regression models

Tj = µ+ γSj + εj , (2.8)

Tj = µ̃T + βSZj + γZSj + ε̃Tj , (2.9)

where

βS = β − σSTσ−1
SSα,

γZ = σSTσ
−1
SS ,

and the variance of ε̃T equals

σTT − σ2
STσ

−1
SS .

To be in line with Prentice's criteria, the hypotheses H0 : α = 0, H0 : β = 0,

and H0 : γ = 0 in models (2.5)-(2.6) and (2.8) should be rejected, whereas the

hypothesis H0 : βS = 0 in model (2.9) should not be rejected.
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An appraisal of Prentice's approach The Prentice criteria are intuitively

appealing and straightforward to test, but there are some fundamental prob-

lems that surround this approach.

First, the fourth Prentice criterion requires that the statistical test for the

βS parameter is non-signi�cant (see (2.9)). This criterion is useful to reject a

poor surrogate endpoint (i.e., a surrogate for which βS 6= 0), but it is not suit-

able to conclude that the candidate surrogate is appropriate (i.e., a surrogate

for which βS = 0). Indeed, in the Prentice framework one would have to accept

the null hypothesis H0 : βS = 0 to conclude that the surrogate is appropriate,

which is obviously not possible (Freedman et al. (1992)). For example, the

non-signi�cant hypothesis test may always be the result of a lack of statistical

power due to an insu�cient number of patients in the trial.

Second, even when lack of statistical power would not be an issue, the result

of the statistical test to evaluate the fourth Prentice criterion (i.e., H0 : βS = 0)

cannot prove that the e�ect of the treatment Z on T is fully captured by S

(Burzykowski et al., 2005; Frangakis and Rubin, 2002). More importantly, the

treatment e�ect on the true endpoint is obtained after conditioning on the sur-

rogate, i.e., a post-randomization variable and, consequently, is not a causal

e�ect. Moreover, in any practical setting it would be more realistic to expect

that a surrogate explains a part of the treatment e�ect on the true endpoint

� rather than the full e�ect. This consideration led Freedman et al. (1992) to

the proposal that attention should be shifted away from the hypothesis-testing

framework of Prentice (i.e., a yes/no all-or-nothing qualitative judgement of the

appropriateness of a candidate S) to an estimation framework (i.e., a quantitat-

ive rating of the appropriateness of a candidate S). The proposal of Freedman

et al. (1992) is detailed in Section 2.2.2.

Third, it can be shown that Prentice's operational criteria to evaluate a

candidate S are only equivalent to his de�nition of a surrogate when both S

and T are binary variables Buyse and Molenberghs, 1998. This implies that

verifying the operational criteria does not guarantee that the surrogate truly

ful�lls the de�nition � except when all members of the triplet (Z, T, S) are

binary.

Fourth, the Prentice criteria require that the treatment Z signi�cantly af-

fects both S and T (see (2.1)-(2.2)). Thus, the data of a clinical trial in which

the treatment has no signi�cant e�ect on both S and T cannot be used to
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evaluate a surrogate endpoint in Prentice's approach.

2.2.2 The proportion of treatment e�ect explained

In view of the problems with the Prentice criteria, Freedman et al. proposed

to quantify surrogacy as the proportion of the e�ect of the treatment on T that

is explained by S (the proportion explained, PE ) (Freedman et al., 1992)

PE(T, S, Z) =
β − βS
β

= 1− βS
β
, (2.10)

where β is the estimate of the e�ect of the treatment on T without correction

for S and βS is the estimate of the e�ect of the treatment on T with correction

for S. The intuition behind the PE is that, if all treatment e�ect is mediated

by S (i.e., if βS = 0), then PE = 1. On the other hand, if there is no mediation

at all (i.e., if β = βS), then PE = 0. Note that the fourth Prentice criterion is

equivalent to the requirement that PE = 1.

An appraisal of the proportion explained As was also the case with the

Prentice criteria, there are some fundamental issues with the PE.

First, the intuition behind the PE (i.e., that PE = 1 when all treatment

e�ect is mediated by S and PE = 0 when there is no mediation) is �awed

because βS is not necessarily zero when there is full mediation, and β, βS

are not necessarily equal when there is no mediation. As a result, the PE is

not con�ned to the unit interval and it is thus not truly a proportion in the

mathematical sense (i.e., it does not always holds that 0 ≤ PE ≤ 1).

Second, to be useful in practice a surrogate endpoint should allow for the

prediction of the e�ect of Z on T based on the e�ect of Z on S (in a future

clinical trial). It is not clear how such a prediction can be made within the PE

framework.

Third, the con�dence interval of the PE tends to be wide. In fact, Freedman

(2001) found that the ratio β̂/s.e.(β̂) should be ≥ 5 (indicative of a very strong

treatment e�ect on T ) to achieve 80% power for a test of the hypothesis that

S explains more than 50% of the e�ect of Z on T . Arguably, such a strong

requirement makes the use of the PE infeasible in practice.

Fourth, the PE approach assumes that model (2.9) is the correct model

(when S and T are continuous normally distributed endpoints). If this as-
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sumption is not correct (e.g., if the association between S and T depends on

Z), the PE ceases to have a single interpretation and the surrogate evaluation

process cannot be continued (Freedman et al., 1992).

Finally, the conceptual foundation of the PE (and the related fourth Pren-

tice criterion) is problematic, because the treatment e�ect on T is obtained

after conditioning on the post-randomisation S. Consequently, it cannot be

considered to be a causal e�ect (Frangakis and Rubin, 2002).

2.2.3 The relative e�ect and adjusted association

In view of the fundamental problems with the PE, Buyse and Molenberghs

(1998) proposed two new quantities to assess surrogacy, i.e., the relative e�ect

(RE ) and the adjusted association (γ). In the setting where both S and T are

continuous normally distributed endpoints, these metrics are computed as

RE(T, S, Z) =
β

α
, (2.11)

γ = corr(S, T | Z) =
σST√
σSSσTT

. (2.12)

The RE is the ratio of the e�ect of Z on T and the e�ect of Z on S. If

RE = 1, then the magnitude of the treatment e�ect on T is identical to the

magnitude of the treatment e�ect on S. Notice that, in contrast to what was

the case with the PE, the treatment e�ects involved in RE are not adjusted

for post-randomisation variables and thus these measures have a direct causal

interpretation. Indeed, α and β are simply the average individual causal e�ects

of the treatment on S and T , respectively. The adjusted association γ quanti�es

how strongly S and T are associated at the level of the individual patients (after

accounting for the treatment e�ect). If γ = 1, then there exists a deterministic

relationship between S and T � and thus the true endpoint for an individual

patient can be perfectly predicted based on his or her surrogate endpoint and

the administered treatment. If γ = 0, then knowledge of S does not improve

the prediction of T in an individual patient.

An appraisal of the adjusted association When both S and T are con-

tinuous normally distributed endpoints, there are no issues with the adjusted

association (γ). Indeed, γ is simply the correlation between S and T adjus-

ted for Z. This metric has desirable properties, i.e., it always remains within
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the unit interval, it generally has a small con�dence interval (because there is

su�cient individual-level replication in most clinical trials), and it is straight-

forward to compute and interpret. However, it should be noted that γ is a

measure of association and a correlate does not make a surrogate.

When we move away from the situation were both S and T are continuous

normally distributed endpoints, it is no longer clear how γ should be quanti�ed.

For example, in the mixed continuous-binary setting (i.e., S is continuous and

T is binary), a bivariate probit model can be used in which γ is de�ned as the

correlation between a latent continuous variable that is assumed to underlie the

observed discretized endpoint T and the continuous endpoint S. Or alternat-

ively, Geys et al. have shown that a bivariate Plackett-Dale model can be used

in which γ is de�ned as the global odds ratio between S and T (Burzykowski

et al., 2005). A variety of other metrics have been proposed to quantify γ in

other settings (Burzykowski et al., 2005), but it would be desirable to have a

single unifying framework available that allows for the quanti�cation of γ in

a wide variety of settings. The more recently proposed information-theoretic

surrogate evaluation approach provides such a framework (Alonso and Molen-

berghs, 2007).

An appraisal of the relative e�ect The main motivation to evaluate a

surrogate endpoint is to be able to predict the unobserved e�ect of Z on T

in a future clinical trial i = 0 (i.e., β̂0) based on the observed (estimated)

e�ect of Z on S (i.e., α̂0). The RE allows for such a prediction (provided

that RE is su�ciently precisely estimated), but doing so requires a strong and

unveri�able assumption. Often, it is assumed that the relationship between β̂

and α̂ is multiplicative (which comes down to a regression line through (0, 0)

and
(
β̂, α̂

)
). In other words, it is assumed that RE remains constant across

clinical trials. Of course, the validity of the constant RE assumption cannot

be veri�ed in a setting where the data of only one clinical trial are available.

Second, in contrast to γ (which has an interpretation in terms of the strength

of the treatment-corrected association between S and T ), the RE has no direct

interpretation in terms of the strength of the association between β and α. This

issue arises from the fact that a single clinical trial replicates patients � and

thus a basis is provided for inference regarding patient-related characteristics

� but not characteristics of the trial itself (i.e., α and β). Thus, even when
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the unveri�able constant RE assumption would not be an issue, there still is

a problem (Molenberghs et al. (2013)). To see this more clearly, expression

(2.11) is rewritten as β = RE ∗α and an intercept is included (to make it more

general), yielding β = µ + RE ∗ α. The question now rises how accurate this

linear relationship is. To study this in proper statistical terms, a �nal rewrite

is necessary by adding an error term ε in the previous expression, yielding

β = µ + RE ∗ α + ε (where it is assumed that ε ∼ N
(
0, σ2

)
). Obviously, σ2

can only be estimated when there is appropriate replication of the pair (β, α).

Put in another way: the data of multiple clinical trials are required to quantify

the accuracy by which β can be estimated.

2.2.4 The meta-analytic approach

The issues discussed in Section 2.2.3 led to the suggestion that there should

be adequate replication at the level of the clinical trial � in addition to the

replication at the level of the individual patients. Let us now assume that

the data of i = 1, . . . , N trials are available, in the ith of which j = 1, . . . , ni

patients are enrolled. Denote by Tij and Sij the normally distributed true

and surrogate endpoints for patient j in trial i, respectively, and by Zij the

(binary) indicator variable for the new treatment. In this setting, Buyse et al.

(2000) proposed to evaluate surrogacy based on the following linear mixed-

e�ects model.  Sij = µS +mSi + (α+ ai)Zij + εSij ,

Tij = µT +mTi + (β + bi)Zij + εTij ,
(2.13)

where µS , µT are the �xed intercepts for S and T , mSi, mTi are the cor-

responding random intercepts, α, β are the �xed treatment e�ects for S and

T , and ai, bi are the corresponding random treatment e�ects. The vector of

the random e�ects (mSi, mTi, ai, bi) is assumed to be mean-zero normally

distributed with variance-covariance matrix D

D =


dSS dST dSa dSb

dTT dTa dTb

daa dab

dbb

 . (2.14)
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The error terms εSij and εTij in (2.13) are assumed to be mean-zero normally

distributed with variance-covariance matrix Σ

Σ =

(
σSS σST

σTT

)
. (2.15)

Metrics of surrogacy In the meta-analytic framework, surrogacy is quanti-

�ed based on two metrics, i.e., the trial- and individual-level coe�cients of de-

termination. The trial-level coe�cient of determination quanti�es the strength

of the association between the treatment e�ects on T (i.e., βi = β+ bi) and the

treatment e�ects on S (i.e., αi = α+ ai) in the N di�erent trials

R2
trial = Rbi|mSi, ai =

(
dSb

dab

)T (
dSS dSa

dSa daa

)−1(
dSb

dab

)
dbb

. (2.16)

All quantities in (2.16) are based on the D matrix (2.14). The R2
trial value is

unitless and lies within the unit interval when the D matrix is positive de�nite.

A 95% con�dence interval around R2
trial can be computed as

R2
trial ± 1.96

√
4R2

trial

(
1−R2

trial

)2
N − 3

, (2.17)

where the variance of R2
trial is estimated using the Delta method and N refers

to the total number of clinical trials that were available in the analysis. For

a derivation of (2.17), the reader is referred to Cortinas et al. (2008). An

R2
trial that is close to 1 indicates that there is a strong association between the

treatment e�ects on S and T in the N di�erent trials. A surrogate is called

trial-level valid when this is the case. The term `trial-level' surrogacy refers to

the fact that the treatment e�ects on S and T (i.e.,
(
α̂i, β̂i

)
) are observed at

the level of the clinical trial.

The individual-level coe�cient of determination quanti�es the strength of

the association between S and T in the di�erent patients (after adjustment for

both the trial- and treatment-e�ects)

R2
indiv = R2

εTij |εSij
=

σ2
ST

σSSσTT
, (2.18)
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where the quantities in (2.18) are based on the Σ matrix (2.15). A 95% con-

�dence interval around R2
indiv can be obtained as

R2
indiv ± 1.96

√
4R2

indiv

(
1−R2

indiv

)2
Ntotal − 3

,

where the variance of R2
indiv is estimated using the Delta method and Ntotal

refers to the total number of patients in the study. An R2
indiv close to 1 indicates

that there is a strong association between S and T at the level of the individual

patients (after adjusting for treatment- and trial-e�ects). A surrogate is called

individual-level valid when this is the case. The term `individual-level' refers

to the fact that S and T are observed at the level of the individual patients.

An appraisal of the meta-analytic approach The meta-analytic ap-

proach provides an elegant and statistically-sound framework, but its practical

use is hampered by the fact that data of multiple clinical trials are needed

for the analysis. Indeed, it is often not feasible to have a su�cient amount of

trial-level replication. To this end, several authors have proposed the use of

alternative clustering units (e.g., the hospitals in which patients are treated).

The choice for a particular clustering unit may depend on several considera-

tions, such as the information that is available in the dataset, experts' opinions

regarding the most suitable clustering unit, and the number of patients per

clustering unit (Burzykowski et al., 2005). Simulation studies have shown that

the impact of shifting between clustering units (e.g., using hospital instead of

trial) on the estimated R2
trial is small when the magnitude of the variability in

the treatment e�ects at the di�erent levels (clinical trial, hospital) is roughly

similar. However, when there are large di�erences in the magnitude of this

variability, the impact of shifting between clustering units on the estimated

R2
trial can be substantial and thus caution is needed (for details, see Cortinas

et al. (2004)).

A second issue with the meta-analytic approach is that �tting model (2.13)

is computationally challenging � even if the data of a large number of trials

is available. To this end, several simplifying model-�tting approaches were

proposed. For example, Tibaldi et al. (2003) recommended the use of �xed-

e�ect models instead of mixed-e�ects models, because both approaches yield

comparable results whilst the �xed-e�ect models are substantially easier to �t
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and computationally less demanding.

2.3 Overview of the thesis

In chapter 3 of this thesis, a number of case studies and the R software package

Surrogate are introduced. It is also outlined how data will be simulated. The

data sets, either based on true case studies or simulated data, will be used to

exemplify the methodology that was developed in the current thesis. Much at-

tention will be dedicated in chapter 4 to an information-theoretic approach for

the evaluation of surrogate endpoints in the single trial setting, using methods

of causal inference. In this chapter the methodology will be outlined when S

and T are both normal, or alternatively, when they are both binary. A re-

�ection on the possibility of �nding a good binary surrogate for a binary true

endpoint is discussed in chapter 5. The surrogate predictive value, the min-

imum probability of a prediction error (PPE) and the reduction in prediction

error (RPE) are introduced in chapter 6. The relationship between association

and surrogacy when both the surrogate and true endpoint are binary outcomes

is discussed in chapter 7. We close with a discussion and re-analysis of the

MDR-TB case study in chapter 8.
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Chapter 3

Data sets and software tools

3.1 Data sets

3.1.1 Collaborative Initial Glaucoma Treatment Study

(CIGTS)

The Collaborative Initial Glaucoma Treatment Study (CIGTS) was a random-

ized clinical trial designed to evaluate the e�cacy of surgery versus a conven-

tional therapy in the treatment of patients su�ering from glaucoma. A total

of 228 patients were randomized to either surgery (Z = 1, 102 patients) or the

conventional therapy (Z = −1, 126 patients). Both treatments were intended

to bring intraocular pressure (IOP) down to less than 18 mm Hg. The surrog-

ate endpoint was de�ned in terms of IOP at 12 months and the true endpoint

at 96 months. S and T were equal to 1 if IOP was less than 18 mm Hg and to 0

otherwise (Musch, 1999). See Table 3.1 for the cross-classi�cation of surrogate

and true endpoint for each treatment group. The data has been analysed by

Alonso et al. (2016) who concluded that S is a poor surrogate for T based on

low values of R2
H . A summary of the data is provided in top part of Table 3.1.

3.1.2 Five clinical trials in schizophrenia

This dataset combines the data that were collected in �ve double-blind ran-

domized clinical trials. In these trials, the objective was to examine the e�cacy

of risperidone to treat schizophrenia. Schizophrenia is a mental disease that is
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Table 3.1: Cross-tabulation of S versus T in the control (left) and experimental

(right) treatment groups for both case studies.

CIGTS Case Study

Control Experimental

T T

0 1 0 1

S
0 36 32

S
0 15 9

1 15 43 1 8 70

Psychiatric Case Study

T T

0 1 0 1

S
0 105 12

S
0 94 7

1 12 94 1 11 116

hallmarked by hallucinations and delusions.

In each trial, the Brief Psychiatric Rating Scale (BPRS; Overall and

Gorham, 1962) and Positive and Negative Syndrome Scale (PANSS; Singh and

Kay, 1975) were administered. These instruments are clinical rating scales

that are routinely used to assess symptom severity in patients with schizo-

phrenia (Mortimer, 2007). The patients in the di�erent trials were admin-

istered the experimental treatment risperidone or an active control treatment

(e.g., haloperidol, levomepromazine, or perphenazine) for four to eight weeks.

A useful and su�ciently sensitive assessment scale is the Positive and Negative

Syndrome Scale (PANSS; Singh and Kay, 1975). PANSS consists of 30 items

that provide an operationalized, drug-sensitive instrument, which is highly use-

ful for both typological and dimensional assessment of schizophrenia. The Brief

Psychiatric Rating Scale (BPRS; Overall and Gorham, 1962) is a subscale of

PANSS including only 18 items. The main endpoints of interest were the

change in the PANSS score, and the change in the BPRS score. A total of

2, 128 patients participated in the �ve trials, of whom 1, 591 patients received

risperidone and 537 patients were given an active control. The patients were

treated by a total of N = 198 psychiatrists. Each of the psychiatrists treated
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between ni = 1 and 52 patients.

Do note that in clinical practice, the BPRS and PANSS change scores are of-

ten dichotomized to re�ect the presence or absence of clinically relevant change

in schizophrenic symptomatology. To this end, clinically relevant change is typ-

ically de�ned as a reduction of 20% or more in the BPRS/PANSS scores (i.e,

20% reduction in posttreatment scores relative to baseline scores). We will ana-

lyse data coming from one among the �ve clinical trials designed to compare

the e�cacy of risperidone (experimental group) and haloperidol (control group)

in the treatment of schizophrenic patients. A total of N = 454 patients were

treated for eight weeks and their condition was assessed using two psychiatric

rating scales.

A summary of the data is provided in bottom part of Table 3.1.

3.1.3 Hepatitis B surface antigen (HBsAg)

In a recently concluded trial (Marcellin et al., 2016), comparing the combination

of peginterferon α2a (PEG) with Tenofovir Disoproxil Fumarate (TDF) versus

PEG alone in patients with chronic hepatitis B, it was shown that combination

therapy with PEG+TDF resulted in higher rates of Hepatitis B Surface Antigen

(HBsAg) loss (8.6%) at the end of the trial (Week 72) compared to PEG alone

(2.7%). What distinguishes this case study from the previous 2 is that the rates

for T are very low, even though combination therapy resulted in fairly high

success rates compared to what typically can be expected (Slaets et al., 2020.

Unfortunately, the authors did not suggest a surrogate endpoint. The data are

primarily used to illustrate features of the true endpoint when responder rates

are low.

3.1.4 Multi-Drug Resistant Tuberculosis

The data from the case study that we will present come from a randomized

clinical trial to study the e�cacy of bedaquiline versus placebo when added to a

standardized background regimen in patients with MDR-TB. The true endpoint

was de�ned as con�rmed sputum culture conversion from positive to negative in

liquid broth at the end of the trial (120 weeks) while the surrogate endpoint was

de�ned on the same laboratory criterion but at a much earlier point in time,

i.e. at 24 weeks (see Table 1.1 in chapter 1). We will additionally evaluate
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another putative surrogate endpoint, which consists of the culture conversion

from positive to negative in liquid broth at 8 weeks (Meyvisch et al., 2018).

This is because 8 week culture conversion is the commonly used surrogate

endpoint in DS-TB. We will denote this surrogate S8 and will use S and S24

interchangeably. The data on S8 is provided in Table 3.2.

Table 3.2: Cross-tabulation of S versus T in the control (left) and experimental

(right) treatment groups.

MDR-TB Case Study

Control Bedaquiline

S8 S8

0 1 0 1

T
0 28 9

T
0 14 11

1 17 12 1 15 26

A �rst observation is that there is a clear treatment e�ect on S8 (p=0.005,

95% CI: 7.8−40.7%), S24 (p=0.009, 95% CI: 5.7−36.7%) and T (p=0.036, 95%

CI: 1.4−34.9%) using the Pearson χ2 test. Secondly, the o�-diagonal elements

for the relationship between S24 and T shown in Table 1.1 are generally smaller

than for the relationship between S8 and T as shown in Table 3.2. Looking

speci�cally at the association between S24 and T (see Table 1.1), 11 patients

in the BDQ group and 13 in the placebo group who were responders at Week

24 were considered non-responders at trial end. Of the 11 patients in the BDQ

group, 2 died, 5 discontinued from the trial and 4 reverted to positive culture.

Of the 13 patients in the placebo group, 5 patients discontinued and 8 patients

reverted to positive culture. Additionally, 4 patients in the placebo group who

were considered non-responder at Week 24 subsequently culture converted at

were responders at trial end. In contrast, all patients in the BDQ group who

responded at trial end were already responders at Week 24.
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3.2 Software tools

3.2.1 The R package Surrogate

The surrogate evaluation methodology is implemented in the R package Sur-

rogate (available for donwload at CRAN). The package also contains the data

of the Collaborative Initial Glaucoma Treatment Study and the Psychiatric

study.

33



CHAPTER 3. DATA SETS AND SOFTWARE TOOLS

34



Chapter 4

An information-theoretic ap-

proach for the evaluation of

surrogate endpoints

4.1 Introduction

We will introduce the individual causal association (ICA) as a metric of sur-

rogacy in the causal inference framework. This metric will be de�ned using

information-theoretic concepts for both the normal and the binary case. We

will �rst provide an introduction of information-theoretic concepts in Sections

4.2 and 4.3 which is largely based on the work of Alonso (2018). We will

subsequently introduce the ICA in the normal setting in Section 4.4 as it has

earlier been outlined in Alonso et al. (2015) and Van der Elst et al. (2016)

with some additional developments based on Meyvisch et al. (2020). The ICA

in the binary case is introduced in Section 4.5 in line with the methodology

introduced by Alonso et al. (2016). The applications originate from the same

publication as well as from Meyvisch et al. (2018). The bootstrap procedure

that is applied to account for sampling variability has initially been introduced

in Meyvisch et al. (2019).
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4.2 Some information-theoretic concepts

In information theory, the concept of entropy quanti�es the "`epistemic"' uncer-

tainty associated with a random variable. If Y denotes a variable taking values

{y1, y2, ..., ym} with probability function P (Y = yi) = pi, then the entropy of

Y is de�ned as

H(Y ) = −EY [logP (Y )] = −
∑
i

pi log pi. (4.1)

Entropy is always nonnegative and satis�es H(Y |X) ≤ H(Y ) for any pair of

random variables (X,Y ) with equality holding under independence. Basically,

the foregoing inequality states that, as an average, uncertainty on Y can only

decrease if additional information (X) becomes available. Furthermore, entropy

is invariant under a bijective transformation. For continuous outcomes, the

concept of entropy needs to be extended, and the so-called di�erential entropy

is used instead. For a continuous random variable Y with density fY (y) and

support ψ, the di�erential entropy hd(Y ) is de�ned as

hd(Y ) = −EY [log fY (y)] = −
∫
ψ

fY (y) log fY (y) (4.2)

Di�erential entropy enjoys some but not all of the properties of entropy;

it can be in�nitely large, negative, or positive; and is coordinate depend-

ent. The amount of uncertainty in Y expected to be removed if the value

of X were known is quanti�ed by the so-called mutual information I(X,Y ) =

h(Y ) − h(Y |X), where h = H in the discrete case and h = hd for continuous

random variables. It is always nonnegative, zero if and only if X and Y are

independent, symmetric, invariant under bijective transformations of S and Y ,

and I(X,X) = h(X). It follows from the de�nitions of entropy and mutual

information that

I(X,Y ) = h(Y )− h(Y |X) =

∫
f(x, y) log

(
f(x, y)

f(x)f(y)

)
dµ (4.3)

Where f(x, y), f(x) and f(y) denote the joint and marginal distributions

of X and Y with respect to the measure µ.
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4.3 Single-trial Setting

The evaluation of surrogate endpoints is a complex process that often requires

large amount of data. For instance, the implementation of the meta-analytic

approach requires the use of information on both the true and surrogate en-

dpoints from several clinical trials, and the need for the availablility of such

infomation is an important problem hindering its use. This lack of multi-trial

data is more acute in the early stages of the drug development process, arguably

the moment in which surrogate endpoints are needed most. In the Single Trial

setting (STS), the inclusion and exclusion criteria of the trial characterized a

unique, �xed population in which the validation exercise is framed. It will be

assumed that data on a univariate true endpoint T and a univariate surrogate

endpoint S were collected for N patients in a single clinical trial. Note that no

sub-index for patients is used to simplify the notation. It will also be assumed

that only two treatments are under evaluation (Z = 0/1) in a parallel study

design.

The so-called Rubin's model for causal inference assumes that each patient

has a four-dimensional vector of potential outcomes Y = (T0, T1, S0, S1)′ (Ru-

bin, 1980). T1, S1, T0 and S0 are potential outcomes in that they represent the

outcomes for the true (T ) and surrogate (S) endpoint of an individual had he

received the experimental treatment (Z = 1) or control (Z = 0), respectively.

We additionally de�ne the corresponding vector of individual causal treatment

e�ects ∆ = (∆T ,∆S)
′
, where ∆T = T1 − T0 and ∆S = S1 − S0. As T1

and T0 (similar for S1 and S0) are typically not both observed on the same

subject in carefully planned parallel randomized trials, neither ∆T nor ∆S are

identi�able from the data.

Based on ∆, one can de�ne the expected or average causal treatment e�ects

in the population of interest as E(∆) = (β,α), where β = E(∆T ) and α =

E(∆S). Rosenbaum and Rubin (1983) provided three identi�ability conditions

under which it is possible to obtain consistent estimators of the expected causal

treatment e�ects. If Y denotes the response of interest and Yz the potential

outcome associated with Z = z then the three identi�ability conditions are: 1)

Consistency: If Z = z for a given subject then Yz = Y for that subject, 2)

Conditional exchangeability: There is no unmeasured confounding given the

data on baseline covariates L, i.e., Yz ⊥ Z|L = l for each possible value z of Z
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and l of L and 3) Positivity: If fL(l) 6= 0 then fZ|L(z|l) > 0 (Fitzmaurice, 2009).

It can easily be shown that in randomized clinical trials all conditions hold

and the expected causal treatment e�ects can be estimated as β = E(T |Z =

1) − E(T |Z = 0) and α = E(S|Z = 1) − E(S|Z = 0), where the conditional

expectations are estimated using the observed means in the control and treated

groups. The methodology proposed in the following sections is based only on

the individual causal treatment e�ects and it is valid if consistency holds, i.e.,

it could also be applied to observational data.

In the STS, only one pair of constant expected causal treatment e�ects

(α, β) is available. This lack of replication limits the value of the expected

causal treatment e�ects when evaluating a surrogate endpoint in this scenario.

Unlike for the expected causal treatment e�ects, in the STS, one does have

replication at the level of the individual causal treatment e�ects. Therefore, the

information available in the STS allows assessing the validity of the surrogate

only at the level of the individual patients in a �xed population, but not across

di�erent populations as meta-analytic data allow.

The following de�nition proposes to assess the validity of a surrogate end-

point in terms of its capacity to reduce our uncertainty about the causal e�ect

on the true endpoint (Alonso, 2018).

De�nition 1. In the STS, we shall say that S is a good surrogate for T if ∆S

conveys a substantial amount of information of ∆T .

The amount of uncertainty in ∆T , expected to be removed if the value for

∆S were known, is quanti�ed by the mutual information I(∆T,∆S)=H(∆T )−
H(∆T |∆S) with H(∆T ) the entropy of ∆T . The concept of entropy lies at

the center of information theory and quanti�es the randomness or uncertainty

associated with a random variable (Joe, 1989). It is observed that I(∆T,∆S)

is bounded above by H(∆T ) and is equal to zero when ∆T⊥∆S. However,

to obtain a metric of surrogacy that satis�es intuitively appealing properties,

the mutual information between both the individual causal treatment e�ects

needs to be properly transformed, and this procedure depends on the scale

of measurement of both endpoints. In the next sections we will summarize

some of the key �ndings when all endpoints are either normally distributed or,

alternatively, when they are binary.
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4.4 Evaluating surrogacy in the normal-normal

setting based on causal inference

4.4.1 Introduction

In the current section we will summarize some of the key results found when

studying the relationship between association and surrogacy in the normal

setting and some necessary concepts and notation will also be introduced.

The distribution of the vector of potential outcomes is less relevant for

the estimation of expected causal e�ects, but it plays an important role when

individual causal e�ects are considered. To that end, let us assume that Y ∼
N (µ,Σ), where µ = (µT0 , µT1 , µS0 , µS1)

′
and

Σ =


σT0T0

σT0T1
σT0S0

σT0S1

σT0T1 σT1T1 σT1S0 σT1S1

σT0S0
σT1S0

σS0S0
σS0S1

σT0S1 σT1S1 σS0S1 σS1S1

 .

Let us now consider the vector of individual causal e�ects ∆ = (∆T,∆S)′.

Given the aforementioned distributional assumptions, one has

∆ = AY =

(
T1 − T0

S1 − S0

)
∼ N (µ∆,Σ∆) , (4.4)

where Σ∆ = AΣA′, µ∆ = (β, α)′ with β = E(∆T ) = µT1
−µT0

, α = E(∆S) =

µS1
− µS0

and

A =

(
−1 1 0 0

0 0 −1 1

)
.

In this scenario, De�nition 1 can be assessed using the so-called squared

informational coe�cient of correlation (SICC) introduced by Linfoot (1957) and

Joe (1989) and de�ned as R2
∆ = exp(−2I(∆S,∆T )). The SICC is de�ned on

the unit interval, is invariant under bijective transformations, and takes value

zero if and only if ∆T and ∆S are independent, that is, when knowing what

the treatment does to the surrogate in a given individual brings no information

whatsoever about what it will do to his true endpoint. It is also easy to see that

R2
∆ ≈ 1 if and only if there exists an approximate deterministic relationship
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between ∆T and ∆S. Basically, if R2
∆ ≈ 1, then knowing what the treatment

does to the surrogate in an given individual allows to predict exactly what it will

do to his true endpoint. Under the aforementioned assumptions I(∆S,∆T ) =

− 1
2 log(1 − ρ2

∆), where ρ∆ = corr (∆T,∆S) and, therefore, ρ2
∆ = R2

∆. On the

basis of this relationship, Alonso et al. (2015) proposed to assess surrogacy using

the so-called individual causal association (ICA), de�ned as the association

between the individual causal e�ects. When both endpoints are continuous

and normally distributed, the ICA is quanti�ed by the Pearson correlation

coe�cient ρ∆ = corr (∆T,∆S).

It can easily be shown that

ρ∆ =

√
σT0T0

σS0S0
ρT0S0

+
√
σT1T1

σS1S1
ρT1S1

−√σT1T1
σS0S0

ρT1S0
−√σT0T0

σS1S1
ρT0S1√(

σT0T0 + σT1T1 − 2
√
σT0T0σT1T1ρT0T1

) (
σS0S0 + σS1S1 − 2

√
σS0S0σS1S1ρS0S1

) ,

(4.5)

where ρXY denotes the correlation between the potential outcomes X and

Y . The ICA is also a measure of prediction accuracy, i.e., a measure of how

accurately one can predict ∆T for a given individual based on his or her ∆S.

If one further assumes that σT0T0
= σT1T1

= σT and σS0S0
= σS1S1

= σS , i.e.,

the variability of T and S is constant across the two treatment conditions, then

expression (4.5) takes the simpler form

ρ∆ =
ρT0S0

+ ρT1S1
− ρT1S0

− ρT0S1

2
√

(1− ρT0T1
) (1− ρS0S1

)
. (4.6)

The assumption of homoscedasticity is inherent to many statistical techniques

such as linear regression and analysis of variance, and it is testable using the

observable data. In the rest of this chapter the homoscedasticity assumption

will be used to simplify the algebraic calculations, but the derived conclusions

are also valid when the variances are di�erent. Interestingly, ρ∆ does not de-

pend on the mean structure of Y . This is a direct consequence of the separation

between the mean and variance�covariance structure in the normal distribution.

While this may be considered a convenient feature, a fundamental drawback

is that relevant identi�able information such as treatment e�ects provide no

additional information whatsoever about ρ∆.

If one now further assumes that ρT0S0
= ρT1S1

= γ and that all unidenti-

�able correlations between the counterfactuals equal zero, then ρ∆ = γ. The

latter metric γ = corr(S, T |Z) is the adjusted association introduced by Buyse
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and Molenberghs (1998). Therefore, under these assumptions, the individual

causal association equals the adjusted association between both endpoints, i.e.,

the association between both endpoints completely determines the validity of

the surrogate. Obviously, these assumptions cannot be veri�ed from the data

as these depend on unidenti�able correlations. To further characterize the re-

lationship between γ and ρ∆, Alonso et al. (2015) introduced the following

Lemma.

Lemma 1. Let Y = (T0, T1, S0, S1)′ denote the vector containing the potential

outcomes for S and T , which is assumed to be normally distributed with an

association structure as given in expression (4.6). If it is further assumed that

ρT0S0
= ρT1S1

= γ, then

|ρ∆ − aγ| ≤ b
√

(1− γ2), (4.7)

where a =

√
1− ρS0S1

1− ρT0T1

and b =

√
1 + ρS0S1

1− ρT0T1

.

Lemma 1 clearly shows that γ and ρ∆ are related metrics. In fact, the

function aγ can be interpreted as an approximation of ρ∆, with the approx-

imation improving as γ increases. In the limit, i.e., when γ = 1, one has

that ρ∆ = aγ = a. Moreover, it is straightforward to see that γ = 1 implies

a = ρ∆ = 1, and thus a perfect correlate would evidently make a perfect sur-

rogate. However, Van der Elst et al. (2016) showed via simulations that this

relationship strongly depends on the unidenti�able parameters a and b and,

consequently, in practice, it is impossible to de�ne a general threshold value c

for γ so that values of γ greater than c will always guarantee the validity of

the surrogate.

4.4.2 Individual causal association: some identi�ability

issues

The practical use of ρ∆ is challenging. Indeed, the correlations ρS0T1
, ρS1T0

,

ρT0T1
and ρS0S1

in expression (4.6) are not estimable from the data, and, con-

sequently, ρ∆ is not identi�able.

A plausible approach is to implement a simulation-based sensitivity analysis

in which ρ∆ is estimated across a set of plausible values for the unidenti�able
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correlations. Essentially, in a �rst step, grids of values G = {g1, g2, ..., gk}
are speci�ed for the unidenti�ed correlations between the potential outcomes.

Next, several Σ matrices are generated in which the identi�able correlations

are �xed at their estimated values (i.e., ρ̂S0T0 , ρ̂S1T1) and all the combina-

tions emanating from the speci�ed grids for the unidenti�ed correlations ρS0T1 ,

ρS1T0 , ρT0T1 and ρS0S1 are considered. From all the previous Σ matrices only

those that are positive de�nite are used in the subsequent step. Finally, ρ∆ is

estimated based on these positive de�nite matrices. Intuitively, the so-obtained

vector ρ∆ quanti�es the individual causal association across all plausible `real-

ities', i.e., across those scenarios where the assumptions made for the unidenti-

�ed correlations are compatible with the observed data (ρ̂S0T0
and ρ̂S1T1

). The

general behaviour of ρ∆ can subsequently be examined, e.g., by quantifying

the variability and the range of its estimates. In this way, the sensitivity of

the results with respect to the unveri�able assumptions can be assessed. It

is important to emphasize that this approach is thus not aimed at estimating

the `true value' of the unidenti�able ρ∆. Instead, it should be considered a

sensitivity analysis. Notice also that the estimation error in ρ̂S0T0
and ρ̂S1T1

is not accounted for, i.e., these correlations are �xed at their estimated values.

To take the imprecision in the estimation of ρ̂S0T0
and ρ̂S1T1

into account in

the sensitivity analysis, the procedure that is described above can be repeated

a large number of times on bootstrapped samples from the data. Using this

procedure a density of ρ∆ can be obtained that e�ectively accounts for the

sampling variability.

The following Lemma has been introduced by Meyvisch et al. (2020).The

proof is provided in the Appendix:

Lemma 2. When ρT0S0
= ρT1S1

= γ ≥ 0 and the variability of T and S is

constant across the two treatment conditions, it follows that ρ∆ can take any

value between zero and γ compatible with the data.

The relevance of this Lemma when used in conjunction with the algorithm

described in Section 4.4.2 is illustrated in the following case study.

4.4.3 Case study : �ve clinical trials in schizophrenia

As was detailed in Section 3.1.2, the schizophrenia dataset contains 2, 128 pa-

tients who were treated with risperidone or an active control for a period of
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4�8 weeks. Here, it will be examined whether the change in the BPRS score

(= BPRS score at the end of the treatment - BPRS score at baseline) is a good

surrogate for the change in the PANSS score.

The adjusted association The correlations between S = BPRS and T =

PANSS were large in both the control and experimental groups, equalling

ρ̂S0T0
= 0.960 (CI95% = [0.956, 0.963]) and ρ̂S1T1

= 0.964 (CI95% =

[0.961, 0.967]), respectively. When the information from both groups was

combined, the adjusted association was estimated as γ̂ = 0.963 (CI95% =

[0.960, 0.966]). The high γ̂ indicates that a patient's T = PANSS score can be

accurately predicted given his or her S = BPRS score and treatment status.

The individual causal association ρ∆ is not identi�able from the data and

therefore the sensitivity analysis introduced in Section 4.4.3 was used to con-

duct the analysis. Thus, the identi�able parameters in expression (4.5) were

�xed at their estimated values and ρ∆ was estimated across a set of plaus-

ible values for the unidenti�able correlations. In particular, σ̂S0S0
= 180.683,

σ̂S1S1
= 180.9433, σ̂T0T0

= 544.3285, σ̂T1T1
= 550.6597, ρ̂T0S0

= 0.9597, and

ρ̂T1S1
= 0.9644. It is reasonable to assume that the conditions of homoscedasti-

city and equality of identi�able correlations is ful�lled for this particular case

study, which implies that the conditions for Lemma 2 to hold are applicable,

i.e., it is guaranteed that ρ∆ can take any value between 0 and γ, the latter

being approximately equal to 0.96.

For all the unidenti�able correlations the grid of values should be chosen

with care, i.e. G = {−1, −0.96, ..., 1} was considered. This led to a total

of 514 matrices, of which 13, 765 were positive de�nite. Note that the grid

was chosen such that the value of 0.96 for the unidenti�able correlations was

e�ectively selected as this causes ρ∆ ≈ 0. Note that this is quite a remarkable

result given the magnitude of the observed correlations.

Figure 4.1 depicts the density of ρ∆ across these plausible correlation

matrices. As can be seen, most of the estimated ρ∆ values were large with 95%

of them exceeding 0.8832 (Mean = 0.9553, Median = 0.9663, SD = 0.0493,

range [0.0355; 0.9997]). Note that the observed minimal value is close to 0 as

should be expected for any grid su�ciently �ne. However, these low values are

not apparent from Figure 4.1 as they have been sampled too infrequently. This
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issue can be overcome with starting from a much �ner grid which will be at

the expense of the run time of the algorithm.

Overall, the analysis suggests that the individual causal e�ects on S =

BPRS convey a substantial amount of information regarding the individual

causal e�ects on the T = PANSS, albeit with the caveat that it can theoretically

not be ruled out that ρ∆ = 0.
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Figure 4.1: Schizophrenia study, single-trial causal inference framework. His-

togram of ρ∆ for the analyses where S = BPRS and T = PANSS

4.4.4 Plausibility of �nding a good surrogate in the

normal-normal setting

A lot of methodological work has been carried out to develop strategies to

evaluate surrogate endpoints (Burzykowski et al., 2005). However, the ques-

tion regarding the existence of an appropriate surrogate endpoint has largely

44



CHAPTER 4. AN INFORMATION-THEORETIC APPROACH FOR THE
EVALUATION OF SURROGATE ENDPOINTS

been left unanswered. Indeed, given a clinically relevant T and a particular

treatment Z of interest, one could wonder whether there exists a good surrog-

ate endpoint in the �rst place.

In practice, one wants to predict the individual causal e�ect of Z on T in a

patient j (i.e., ∆Tj) based on the individual causal e�ect of Z on S (i.e., ∆Sj).

Note that

∆T |∆S ∼ N
[
g (∆S) , σ∆T (1− ρ2

∆)
]
, (4.8)

where

g (∆S) = β +

√
σ∆T

σ∆S
ρ∆(∆S − α), (4.9)

σ∆T = σT0T0 + σT1T1 − 2
√
σT0T0σT1T1ρT0T1 , (4.10)

and

σ∆S = σS0S0
+ σS1S1

− 2
√
σS0S0

σS1S1
ρS0S1

, (4.11)

Note that α, β are the parameters and the correlations as de�ned above.

The prediction mean squared error (PMSE) can be quanti�ed as

δ = E
[
(∆T − g (∆S))

2
]

= σ∆T (1− ρ2
∆). (4.12)

The previous expression illustrates that the search for a good S may not be a

viable endeavour in some situations. In fact, if one �xes a value for PMSE, say

δ, then δ = σ∆T (1− ρ2
∆) and, hence

ρ2
∆ ≥ ρ2

min = 1− δ

σ∆T
,

to achieve the pre-speci�ed level of accuracy. In practice, ρ2
min can be used to

assess the plausibility of �nding a good S given a particular T and a desired

precision δ. For instance, if ρ2
min = 0.90 for δ = 50, then one would need to

�nd a surrogate that produces a ρ2
∆ of at least 90% in order to keep the PMSE

smaller than 50. Arguably, such a surrogate may be rather di�cult to �nd. On

the other hand, if ρ2
min = 0.60, then one would need to �nd a surrogate that

produces a ρ2
∆ of at least 60% in order to keep PMSE smaller than 50, which is

a more realistic endeavour. Note that, as expected, the previous expression also

shows that the plausibility of �nding a good S diminishes when σ∆T becomes

larger.

45



CHAPTER 4. AN INFORMATION-THEORETIC APPROACH FOR THE
EVALUATION OF SURROGATE ENDPOINTS

As in Section 4.4.2, there is again an identi�ability problem here. Indeed,

σT0T0 and σT1T1 are identi�able from the data but ρ2
min also depends on ρT0T1 .

As was detailed in Section 4.4.2, a sensitivity analysis can be used to create

frequency distributions of δ and ρ2
min using a grid of values for the unidenti�able

correlation ρT0T1 . This information can subsequently be used to assess the

plausibility of �nding a surrogate endpoint that achieves the desired level of

predictive accuracy.

4.5 Surrogate endpoint evaluation in the binary-

binary case based on causal-inference

We recall from Section Section 4.3 that the so-called Rubin's model for causal

inference assumes that each patient has a four-dimensional vector of potential

outcomes Y = (T0, T1, S0, S1)′ (Rubin, 1980). T1, S1, T0 and S0 are potential

outcomes in that they represent the outcomes for the true (T ) and surrogate (S)

endpoint of an individual had he received the experimental treatment (Z = 1)

or control (Z = 0), respectively. Each of the four variables is coded 1 (0) when

a bene�cial outcome is observed (not observed).

The distribution of Y can be tabulated as in Table 4.1 and its para-

meter space is given by Γ = {π : 1π = 1}, where π = (πijpq), πijpq =

P (T0 = i, T1 = j, S0 = p, S1 = q) and i, j, p, q = 0/1.

The data at hand impose some restrictions on the parameters πijpq de-

scribing the distribution of the potential outcomes (Li et al., 2010; Elli-

ott et al., 2013). Basically, the data allow identifying three probabilities

P (T = t, S = s|Z) within each treatment group. Thus, in total, there are

16 parameters characterizing the distribution of Y and these parameters are

subjected to 7 restrictions, implying that 9 are allowed to vary freely and, con-

sequently, are not identi�able from the data. The set of restrictions on π can
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Table 4.1: Distribution of Y

π T0 T1 S0 S1

π0000 0 0 0 0

π0100 0 1 0 0

π0001 0 0 0 1

π0101 0 1 0 1

π1101 1 1 0 1

π1111 1 1 1 1

π0011 0 0 1 1

π0111 0 1 1 1

π1100 1 1 0 0

π0010 0 0 1 0

π1110 1 1 1 0

π0110 0 1 1 0

π1010 1 0 1 0

π1000 1 0 0 0

π1001 1 0 0 1

π1011 1 0 1 1

be written as

π1·1· = P (T = 1, S = 1|Z = 0), π·1·1 = P (T = 1, S = 1|Z = 1),

π1·0· = P (T = 1, S = 0|Z = 0), π·1·0 = P (T = 1, S = 0|Z = 1), (4.13)

π0·1· = P (T = 0, S = 1|Z = 0), π·0·1 = P (T = 0, S = 1|Z = 1),

π···· = 1,

where the dots in the sub-indexes indicate sums over those sub-indexes.

Furthermore, the individual causal treatment e�ects on the true and surrogate

endpoints can be de�ned as ∆T = T1 − T0 and ∆S = S1 − S0, respectively.

The vector of individual causal e�ects ∆ = (∆T,∆S)
′
follows the multinomial

distribution given in Table 4.2 and it is the fundamental element used to assess
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Table 4.2: Distribution of ∆ = (∆T,∆S)
′
.

∆S

−1 0 1

∆T

−1 π∆
−1−1 π∆

−10 π∆
−11 π∆T

−1

0 π∆
0−1 π∆

00 π∆
01 π∆T

0

1 π∆
1−1 π∆

10 π∆
11 π∆T

1

π∆S
−1 π∆S

0 π∆S
1 1

surrogacy. The cell probabilities in Table 4.2 are obtained as follows

π∆
−1−1 = π1010, π∆

0−1 = π0010 + π1110,

π∆
1−1 = π0110, π∆

−10 = π1000 + π1011,

π∆
−11 = π1001, π∆

01 = π0001 + π1101,

π∆
11 = π0101, π∆

10 = π0100 + π0111,

π∆
00 = π0000 + π0011 + π1100 + π1111,

(4.14)

Based on ∆, one can de�ne the expected or average causal treatment e�ects

in the population of interest as E(∆) = (β, α), where β = E(∆T ) and α =

E(∆S).

When both endpoints are binary, Alonso et al. (2016) proposed to quantify

the ICA, i.e., the association between ∆T and ∆S, using the following inform-

ational coe�cient of association which is, basically, a transformation of the

mutual information.

R2
H(∆T,∆S) =

I(∆T,∆S)

min [H(∆T ), H(∆S)]
, (4.15)
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where

I(∆T,∆S) =

1∑
i,j=−1

π∆
ij log

(
π∆
ij

π∆T
i π∆S

j

)
,

H(∆T ) =−
1∑

i=−1

π∆T
i log(π∆T

i ),

H(∆S) =−
1∑

j=−1

π∆S
j log(π∆S

j ).

As previously stated, the �rst term I(∆T,∆S) is the mutual information

between both individual causal treatment e�ects and the other two expressions

are the entropies of the individual causal treatment e�ects ∆T and ∆S.

R2
H(∆T,∆S) is invariant under one-to-one transformations and it always

lies in the [0, 1] interval, taking value zero when ∆T and ∆S are inde-

pendent and value one when there is a nontrivial transformation ψ so that

P [∆T = ψ(∆S)] = 1. Consequently, when R2
H(∆T,∆S) = 1 there exists a

deterministic relationship between both individual causal treatment e�ects,

namely ∆T = ψ(∆S), and ∆S predicts ∆T without error. In addition, when

R2
H(∆T,∆S) = 0 both individual causal treatment e�ects are independent and

no meaningful predictions are possible. These properties make R2
H(∆T,∆S)

a reasonable metric to assess the information-theoretic de�nition of surrogacy

previously stated.

4.6 Identi�ability issues

Indeed, all the metrics of surrogacy that will be discussed are based on the

distribution of the vector of individual causal treatment e�ects ∆ (see Table

4.2), but this distribution is not identi�able from the data and consequently

these measures cannot be directly estimated. A similar problem occurred in the

setting where both S and T were normally distributed endpoints, (see Section

4.3).

Here, the identi�ability problem is approached as follows. In particular, a

two-step procedure based on the distribution of the vector of potential outcomes

Y was used. We recall that the distribution of Y has a parameter space given
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by Γ =
{
π ∈ [0, 1]16 : 1π = 1

}
, where π = (πijpq), πijpq = P (T0 = i, T1 =

j, S0 = p, S1 = q) and i, j, p, q = 0/1. In the �rst step, the subspace ΓD ⊂ Γ

that is compatible with the data at hand is geometrically characterized. Next,

the behaviour ofR2
H on ΓD can be studied. Given thatR2

H is unidenti�able, this

approach is not aimed at estimating its `true value'. The proposed methodology

can better be described as a sensitivity analysis. In fact, each point in ΓD can

be conceptualized as a `reality' that is compatible with the data. Therefore,

the behaviour of R2
H on ΓD describes the appropriateness of the surrogate

across all scenarios that are compatible with the data. In the next sections,

this approach is described in more detail.

4.6.1 Step 1: Geometrically characterizing ΓD

If one de�nes the vector b′ = (1, π1·1·, π1·0·, π·1·1, π·1·0, π0·1·, π·0·1), and the mat-

rix

A =



1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

0 0 0 0 0 1 0 0 0 0 1 0 1 0 0 1

0 0 0 0 1 0 0 0 1 0 0 0 0 1 1 0

0 0 0 1 1 1 0 1 0 0 0 0 0 0 0 0

0 1 0 0 0 0 0 0 1 0 1 1 0 0 0 0

0 0 0 0 0 0 1 1 0 1 0 1 0 0 0 0

0 0 1 0 0 0 1 0 0 0 0 0 0 0 1 1


,

then all the restrictions given in (4.13) can be written as a system of linear

equations

Aπ = b, (4.16)

where the vector of parameters π is ordered as in Table 4.1. The hyperplane

given in expression (4.16) geometrically characterizes the subspace of Γ that is

compatible with the data at hand, i.e., ΓD = {π ∈ Γ : Aπ = b}. The matrix

A has rank 7 and it can be partitioned as A = (Ar|Af ), where Af denotes

the submatrix given by the last 9 columns of A and Ar is a full column rank

matrix. Similarly, the vector π can be partitioned as π′ =
(
π′r|π′f

)
with πf

the subvector given by the last 9 components of π. Using these partitions the

system of linear equations (4.16) can be rewritten as Arπr + Afπf = b. As

stated above, the behaviour of R2
H on ΓD can be evaluated to examine the
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appropriateness of the surrogate across all `realities' that are compatible with

the data. Studying the behaviour of a function on a region of an Euclidean

space is a deterministic problem. However, the use of graphical or analytical

techniques in this scenario is rather cumbersome due to the complex way in

which R2
H depends on π and the high dimensionality of the latter. In the next

section, these issues are tackled using a Monte Carlo approach.

4.6.2 Step 2: Assessing R2
H

To study the behaviour of R2
H on ΓD, a Monte Carlo approach will be followed.

Basically, points will be uniformly sampled on ΓD and the value of R2
H will

be calculated for these sampled values. The use of a uniform distribution

to explore ΓD guarantees that all regions on the hyperplane have the same

chance of being covered by the sampling scheme. The general behaviour of R2
H

can subsequently be examined using descriptive statistics or simple graphical

techniques like e.g., histograms.

The following algorithm can be used to sample points on ΓD:

1. Repeat until M valid vectors are obtained:

(a) Sample 9 components of πf uniformally subject to constraints im-

posed by b.

(b) Calculate πr = A−1
r (b−Afπf ) and π′ =

(
π′r|π′f

)
.

(c) Repeat steps 1a and 1b.

The vectors πkm can be used to obtain the distribution of the vector of the

individual causal e�ects ∆, given in Table 4.2. Based on these values, the

individual causal association R2
H can be calculated using expression (4.15).

4.6.3 The BPRS as a surrogate for PANSS

We now proceed with illustrating the above procedure on the PANSS (section

3.1.2) case study. It will be examined whether clinically relevant change in the

BPRS score is a good surrogate for clinically relevant change in the PANSS

score. The analyses detailed below are conducted using the R package Surrog-

ate. The analysis was conducted using the sensitivity-analysis based approach

that was detailed in Section 4.6.2, �xing the marginal probabilities to their
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observed values (π̂1·1· = 0.4215, π̂0·1· = 0.0538, π̂1·0· = 0.0538, π̂·1·1 = 0.5088,

π̂·1·0 = 0.0307, and π̂·0·1 = 0.0482) and using as many runs of the algorithm

until 25, 000 valid vectors are obtained. Basically, a large number of vectors π

were uniformly sampled on ΓD, i.e., on the region of the parametric space of the

distribution of Y compatible with the data at hand. From the set of obtained

valid vectors π, the distribution of ∆, given in Table 4.2, can be determined

and, based on it, all the parameters of interest can be computed. Finally,

frequency distributions for all the estimands can be obtained. The density of

R2
H is shown in Figure 4.2 indicated by the solid line. It was obtained that

R̂2
H mean = 0.536, median = 0.555, and SD = 0.089. The results thus indic-

ated that the individual causal treatment e�ect on the PANSS (i.e., ∆T ) can

typically be predicted with moderate accuracy based on the individual causal

treatment e�ect on the BPRS (i.e., ∆S).

To account for the sampling variability a bootstrap procedure has addition-

ally been implemented. For the PANSS case study this goes as follows:

Repeat i: 1 to 250 times (=number of bootstrap samples)

1. Generate Di, i.e., sample with replacement 223 subjects in the control

group and 228 subjects in the experimental group.

2. Apply the Monte Carlo algorithm to Di until M = 1.000 valid vectors

are obtained.

3. Derive vectors ICAi. Note that this vector has length 1.000.

All vectors ICAi are combined for each of the 250 bootstrap samples to

become the vector ICABS . Note that the length of this vector is 250.000. The

density of this vector is presented in Figure 4.2 indicated by the dotted line.

The results show that densities with and without accounting for sampling

variability have similar central tendency. In addition, it is quite reassuring

that the variability of the densities while accounting for sampling variability

are only slightly wider.

4.6.4 Collaborative initial glaucoma treatment study

(CIGTS)

In this case study, the surrogate endpoint was de�ned in terms of IOP at 12

months and the true endpoint at 96 months. S and T were equal to 1 if IOP
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Figure 4.2: Densities of the Individual Causal Association on the PANSS (left)

and CIGTS (right) case studies with and without accounting for sampling

variability

was less than 18 mm Hg and to 0 otherwise (Section 3.1.2). The analysis was

similarly conducted using the sensitivity-based approach that was detailed in

Section 4.6.2, �xing the marginal probabilities to their observed values (π̂1·1· =

0.3413, π̂0·1· = 0.1190, π̂1·0· = 0.2539, π̂·1·1 = 0.6863, π̂·1·0 = 0.0882, and

π̂·0·1 = 0.0784) and using as many runs of the algorithm until 25, 000 valid

vectors are obtained. Applying the same algorithm as described in Section

4.6.2, we obtain that the ICA takes rather low values on the ΓD region. Indeed,

ignoring sampling variability, 50% of the π vectors uniformly sampled on ΓD

led to ICA values smaller than 13% and for 95% of the sampled values, the

ICA never exceeded 23%. Therefore, based on these results, a preliminary

conclusion that can be drawn is that the IOP at 12 months is likely a poor

surrogate for IOP at 96 months. It is also clear from Figure 4.2 that accounting

for sampling variability is not going to alter the conclusions. We do observe

however that, similar to the PANSS case study, the density only slightly widens

while maintaining similar central tendency.

4.6.5 Comparing Week 24 versus Week 8 culture conver-

sion as a surrogate for cure in MDR-TB

We now proceed similarly for the MDR-TB case study. We recall that culture

conversion at week 24 has been put forward as a surrogate that was reasonably

likely to predict clinical bene�t. This surrogate has been selected based on
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the general belief that assessment of surrogacy needed to be scheduled at a

later point in time compared to DS-TB. This is because culture conversion

in MDR-TB is generally much slower compared to DS-TB as the background

therapy is composed of second-line drugs which are less e�cacious. Secondly,

treatment of bedaquiline only lasts 24 weeks and it seemed to be a reasonable

approach to assess microbiological activity at the end of this investigational

treatment phase. Note that the total duration of background therapy is about

108 weeks with a �nal assessment of the true endpoint (i.e. cure) at week 120.

In addition to this proposed surrogate, we also investigate the performance of

culture conversion at week 8 as this corresponds to the time point of choice to

assess microbiological activity in DS-TB. The analysis for S = S24 is similarly

conducted using the sensitivity-based approach that was detailed in Section

4.6.2, �xing the marginal probabilities to their observed values (π̂1·1· = 0.3788,

π̂0·1· = 0.1969, π̂1·0· = 0.0606, π̂·1·1 = 0.6212, π̂·1·0 = 0, and π̂·0·1 = 0.1667) and

using as many runs of the algorithm until 25, 000 valid vectors are obtained.

Analogeously for S8, the marginal probabilities are π̂1·1· = 0.1818, π̂0·1· =

0.1364, π̂1·0· = 0.2576, π̂·1·1 = 0.3939, π̂·1·0 = 0.2273, and π̂·0·1 = 0.1667.

As shown in Figure 4.3, it can be concluded that S24 performs better than

S8 even though none of the proposed surrogates actually seem to perform well.

It is also clear that accounting for sampling variability is not leading to a

substantially wider distribution for S24, and is even approximately overlapping

for S8. This is reassuring on the one hand, but is also surprising because the

sample size in the MDR-TB case study is quite small (i.e. 66 subjects per arm)

compared to the PANSS and CIGTS case studies.

4.7 Discussion

In the current chapter, the ICA has been introduced for both the normal and

the binary case as a speci�c transformation of the mutual information of ∆S

and ∆T and it has been shown that the ICA is not identi�able from the data.

However it has been demonstrated that a simulation-based sensitivity analysis

can be performed to study the general behaviour of the ICA on the unit inter-

val. Each observation from the obtained density of the ICA can be considered

a reality that is compatible with the data. An important point of discussion is

how to account for sampling variability. There are several ways of how this can
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Figure 4.3: Densities of the Individual Causal Association on the MDR-TB

case study with and without accounting for sampling variability

be done but we have speci�cally chosen to implement a bootstrap procedure.

However, irrespective of the method applied, there is an important point of

attention. It is well-know feature of the algorithms that have been introduced

in both the normal and the binary case that only a fraction of simulated vec-

tors can be considered valid. Indeed, in the normal case, the constraint that

is imposed is that the obtained covariance matrix of the potential outcomes

is positive de�nite. In order to properly account for sampling variability, it

should be ensured that the number of positive de�nite matrices that are ob-

tained from each single bootstrap sample is kept equal. In other words, the

algorithm should be constructed in such a way that it runs until a number of

valid vectors is obtained, this to assign equal weight to every single bootstrap

sample. In performing the analyses for the binary case studies, it was quite

reassuring that the application of the bootstrap procedure resulted in only

slightly wider densities while maintaining central tendency. Another point of

concern is how the magnitude of the ICA should be interpreted in practice. It is

di�cult to provide a one-size-�ts-all cut-o� value to discriminate between good

and bad surrogates. An appealing measure in the meta-analytic framework is

the surrogate threshold e�ect as it can assist in the clinical interpretation (see

Section 2.1). In the causal inference framework when both endpoints are nor-

mal, similar ideas are currently being explored elsewhere and are not discussed
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here. In the binary case, some work on this matter has already been done and

we refer to Chapter 6 for an overview.

There are a few fundamental di�erences between the normal and the binary

case. First, the relationship between the ICA and 6 pairwise correlations among

the potential outcomes is analytically tractable in the normal case. This allows

to study the relationship between association and surrogacy in a more formal

fashion. However, a �rst observation is that neither the proposed measures

for association or surrogacy depend on the mean vector. It follows that, at

least theoretically, it is possible that the observed treatment e�ects on S and

T are opposite from each other while the ICA is close to 1. Clearly this would

be implausible and would warrant some discussion when this were to occur.

Rather it would be more plausible that surrogate outcomes are more likely to

report larger treatment e�ects than patient relevant primary outcomes (Ciani

et al., 2013). As far as the relationship between association and surrogacy is

concerned, it has earlier been shown (Van der Elst et al., 2016) that in the

most general scenario the observable correlation between both endpoints is

rather uninformative regarding the ICA. We will study in Chapter 7 where

this di�ers from the binary case.
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Chapter 5

A re�ection on the possibility

of �nding a good surrogate in

the binary case

5.1 Introduction

Surrogate endpoints need to be statistically evaluated before they can be used

as substitutes of true endpoints in clinical studies. However, even though

several evaluation methods have been introduced over the last decades, the

identi�cation of good surrogate endpoints remains practically and conceptu-

ally challenging. In the present work, the question regarding the existence of

a good surrogate is addressed using information-theoretic concepts, within a

causal inference framework. The methodology can help practitioners to as-

sess, given a clinically relevant true endpoint and a treatment of interest, the

chances of �nding a good surrogate endpoint in the �rst place. Methodology

and case studies that are provided in the current chapter are based on the work

of Alonso et al. (2019).
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5.2 Is there a good surrogate?

Before addressing the existence question, one �rst needs to re�ect on the very

meaning of the term �good� surrogate endpoint. Although this term is still the

subject of scienti�c debate, it has been argued that good surrogate endpoints

should be able to predict the causal treatment e�ect on the true endpoint and

many attempts have been made in the literature to evaluate their potential pre-

dictive value Alonso et al. (2017a); Buyse et al. (2000); Alonso and Molenberghs

(2007); Gilbert and Hudgens (2008); Alonso et al. (2017b). When both end-

points are normally distributed, Alonso et al. (2015) proposed a methodology

to assess the possibility of �nding a good surrogate, where �good� was de�ned

in terms of the mean squared error of the prediction of the individual causal

treatment e�ect on the true endpoint, using the individual causal treatment

e�ect on the surrogate. See Section 4.4.4 for a detailed discussion. However,

when both endpoints are binary, the individual causal treatment e�ects are cat-

egorical variables and the use of the prediction mean squared error becomes less

appropriate. In the following, an information-theoretic approach is proposed

to assess the plausibility of �nding a good surrogate when both endpoints are

binary. The method de�nes �good� in terms of the probability of a prediction

error and it is based on Fano's inequality.

In the surrogate marker context, when both endpoints are binary, one wants

to predict the individual causal treatment e�ect on the true endpoint ∆T ,

based on the individual causal treatment e�ect on the surrogate ∆S. Let g be

a general prediction function and ∆̃T = g(∆S) denote the predicted individual

causal treatment e�ect on the true endpoint. The probability of a prediction

error can be de�ned as Pe = P
(

∆̃T 6= ∆T
)
. Using Fano's inequality it can

easily be shown that

H (Pe) + Pe log (|∆T | − 1) ≥ H(∆T )−min [H(∆T ), H(∆S)]R2
H (5.1)

where |∆T | denotes the cardinality of the support of ∆T and the function H

is given by H (Pe) = −Pe log (Pe)− (1− Pe) log(1− Pe). Some insight can be

gained by considering the function f (Pe) = H (Pe) + Pe log (|∆T | − 1). It can

easily be shown that the �rst derivative df/dPe takes positive values if and

only if Pe ≤ (|∆T | − 1) /|∆T |. In the present setting |∆T | is equal to 2 or 3

and, consequently, f will always be an increasing function if Pe ≤ 0.5. If one
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�xes an upper bound for the prediction error, say δ, then in practice one would

only be interested in surrogate endpoints for which Pe ≤ δ ≤ 0.5. Due to the

monotonicity of f in this region from (5.1) one �nds that if Pe ≤ δ ≤ 0.5 then

R2
H ≥

H(∆T )− f(δ)

min [H(∆T ), H(∆S)]
≥ 1− f(δ)

H(∆T )
= R2

HL (5.2)

Notice that R2
HL does not depend on the surrogate. Actually, R2

HL can be seen

as an intrinsic property of the true-endpoint-treatment pair and, in practice, it

could be used to assess the plausibility of �nding a good surrogate endpoint. In

fact, suppose that one would be willing to use a surrogate only if the probability

of a prediction error P
(

∆̃T 6= ∆T
)
≤ δ = 0.3 , i.e., the surrogate may lead to

wrong predictions in at most 30% of the cases. Suppose further that for δ = 0.3

the R2
HL = 0.9, then one would need to �nd a surrogate endpoint that produces

a R2
H of at least 90% in order to keep the risk of a prediction error smaller than

0.3. Arguably, such a surrogate endpoint may be di�cult to �nd. On the other

hand, if for δ = 0.3 a R2
HL = 0.6 is obtained then surrogate endpoints with a

R2
H of at least 60% may be capable of keeping the risk of a prediction error

smaller than the pre-speci�ed δ. Therefore, although a R2
HL = 0.6 does not

guarantee that a good surrogate endpoint exists, it certainly makes its existence

more plausible.

Some important insights can be obtained from the analysis of the R2
HL. For

instance, limδ→0R
2
HL = 1 and, hence, the smaller the risk one is willing to take

regarding the prediction error, the more di�cult it will be to �nd a suitable

surrogate. Importantly, Fano's inequality and the R2
HL allow the data analyst

to visualize the balance between the risk he is willing to take when using the

surrogate and the plausibility of �nding a surrogate for that level of risk.

5.3 Identi�ability issues

When assessing R2
HL, one faces the problem that neither the distribution of

∆T nor its entropy are identi�able from the data, without making untestable

assumptions about the association between the potential outcomes for the true

endpoint θT . For instance, if monotonicity is assumed for the true endpoint

P (T0 > T1) = πT10 = 0 (or equivalently θT = ∞), then the distribution of ∆T

becomes identi�able and, hence, H(∆T ) and R2
HL become identi�able as well.
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However, the use of identi�ability conditions raises some practical problems. In

fact, often there is not enough subject speci�c knowledge to assess the validity

of the identi�ability assumptions and, in general, they can be neither proven

nor disproven based on the data.

Therefore, a sensitivity analysis may be a more meaningful strategy to

handle unidenti�ability in this type of situations. Basically, one would like to

study the behavior of R2
HL across all scenarios compatible with the data at

hand. To that end, notice that the entropy of the individual causal treatment

e�ect on the true endpoint H(∆T ) can be written as a function of πT10. Indeed,

H(πT10) = πT10 log πT10+(1−λm−2πT10) log(1−λm−2πT10)+(πT10+λm) log(πT10+λm)

with πT10 in [0,min(πT1·, π
T
·0)] and λm = πT.1 − πT1.. If one further assumes that

the treatment assignment mechanism is independent of the potential outcomes,

then λm becomes the identi�able expected causal treatment e�ect typically es-

timated in clinical trials. Substituting πT1· and π
T
·0 by their maximum likelihood

estimates and plugging H(πT10) into the right side of the last inequality in (5.2),

one obtains R2
HL as a function of πT10. A plot of this function on the interval

[0,min(πT1·, π
T
·0)] would allow to assess the behavior of the R2

HL across all scen-

arios compatible with the data.

The previous approach can also naturally incorporate expert opinion in

cases where it is available. In fact, πT10 has a clear clinical interpretation,

i.e., it quanti�es the probability that a patient would have a better response

under the control than under the new treatment. In some scenarios subject-

speci�c knowledge could be used to de�ne clinically meaningful bounds for

this probability, for instance, clinical experts may assess that 0.1 ≤ πT10 ≤
0.2. Analyzing the behavior of R2

HL on this interval, one could evaluate the

plausibility of �nding a good surrogate endpoint, using only the values of R2
HL

that are in agreement with the clinically meaningful values of πT10.

Although appealing, the previous implementation of the sensitivity analysis

does not take into account the sampling variability in the estimates of πT1· and

πT·0. To solve this problem, along the lines presented in Alonso et al. (2016),

the following sampling algorithm can then be used

From k = 1 until M do

1. Uniformly sample a value for πT1· and π
T
·0 from their corresponding 95%

con�dence intervals I95(πT1·), I95(πT·0)
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2. Based on the πT1· and π
T
·0 sampled in step 1, uniformly sample a value for

πT10 on the interval [0,min(πT1·, π
T
·0)]

3. Based on the πT10 sampled in step 2 and the πT1· and π
T
·0 sampled in step

1 compute all the others πTij = P (T0 = i, T1 = j)

4. Based on the distribution of Y T = (T0, T1)′ obtained in step 3 calculate

the distribution of ∆T using the expressions π∆T
−1 = πT10, π

∆T
0 = πT00 +πT11

and π∆T
1 = πT01

5. Based on step 4 calculate the H(∆T ) as

H(∆T ) = πT10 log πT10 + (πT00 + πT11) log(πT00 + πT11) + (πT10) log(πT10)

6. Compute R2
HL

Note that a bootstrap procedure could alternatively be used as described

in Section 4.6.3. Above algorithm produces a frequency distribution for R2
HL.

This distribution takes into account both the uncertainty induced by the lack

of identi�ability of the distribution of Y T = (T0, T1)′ and the sampling vari-

ability in the estimates of πT1· and πT·0. Basically, this frequency distribution

characterizes the behavior of R2
HL across all settings compatible with the data,

i.e., all settings compatible with πT . Given that all points in [0,min(πT1·, π
T
·0)]

are equally compatible with the data at hand, the use of a uniform distribution

to sample πT10 is the most natural choice. The behavior of R2
HL can then be

visualized using graphical techniques like histograms and/or summarized us-

ing measures of central tendency like, for instance, the mean and the median,

among others.

In the following section the previous ideas will be applied to analyze the

likelihood of �nding a valid surrogate endpoint in the context of glaucoma

research.

5.4 Case study

Alonso et al. (2016) carried out a detailed analysis of these data and concluded

that IOP after 1 year seemed to be a poor surrogate for IOP after 8 years.

However, the question remains regarding the existence of a good surrogate en-

dpoint for IOP after 8 years in the �rst place. First of all, one needs to de�ne

what is understood by a good surrogate endpoint in terms of prediction error.
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We considered three upper bounds δ = 0.05, 0.1 and 0.2, for the probability

of a prediction error P
(

∆̃T 6= ∆T
)
≤ δ, where ∆̃T = g(∆S) and g a gen-

eral prediction function. For each of these values, the algorithm described in

section 5.3 was applied and the corresponding frequency distributions of R2
HL

were obtained. Figure 5.1 (left) summarizes the main results when monoton-

icity is not assumed. Expectedly, δ = 0.05 led to higher values of R2
HL and,

consequently, large values of R2
H are needed to achieve this pre-speci�ed risk

level. In fact, when δ = 0.05, R2
HL ≥ 0.63 for 80% of the generated Y T dis-

tributions. Actually, the mean and median of R2
HL equaled 0.69 and 0.71 in

this scenario, respectively. Clearly, if one wants to keep the risk of a prediction

error smaller than 5% then one may need to �nd a surrogate endpoint which

produces a large individual causal association. Notice that a large R2
H implies

an almost deterministic relationship between ∆T and ∆S. Therefore, although

not impossible, common sense suggests that �nding a surrogate that produces

a high ICA will likely be a more daunting task than �nding a surrogate that

produces a moderate or small ICA.

Let us now consider δ = 0.1, i.e., the surrogate may lead to wrong predic-

tions in at most 10% of the cases. This increased risk is translated into smaller

values of R2
HL. Indeed, R

2
HL ≤ 0.58 for 80% of the generated Y T distributions

and R2
HL ≤ 0.61 for all of them. The mean and median of R2

HL equaled 0.47

and 0.51, respectively. Even though the previous analysis does not guaran-

tee the existence of a good binary surrogate endpoint in this scenario, it does

suggest that �nding a surrogate that achieved the pre-speci�ed risk level may

be more likely in this setting than in the previous one. Ultimately, the data

analyst will have to �nd a balance between the risk level he is willing to accept

and the likelihood of �nding a good surrogate for that level of risk.

It is important to point out that, in some cases, large values of δ produced

negative values of R2
HL and Fano's inequality led to the trivial inequality R2

H ≥
0. This becomes apparent in the peaks observed at zero in the frequency

distributions obtained for δ = 0.2. In these cases the results of the analysis are

clearly uninformative. However, at an intuitive level, one may expect that if

the prediction error comes close to 50% (the tossing coin scenario) then almost

any surrogate will be capable of reaching this risk level.

Figure 5.1 (right) displays the relationship between R2
HL and πT10 for the

di�erent δ values. It is important to point out that, unlike the previous analysis,
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Figure 5.1: R2
HL when monotonicity is not assumed (left) and R2

HL versus πT10

(right).

this graph does not take into account the sampling variability in the estimates

of πT1· and π
T
·0. Nonetheless, the results are rather similar, i.e., the smaller the

risk (δ) the larger the ICA. For δ = 0.05 the ICA ranges from about 0.5 for

smaller values of πT10 till values close to 0.8 when πT10 approaches 0.20. On the

other hand for δ = 0.2 the ICA is always smaller than 0.4 irrespectively of the

value of πT10.

The previous analysis suggests that �nding a binary surrogate endpoint

with a probability of prediction error under 5% may be a challenging task,

however, if a 10% risk is considered acceptable then the chances of success

may be substantially larger. Obviously, other clinical considerations need to

be brought into the discussion as well, but the previous analysis of R2
HL clearly

o�ers a useful quantitative element for the decision making process.

5.5 Discussion

Using information-theoretic elements a procedure was introduced to assess the

likelihood of �nding a good surrogate when both endpoints are binary. The

method relates the probability of a prediction error with the ICA, i.e., the

association between the individual causal treatment e�ects. Measures of as-

sociation, like the ICA, are easy to interpret and data analysts have a lot of

experience working with them. Basically, the methodology gives a quantitat-
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ive framework to evaluate the relationship between the risk one is willing to

take when using a surrogate endpoint and the likelihood of �nding a surrogate

that achieved that level of risk. Obviously, it is a process that will require not

only statistical considerations but also clinical and practical elements will often

be taken into account. In general, the assessment of the possibility of �nding

a good surrogate will not be exempt of a certain degree of subjectivity and,

hence, the availability of quantitative elements, like the R2
HL, may be of great

valuable during the decision making process.
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Chapter 6

The surrogate predictive value

6.1 Introduction

The individual causal association (ICA) has been introduced as a metric of

surrogacy in the causal inference framework. The ICA is de�ned on the unit

interval and quanti�es the association between the individual causal e�ect on

the surrogate (∆S) and (∆S). The ICA o�ers a general assessment of the sur-

rogate predictive value, taking value 1 when there is a deterministic relationship

between (∆S) and (∆T ), and value 0 when both causal e�ects are independ-

ent. However, when one moves away from these two extreme scenarios, the

interpretation of the ICA becomes challenging. In the current chapter we will

introduce additional metrics of surrogacy that will assist in interpreting the sur-

rogate predictive value, each of which can be directly derived from Table 4.2.

The methodology that is outlined in Section 6.2 is based on the work of Alonso

et al. (2017b). The application in Section 6.2.4 is taken from Meyvisch et al.

(2018). Finally, Sections 6.3 to 6.8 have earlier been described in Meyvisch

et al. (2019).
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6.2 The surrogate predictive function

6.2.1 De�nition

In Section 4.5, it was shown that R2
H equals zero when ∆T and ∆S are inde-

pendent and that R2
H equals one when there is a non-trivial transformation ψ

such that P [∆T = ψ(∆S)] = 1 (i.e., there exists a deterministic relationship

∆T = ψ (∆S)). The R2
H (∆T,∆S) metric thus provides a general quanti�ca-

tion of the surrogate predictive value, but it does not provide any information

regarding the speci�c form of the prediction function ψ.

To explore this further, let us now consider a general prediction function

ψ : {−1, 0, 1} → {−1, 0, 1}. The predictive value of ψ can be assessed using

the expression

P [∆T = ψ(∆S)] =

1∑
i=−1

P (∆T = i, ψ(∆S) = i) , (6.1)

=

1∑
i=−1

∑
j∈ψ−1(i)

P (∆T = i,∆S = j) ,

=

1∑
i=−1

∑
j∈ψ−1(i)

P (∆T = i|∆S = j)P (∆S = j) ,

where ψ−1(i) : {j ∈ {−1, 0, 1} : ψ(j) = i}. The probabilities P (∆S = j) do

not involve T and they can be considered an intrinsic characteristic of the

pair (S,Z). On the other hand, the function r : {−1, 0, 1}2 → [0, 1] given

by r(i, j) = P (∆T = i|∆S = j) fully captures the relationship between the

individual causal treatment e�ects on S and T in (6.1).

We shall call r (∆T = i,∆S = j) the surrogate predictive function (SPF),

i.e., the function that allows us to determine what the most likely outcome

of ∆T will be for a given value of ∆S. The SPF allows for the evaluation of

some important scienti�c questions that cannot be explicitly answered using

R2
H(∆T,∆S). For example, r(−1, 1) quanti�es the conditional probability that

Z has a negative impact on T given that Z has a bene�cial impact on S

(i.e., the probability that the surrogate will produce a false positive result).

Similarly, r(1,−1) quanti�es the conditional probability that Z has a bene�cial

impact on T given that Z has a negative impact on S (i.e., the probability
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that the surrogate will produce a false negative result). It can be argued that

r(−1, 1) = r(1,−1) ≈ 0 is a desirable property for a `good' S.

6.2.2 Properties of the surrogate predictive function

Another interesting conceptual setting arises when P [∆T = ∆S] = 1, i.e.,

the individual causal treatment e�ects on S and T are identical. Lemma 3

characterizes the previous scenario using the SPF (the proof is straightforward).

Lemma 3. Let T and S denote a binary true and surrogate endpoint,

respectively. Under the causal inference model introduced in Section 4.5,

P [∆T = ∆S] = 1 if and only if r(i, j) = 0 for all i 6= j.

Furthermore, there is a close relationship between the SPF and the best

prediction function associated with the distribution of ∆. To illustrate

this, let us �rst de�ne the best prediction function as the function ψb =

arg maxψ P [∆T = ψ(∆S)]. Lemma 4 describes the relationship between the

SPF and the best prediction function.

Lemma 4. Let T and S denote a binary true and surrogate endpoint respect-

ively. Further, let ψb : {−1, 0, 1} → {−1, 0, 1} be the function de�ned as

ψb(j) = arg max
i

r(i, j) = arg max
i

P (∆T = i|∆S = j)

If the argument function in the previous equation returns more than one value,

then any of them can be chosen arbitrarily to de�ne ψb(j) and thus ψb will not

be unique. The function ψb is the best prediction function associated with the

distribution of ∆.

6.2.3 Assessing the surrogate predictive function

As was also the case for R2
H , the SPF is not identi�able from the data and it

can thus not be directly estimated. The sensitivity-based approach detailed in

Section 4.6.2 can again be used to deal with these identi�ability issues. Brie�y,

in this approach (i) the subspace ΓD ⊂ Γ that is compatible with the data at

hand is �rst characterized, and (ii) the behaviour of the SPF on ΓD is studied.

The obtained vectors πkm are subsequently used to compute the vectors of the
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individual causal e�ects ∆ (given in Table 4.2) using the expressions given in

(4.14). Based on these values, the SPF can be computed as

r(i, j) =
π∆
ij

π∆S
j

, (6.2)

with π∆S
j =

∑
j π

∆
ij . Again, this approach is not aimed at estimating the `true'

SPF (which is unidenti�able). Instead, it can be conceptualized as a sensitivity

analysis where each point in ΓD is a `reality' that is compatible with ours (i.e.,

the identi�able marginal probabilities in the data set at hand).

6.2.4 Case study : Multi-Drug Resistant Tuberculosis

Figure 6.1 shows conditional probabilities of possible outcomes for the treat-

ment e�ect on the true endpoint (∆T ), given the e�ect on the surrogate end-

point (∆S24). This graphical representation of the SPF provides more granular

insight as to how predictive ∆S24 is for ∆T . From the nine conditional probab-

ilities of ∆T given ∆S24 depicted in Figure 6.1, it is apparent that two condi-

tional probabilities, i.e., P (∆T = 1|∆S24 = −1) and P (∆T = −1|∆S24 = 1)

are very low, which has a straightforward interpretation. Indeed, a harmful

e�ect of BDQ on the surrogate endpoint rules out a bene�cial e�ect of BDQ on

the true endpoint. The converse is also true, i.e., a bene�cial e�ect of BDQ on

the surrogate endpoint is unlikely to result in a harmful e�ect of BDQ on the

true endpoint. Conversely, the two probabilities that were clearly highest were

P (∆T = 1|∆S24 = 1) and P (∆T = 0|∆S24 = 0). This means that patients in

whom BDQ will be bene�cial at the surrogate endpoint (i.e., would have a pos-

itive response with BDQ but not with placebo), are also expected to bene�t

from BDQ at the true endpoint (∆T = 1|∆S24 = 1), with a median probab-

ility of 74%. Patients in whom the outcome on BDQ and placebo was equal

at the surrogate endpoint (i.e., would fail on either treatment or alternatively

respond to either treatment) are expected to also have an equal outcome at

the true endpoint (∆T = 0,∆S = 0) with a median probability of 70%. A less

clear picture was seen from ∆S8, as all median probabilities were in the range

of 10% to 50%, which makes it di�cult to draw �rm conclusions as to which

value of ∆S8 is likely (or unlikely) to correspond with a value of ∆T .
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Figure 6.1: The MDR-TB case study : the Surrogate Predictive Function for

S24

6.3 Distribution of best prediction functions

We illustrate the best prediction function on the PANSS and CIGTS case

studies.

Figure 6.3 shows the frequencies at which di�erent functions were selected as

the best prediction function. Basically, for every valid sampled π vector on ΓD,

the distribution of ∆ = (∆T,∆S) was �rst obtained, i.e, the cell probabilities

in Table 4.2 were determined. Subsequently, for every column, i.e., for every

value of ∆S, the row with the largest probability was selected. This way, 3 cells

69



CHAPTER 6. THE SURROGATE PREDICTIVE VALUE

Figure 6.2: The MDR-TB case study : the Surrogate Predictive Function for

S8

were selected, one in each column. The selection of these 3 cells represents the

best prediction function for the sampled π. There exist a total of 27 possible

prediction functions ψ : {−1, 0, 1} → {−1, 0, 1} which for ease of notation are

represented by a triplet (a, b, c) with ψ(−1) = a, ψ(0) = b and ψ(1) = c. For

example, the triplet (−1, 0, 1) represents the identity function, i.e., projecting

every value of ∆S onto the same value of ∆T . Similarly, the triplet (0, 0, 0)

represents the function that projects every value of ∆S onto ∆T = 0, etc. From

each valid vector of π that is sampled, the best prediction function represented

by the corresponding triplet (a, b, c) is obtained. Sampling a large number of
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Figure 6.3: Most frequently selected prediction functions for the PANSS case

study (left) and the CIGTS case study (right).

π vectors yields a distribution of triplets which reveals an insightful pattern.

For instance, a very clear picture is observed in the PANSS study. Here, the

identity function (−1, 0, 1) is by far the most frequently selected from which

it follows that the best prediction function and the identity function largely

overlap. Given that BPRS is essentially a subscale of PANSS, this result is

intuitively plausible.

The results for CIGTS trial are substantially di�erent. In this case even the

most frequently selected prediction function (0, 0, 1) is selected in less than 50%

of the times. In addition, the function (0, 0, 0) is the second most frequently

selected which is yet another indication that S may be a poor surrogate for T .

Indeed, for all samples π that are obtained for which (0, 0, 0) is the best predic-

tion function, ∆S does not provide information that improves the prediction

of ∆T that one would obtain based only on the distribution of the latter, i.e.,

∆S can be completely ignored. Notice that these results are completely in line

with the conclusions obtained from the analysis of the ICA values in Section

4.6.3 and Section 4.6.4.

6.4 Minimum probability of a prediction error

In the present section we propose to quantify, for a given surrogate and the

corresponding ICA, the minimum probability of a prediction error (PPE). Such
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a probability has an easy clinical interpretation and, therefore, it may be useful

to identify good surrogates, where good can be de�ned in terms of the probab-

ility of making an incorrect assessment about ∆T based on ∆S. A low PPE is

a necessary condition to qualify as a good surrogate and it should therefore be

regarded as a measure that is complementary to the ICA. The PPE is derived

from the best prediction function that has been introduced in Subsection 6.2.2.

Indeed, once the best prediction function ψb is obtained, the PPE is de�ned

as:

Pe(∆T |∆S) = 1− P [∆T = ψb(∆S)] . (6.3)

If the information on the surrogate is completely ignored, then the best

prediction for ∆T has to be based solely on the distribution of ∆T and it will

take the form arg maxi P [∆T = i]. Obviously, in such scenario, the afore-

mentioned prediction will have the smallest probability of a prediction er-

ror Pe(∆T ) = 1 − maxi P [∆T = i]. Ignoring the information on the sur-

rogate is basically equivalent to using a prediction function ψm de�ned as

ψm(j) = arg maxi P [∆T = i] for all j. It follows from the de�nition of the best

prediction function that

P [∆T = ψb(∆S)] ≥ P [∆T = ψm(∆S)] = max
i
P [∆T = i] , (6.4)

and, therefore, Pe(∆T |∆S) ≤ Pe(∆T ). As expected, it is very easy to show

that the equality is reached if and only if ∆T and ∆S are independent. The pre-

vious inequality formalizes the intuitive idea that, if used correctly, additional

information can only improve prediction. As the ICA is de�ned as a normalized

version of the mutual information I(∆T,∆S)= H(∆T )−H(∆T |∆S), it seems

sensible to work with the reduction in the probability of a prediction error in

a similar fashion, i.e., the RPE is de�ned as

RPE =
Pe(∆T )− Pe(∆T |∆S)

Pe(∆T )
= 1− Pe(∆T |∆S)

Pe(∆T )
. (6.5)

The RPE quanti�es how much the probability of a prediction error is reduced

when using the surrogate as a predictor, with respect to the prediction based

on the marginal distribution of ∆T only. From the previous developments it

follows that the RPE always lies in the unit interval, taking value zero when

∆S conveys no information on ∆T and value one when both causal e�ects are

deterministically related.
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6.5 Application of PPE and RPE on the PANSS

and CIGTS studies

The distribution of the PPE and the RPE are graphically presented in Figure

6.4 and Figure 6.5 respectively. Summary statistics of the distribution of PPE

and RPE are provided in Table 6.1. As the top part of the table illustrates,

in the CIGTS for 95% of the sampled vectors the PPE exceeds 29% and for

50% of them it is larger than 37%. This is underscored by the distribution

of the RPE which has a median value of 8.4%, indicating that there is only

marginal gain in predictive power when using the information of ∆S to predict

∆T . It is also observed that for a substantial part of the distribution, the RPE

equals zero, which is consistent with the earlier �nding that the prediction

function (0, 0, 0), which is independent from ∆S, was often selected as the best

prediction function. The previous results, together with the low ICA values

already found, strongly suggest that the IOP at 12 months is indeed a poor

surrogate for IOP at 96 months.

The analysis of the PANSS data is even more interesting. Indeed, as the

bottom part of Table 6.1 clearly shows, for 95% of the sampled vectors the PPE

does not exceed 16% and for 50% of them it is actually smaller than 13.5%. In

addition, the high values for RPE indicate that there is a substantial reduction

in PPE when ∆T is predicted using the information conveyed by ∆S. Notice

that, for 95% of the sampled vectors, using ∆S to predict ∆T reduced the PPE

in more than 32%. Whether or not BPRS quali�es as a suitable surrogate for

PANSS warrants a clinical discussion but it does put the magnitude of the ICA

in a much better perspective. Furthermore, parameters like the PPE and RPE

are much easier to understand and, therefore, it would be easier for clinical

experts to de�ne cut-o� points for them in order to establish surrogacy.

6.6 The HBsAg study

Finally, as there is no proposed surrogate for the HBsAg study, densities for

ICA, PPE and RPE can not be produced. However, it has been demonstrated

in (6.4) that the PPE is always bounded above by the probability of the pre-

diction error based on the marginal distribution of ∆T only, which we have
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Figure 6.4: Probability of a Prediction Error for the PANSS case study (left)

and the CIGTS case study (right).
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Figure 6.5: Reduction of the Prediction Error for the PANSS case study (left)

and the CIGTS case study (right).

denoted as Pe(∆T ). It is a striking result that any surrogate that is to be

proposed, including surrogates with a very low ICA, will yield a median PPE

of less than 8.6%. However, this is a feature of the trial results, as very low

response rates have been observed, and is independent from the choice of sur-

rogate. This should not come as a surprise as every clinician treating hepatitis
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Table 6.1: Distribution of PPE and RPE

CIGTS 5% 10% 20% 50% 80% 90% 95%

ICA 0.056 0.071 0.091 0.132 0.178 0.204 0.228

PPE 0.285 0.305 0.328 0.371 0.412 0.431 0.446

RPE 0 0 0 0.084 0.193 0.247 0.287

PANSS

ICA 0.356 0.412 0.476 0.555 0.603 0.627 0.649

PPE 0.099 0.107 0.117 0.135 0.151 0.159 0.164

RPE 0.322 0.419 0.546 0.724 0.777 0.798 0.816

HBsAg

PPE < 0.062 < 0.064 < 0.070 < 0.086 < 0.102 < 0.108 < 0.110

B patients is well aware that the current therapies fall short in attaining sus-

tained HBsAg loss (Slaets et al., 2020). It is therefore a relatively safe bet that

an individual patient will fail treatment, irrespective which of the two therapies

are assigned. Translating this to the causal inference setting, ∆T = 0 is always

the best prediction which is associated with a high probability. Conversely, the

probability of making a prediction error using information on the clinical trial

results for T only, is low and equals 1 − P (∆T = 0) for which the values are

provided in Table 6.1. As earlier stated, the PPE for any proposed surrogate

will be bounded above by these values.

The probability of making a prediction error can readily be quanti�ed.

Note that the low response rate in the monotherapy group of 2.7% implies

that πT10 must be contained between 0 and 2.7%. We present two possible

manifestations of the data in Table 6.2 and Table 6.3 acknowledging that any

value between 0 and 2.7% results in another possible manifestation. It is clear

that π∆T
−1 ranges from 0 to 2.7% while π∆T

1 is ranging from 5.9% to 8.6%. As

previously mentioned, 'no di�erence' for the individual patient is clearly the

best prediction, and the probability of making a prediction error can take any

value between 5.9% to 11.3%.

The density representing the probability on making a prediction error using

information coming from the true endpoint only is shown in Figure 6.6.
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Table 6.2: Hepatitis B example 1

T1

0 1

T0 0 91.4% 5.9% 97.3%

1 0 2.7% 2.7%

91.4% 8.6% 1

Table 6.3: Hepatitis B example 2

T1

0 1

T0 0 88.7% 8.6% 97.3%

1 2.7% 0 2.7%

91.4% 8.6% 1

Figure 6.6: The HBsAG case study : Probability on making a prediction error

based on the true endpoint only.

6.7 Accounting for sampling variability

To account for the sampling variability, the same bootstrap procedure can be

implemented as demonstrated in subsection 4.6.3. Both the CIGTS and PANSS

case study are presented in Figure 6.7 in which we present both the RPE and

the ICA with and without sampling variability.

The results show that densities with and without accounting for sampling

variability have similar central tendency. As expected, the variability of the

densities that account for sampling variability are slightly wider.
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Figure 6.7: Accounting for sampling variability on the ICA and RPE for the

PANSS case study (left) and the CIGTS case study (right).

6.8 Investigating the relationship between the

ICA and the RPE.

An extensive simulation exercise has been conducted to investigate the rela-

tionship between the ICA and the RPE. Both measures are de�ned on the

entire unit interval taking value 1 when the individual causal e�ects on both

endpoints are deterministically related and 0 when they are independent. Un-

like the RPE, the PPE does not take values on the entire unit interval but

it is bounded above by a quantity that depends on the true endpoint. This

upper bound for the PPE makes its comparison with the ICA di�cult to inter-

pret. Therefore, the simulation exercise speci�cally focused on the comparison

between ICA and the more interpretable RPE.

To be able to generate a su�ciently broad range of trials with binary sur-

rogate and true endpoints, we will �rst generate samples from a multivariate

normal distribution. In a second step, the normally distributed data will be

dichotomized to achieve speci�c proportions of success for the surrogate and

true endpoints in both treatment groups. We will denote by S and T the bin-

ary surrogate and true endpoint while notation Sn and Tn will be reserved for

the latent normally distributed outcomes. We will use the code Z = 1 and
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Z = 0 for the experimental and control groups, respectively. Additionally, sub-

scripts s and t will be used to identify parameters associated with S and T,

respectively while subscript z will be used for the treatment Z. Given that the

experimental and control group are independent through randomization, it is

su�cient to randomly generate bivariate normal pairs in each treatment group

with mean vector µ = (0, 0)
′
and group speci�c covariance matrices

Σz =

(
σss,z σst,z

σts,z σtt,z

)
, (6.6)

where z = 0, 1, σss,z=Var(Sn,z), σtt,z=Var(Tn,z) and

σst,z=σts,z=Cov(Tn,z, Sn,z). In all settings the variances σtt,z = σss,z = 1

and, hence, covariances and correlations can be used interchangeably. The

binary true endpoint will be de�ned in each treatment group as Tz = 1 if

Tn,z ≤ ct,z and zero otherwise, where z = 0, 1 and ct,z is a properly chosen

cut-o� value. The binary surrogate will be de�ned in a similar fashion. The

cut-o� values ct,z and cs,z are chosen to achieve desired success rates in each

treatment group and endpoint. We use obvious notation for the success rates

for either endpoint and treatment group, i.e., θSz = P (Sz = 1|Z = z) and

θTz = P (Tz = 1|Z = z) with z = 0, 1. As there is a one-to-one relationship

between a cut-o� value and a success rate we will use success rates in the

remainder of this thesis.

We will �rst provide an overview of the scenarios that have been studied,

which is a relevant selection of what has been described in Meyvisch et al.

(2019). It is acknowledged that the current approach is non-exhaustive, i.e.,

many more di�erent scenarios can potentially be added. However, we will

demonstrate that a clear and consistent pattern is derived from the selected

scenarios suggesting that the results can likely be generalized. All the 4 studied

scenarios have in common that the diagonal elements in (6.6) are consistently

chosen to be 1 implying that covariance and correlation can be used inter-

changeably. Secondly, we use the same grid of values for the o�-diagonal ele-

ments in (6.6) across all scenarios. More speci�cally, the 12 values that are

consistently used for both σst,0 and σst,1 (yielding 144 combinations) are 0.4,

0.5, 0.6, 0.7, 0.8, 0.9, 0.925, 0.95, 0.96, 0.97, 0.98 and 0.99 respectively. The

main objective of this approach is to study the association between the ICA

and the RPE on an as broad as possible range on the unit interval. While the
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above describes what all scenarios have in common, we still need to describe

what the main di�erences are among the scenarios. This is shown in Table 6.4.

Indeed, the only parameters that still need to be identi�ed are the success

rates. We de�ne θ0 and θ1 as the success rates attained with the control and

investigational treatment respectively. In other words, the success rates for S

and T are kept the same for each treatment group. We will discuss in Chapter

7 what the impact is when the success rates di�er between S and T.

Table 6.4: Overview of scenarios .

Scenario θ0 θ1

Scenario 1 50% 50%

Scenario 2 84% 84%

Scenario 3 84% 50%

Scenario 4 31% 69%

6.8.1 Results of Scenario 1.

To set the scene, we will �rst focus on scenario 1 in which variances σss,i and

σtt,i are equal to 1, i.e., all four sampled distributions are standard normal. In

addition, the cut-o� values ci are equal to zero, i.e., the sampled success rates

in both groups are expected to be around 50%. It follows that the only two

varying parameters are σst,1 and σst,0 for which a grid of 12 values is proposed

ranging from 0.4 to 0.99. Each setting is only generated once, i.e., a total of

144 case studies will be randomly generated. We present the two most extreme

realizations in Table 6.5, which we will further refer to as Trial 1 and Trial 144.

Note that in both selected trials the correlations are the same across treatment

groups. However, among the 144 cases studied, low correlations for the control

group are also combined with high correlations in the experimental group and

vice versa. As is seen from Table 6.5, the low correlation of 0.4 results in a

substantially high proportion of subjects on the o�-diagonal cells. Conversely,

the high correlation of 0.99 results in a high agreement between S and T in

both groups.

In the next step the marginal probabilities which are derived from Table 3.1

are used to obtain densities for ICA and RPE using the algorithm that is
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Table 6.5: Two examples for Scenario 1.

Trial 1: σst,0 = σst,1=0.4

Control Experimental

T T

0 1 0 1

S
0 35 16

S
0 33 15

1 19 30 1 18 34

Trial 144: σst,0 = σst,1=0.99

T T

0 1 0 1

S
0 44 2

S
0 44 1

1 1 53 1 0 55

described in Section 4.6.

Let πij denote the jth vector sampled by the Monte Carlo algorithm de-

scriben in Section 4.6 when the data from the ith simulated clinical trial were

analyzed. In all the analyses 500 π vectors were sampled, i.e., j = 1, . . . , 500.

Furthermore, let RPEi = 1
500

∑500
j=1 RPEij and ICAi = 1

500

∑500
j=1 ICAij be the

average RPE and ICA obtained after applying the Monte Carlo procedure in

trial i, where RPEij and ICAij are the values derived from the sampled vector

πij . Finally, let ρi = corr (RPEij , ICAij), i.e., the correlation between both

metrics in the ith trial. Using above de�nitions, the algorithm is described as

follows:

1. For a given scenario, obtain the marginal probabilities for each of the 144

case studies. Sample size is N=100 in both the experimental and control

group,

2. For each obtained study, determine the RPE and ICA densities based on

a sample of 500 valid vectors

3. for each case study, compute ICAi, RPEi and the Pearson correlation ρi

4. Produce scatter plot of the 144 case studies with ICAi on the X-axis and

RPEi on the Y-axis.
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Note that throughout the document we will consistently use 500 samples,

i.e., the Monte Carlo algorithm as described in Section 4.6 will run until 500

valid samples are obtained.

Indeed, as shown in Figure 6.8, the ICA1 and RPE1 are at the low end while

ICA144 and RPE144 are quite high. In addition, ρ1 = 0.82, which is reasonable,

but smaller than ρ144 = 0.97. Note that the line of unity is only added as a

reference.
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Figure 6.8: Scatter plot of RPE versus ICA for Trial 1 (left) and Trial 144

(right)

This is further substantiated by including the values ICAi and RPEi of

all of the 144 simulated trials which are displayed in Figure 6.9. A linear

model �t has been performed to model the near-linear relationship between

ICAi and RPEi. The intercept and slope were estimated to be 0.011 and 1.17

respectively. The primary conclusion for the current scenario is that the RPE is

about 17% higher compared to the ICA. Additionally, the correlations ρi have

been categorized into bands showing that the correlation generally increases

with increasing ICA. In the next section we will further detail the scenarios

that are studied.
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Figure 6.9: Scenario 1 : Scatter plot of RPEi versus ICAi for all 144 simulated

trials

6.8.2 Results of Scenario 2.

Speci�cation of ci = 1 for i : 0, 1 enables to create endpoints for which the

true success rates are equal to 84%. The two most extreme cases are presented

in Table 6.4. The association between ICAi and RPEi is presented in Figure

6.10. It is again clear from Figure 6.10 that there is a high association between

the ICAi and RPEi for the realized case studies and that the Pearson cor-

relation generally increases with higher values of the ICAi. The relationship

di�ers from scenario 1 in the sense that the measurements are below the line

of unity, i.e., the ICAi is generally larger than the RPEi. However, the most

important conclusion is that the relationship between both measures is again

fairly monotonic.

6.8.3 Results of Scenario 3.

Speci�cation of c0 = 1 basically introduces a large treatment e�ect in the sense

that success rates of approximately 84% are observed in the control group com-

pared to 50% in the experimental group. These rates are similar for T and S
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Table 6.6: Two examples for Scenario 2.

Trial 1: σ2
st,0 = σ2

st,1=0.4

Control Experimental

T T

0 1 0 1

S
0 3 15

S
0 4 11

1 12 70 1 10 75

Trial 144: σ2
st,0 = σ2

st,1=0.99

T T

0 1 0 1

S
0 17 1

S
0 15 2

1 0 82 1 0 83

within each group. The results are presented in Figure 6.11 indicating that val-

ues for RPEi are consistently higher than the values for ICAi. In addition, the

association between both is strong and slightly deviating from linearity. Unlike

the previous scenarios, higher values for ICAi are not necessarily associated

with higher Pearson correlations ρi.

6.8.4 Results of Scenario 4.

Comparable to scenario 6, speci�cation of c0 = −0.5 and c0 = +0.5 introduces

a large treatment e�ect with success rates equal to 31% and 69% respectively.

The results are presented in Figure 6.12 indicating that the values for RPEi are

consistently higher than the ICAi. In addition, the association between both

is strong and slightly deviating from linearity. It is again apparent that the

correlations ρi are smaller in magnitude and higher values for ICAi are not ne-

cessarily associated with higher values for ρi. We will discuss this phenomenon

in the next section.

6.8.5 The range of the ICA and RPE

Another reason why the Pearson correlations between ICAi and RPEi are closer

to zero is due to the width of the densities of the ICA and RPE. As shown
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Figure 6.10: Scenario 2 : Scatter plot of RPEi versus ICAi

in Figure 6.13, scenarios 3 and 4 are quite disjoint from scenarios 1 and 2 due

to the lower standard deviations of the ICA. Note that standard deviations of

the RPE could equally have been selected without changing the conclusions.

It is clear that a high correlation between ICA and RPE values would be a

very desirable feature when both densities are wide. Conversely, ρi can be low

when the variances of the ICA and RPE densities are small which is of limited

concern. Indeed, when this occurs, the ICA and RPE are nearly constant

and both can reliably be represented by their mean values which are highly

correlated across trials.

Another setting leading to low ρi values is when the RPE distribution has

a concentration point at zero. Essentially, this happens when the frequency

distribution of the ICA is shifted towards zero. When the surrogate is poor (low

ICA) Pe(∆T |∆S) ≈ Pe(∆T ) and, consequently, RPE ≈ 0 for most sampled

πij vectors.

The simulation results clearly showed that, although the relationship

between the ICA and RPE is complex, both metrics are associated in an intu-

itively appealing way within and between trials.
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Figure 6.11: Scenario 3 : Scatter plot of RPEi versus ICAi

6.9 Discussion

The ICA has recently been proposed as a metric of surrogacy in a causal-

inference framework. It is de�ned on the unit scale and takes the value 1 when

there exists a deterministic relationship between ∆S and ∆T and value zero

when both causal e�ects are independent. However, in practical settings, the

ICA will take values somewhere on the unit interval and it is challenging to

de�ne thresholds for the ICA in the absence of a clear clinical interpretation.

This calls for development of additional measures such as the PPE that express

surrogacy in terms of the probability of making a prediction error, which has

a more straightforward interpretation. Actually, clinicians may often be able

to de�ne the risk they are willing to take, when using a surrogate, in terms

of the probability prediction error. For instance, they may determine that a

surrogate that leads to erroneous predictions of the individual causal treatment

e�ect on the true endpoint in less than 20% of the cases, is acceptable in

certain medical contexts. Analogously, they may determine that a surrogate

that leads to erroneous predictions of the individual causal treatment e�ect

on the true endpoint in more than 30% of the cases is not acceptable. From
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Figure 6.12: Scenario 4 : Scatter plot of RPEi versus ICAi

this perspective, the PPE is complementary to the ICA as it exactly equals

the probability of making a prediction error on ∆T after accounting for the

information that ∆S has on ∆T . One would therefore expect that high values

of the ICA naturally correspond to low values of the PPE, as was seen in the

PANSS case study. However, the HBsAg case study has revealed that caution

has to be exercised in interpreting the PPE as low values may be the result of

characteristics of the true rather than the surrogate endpoint. The fact that

PPE is bounded above by a quantity that depends on the true endpoint and the

treatment under consideration, clearly hinders its interpretation. Therefore,

the RPE may often be more useful for the task at hand than the PPE. Indeed,

the RPE quanti�es how much the probability of a prediction error is reduced

when using the surrogate as a predictor, with respect to the prediction based

on the marginal distribution of ∆T only. The RPE is constructed in a similar

fashion as the ICA but uses the marginal and conditional probability of a

prediction error on ∆T instead of the marginal and conditional entropy of ∆T

as primary building blocks. It shares with the ICA the convenient property

that it takes value zero when ∆S conveys no information on ∆T and value one

when both causal e�ects are deterministically related. Moving away from these
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Figure 6.13: Relationship between Pearson correlations and SD of the ICA

extreme scenarios simulations have demonstrated that the RPE and the ICA

will behave approximately similarly while the RPE has a more straightforward

interpretation. Interestingly, as the �eld of Hepatitis B is moving quickly with

new mechanisms of action that are being tested in Phase 1 and 2 trials, there are

high hopes that the rates of therapeutic success will substantially increase in the

next decade. This will inevitably have an impact on the relationship between

RPE and PPE as the prediction based on the marginal distribution of ∆T will

be associated with more uncertainty. As an example, if we were to impose

a PPE of 5% with a Pe(∆T ) = 10%, it follows that RPE=50%. Similarly,

with Pe(∆T ) = 50%, the RPE has to increase to 90%. This corresponds to a

surrogate which has a near-deterministic relationship with the true endpoint.

It can be concluded from this simple example that any requirement for a PPE

and RPE should be based on both clinical and statistical arguments.
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Chapter 7

On the relationship between

association and surrogacy

when both the surrogate and

true endpoint are binary out-

comes

7.1 Introduction

We recall from Section 4.4 that the relationship between surrogacy, expressed

as ρ∆, and association is analytically tractable (4.5 and 4.6). In fact, ρ∆ is a

function of the 6 pairwise Pearson correlation coe�cients as depicted in Fig-

ure 7.1 (left), for which solid and dotted lines are used to distinguish between

identi�able and unidenti�able correlations. The presence of unidenti�able cor-

relations in (4.6) implies that ρ∆ cannot be estimated from the data. Therefore,

it has been proposed to assess the ICA via sensitivity analysis, i.e., �nding the

values of ρ∆ that are compatible with the data at hand. Note also that, when

all potential outcomes are normal, the Pearson correlation is the indisputable

metric of association and it has been widely used in the literature.
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The �rst challenge one faces when studying the relationship between sur-

rogacy and association in the binary setting, is how to measure the association

between binary outcomes in a meaningful way. When the potential outcomes

are binary, several di�erent measures of association could be used. For compar-

ison purposes, we have decided to quantify the association between the poten-

tial outcomes using the informational metric of association given in (4.15) but

now applied to the potential outcomes themselves, i.e., the association among

the potential outcomes Ti and Sj (i, j = 0, 1) :

R2
TiSj

=
I(Ti, Sj)

min [H(Ti), H(Sj)]
(7.1)

The association between T0 and T1 (or between S0 and S1) will be quanti�ed

in a similar way. Note that, like in the normal setting, R2
T0S0

and R2
T1S1

are the

only identi�able associations as depicted in Figure 7.1 (right). We will use the

mean R2
TS = (R2

T0S0
+R2

T1S1
)/2 as a single measure to quantify the association

between S and T adjusting by treatment.

Figure 7.1: Causal diagrams when both endpoints are either normal (left) or

binary (right)

Another important feature of the normal case is that neither ρ∆ or γ de-

pend on the mean structure of Y , and as a consequence, nor does its rela-

tionship. This directly follows from the separation between the mean and

variance�covariance structure in the normal distribution. While this may be

considered a convenient feature in some applications, a fundamental drawback

is that relevant identi�able information such as treatment e�ects provide no
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additional information whatsoever about ρ∆. It is hypothesized that, due to

the link between mean and variance, this property may no longer hold in the

setting in which both the surrogate and true endpoint are binary. If this is the

case, historical knowledge about success rates on both S and T and its associ-

ation may be insightful as to how well the candidate surrogate may perform.

Secondly, the observation that ρ∆ may be zero, even for high values of γ, is a

rather inconvenient feature and con�rms the consented view that a correlate

does not necessarily make a surrogate (see Section 4.4.1). We will also invest-

igate whether there are instances in the binary setting that di�erentiate from

the normal case on this speci�c point. Unlike the normal case, the relationship

between association and surrogacy is not analytically tractable in the binary

case. We have therefore conducted an extensive simulation study for which the

key results will be presented in the next sections. The conduct and results of

these simulations that we will now present has been based on Meyvisch et al.

(2020).

7.2 Simulation of clinical trials for which both

surrogate and true endpoint are binary

The selection of the scenarios that will be discussed is presented in Table 7.1

specifying the o�-diagonal elements used in (6.6) in addition to θSz
and θTz

with

z = 0, 1. Scenario 1 corresponds to the situation where the success rates for S

and T in both treatment arms are 50% (i.e. Scenario 1 (a1 to a4)) and 1% (i.e.

Scenario 1 (b1 to b4)), respectively. Note that a1, a2, a3 and a4 (similarly for

b1, b2, b3 and b4) correspond to decreasing levels of correlations σts,z between

Sn and Tn. These correlations decrease from 0.995 and 0.5 but are consistently

kept equal between control and experimental arm, i.e., σts,0=σts,1.

Similarly, in scenario 2 (a1 to a4) we study the case where the success rates

for both S and T are 50% (Z=0) and 84% (Z=1) whereas in Scenario 2 (b1 to

b4), success rates of 1% (Z = 0) and 5% (Z = 1) are chosen. Finally, scenario

3 studies the e�ect of di�ering success rates between S and T in presence of

a treatment e�ect on both endpoints. Indeed, in Scenario 3 (a1 to a4), the

success rates for S are 84% (Z = 0) and 93% (Z = 1) while 50% (Z = 0) and

69% (Z = 1) for T. Similarly, in Scenario 3 (b1 to b4), the success rates for S
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Table 7.1: Overview of simulated scenarios.

Scenario σts,0 σts,1 θS0
θS1

θT0
θT1

1 (a1-a2) 0.995-0.87 0.995-0.87 50% 50% 50% 50%

1 (a3-a4) 0.8-0.5 0.8-0.5 50% 50% 50% 50%

1 (b1-b2) 0.995-0.87 0.995-0.87 1% 1% 1% 1%

1 (b3-b4) 0.8-0.5 0.8-0.5 1% 1% 1% 1%

2 (a1-a2) 0.995-0.87 0.995-0.87 50% 84% 50% 84%

2 (a3-a4) 0.8-0.5 0.8-0.5 50% 84% 50% 84%

2 (b1-b2) 0.995-0.87 0.995-0.87 1% 5% 1% 5%

2 (b3-b4) 0.8-0.5 0.8-0.5 1% 5% 1% 5%

3 (a1-a2) 0.995-0.87 0.995-0.87 84% 93% 50% 69%

3 (a3-a4) 0.8-0.5 0.8-0.5 84% 93% 50% 69%

3 (b1-b2) 0.995-0.87 0.995 58% 79% 44% 62%

3 (b3-b4) 0.8-0.5 0.995 58% 79% 44% 62%

are 58% (Z = 0) and 79% (Z = 1) while 44% (Z = 0) and 62% (Z = 1) for T .

Note that in Scenario 3 (b1 to b4), σts,0 decreases from 0.995 to 0.5 while σts,1

is consistently kept at 0.995.

For each scenario, 200 trials with 1000 subjects by treatment group were

simulated. Each generated data set had the variables (T0, T1, S0, S1, Z) and

based on them the �observed data� (T, S, Z) were created, where T = T1 and

S = S1 if Z = 1 and T = T0 and S = S0 if Z = 0.

The �rst of the 200 simulated trials in scenario 1 (a1) and scenario 1 (a4)

can be seen in Table 7.2, illustrating that the observed success rate for each

endpoint in each group is indeed approximately 50%. The main di�erence

between these two scenarios is that there is a larger association between the

surrogate and the true endpoint in scenario 1 (a1) as compared to scenario 1

(a4). The marginal probabilities that are obtained from Table 7.2 are given

as input to the Monte Carlo algorithm introduced in Section 4.6 to obtain the

density of R2
H(∆T,∆S). We will primarily focus on comparing the density

of R2
H(∆T,∆S) with the density of the association R2

TS . Note that R2
TS is

completely identi�able from the data and an estimate can be obtained for any
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Table 7.2: Two simulated examples for Scenario 1.

Scenario 1 (a1): σts,0 = σts,1=0.995

Control (Z=0) Experimental (Z=1)

T T

0 1 0 1

S
0 484 16

S
0 502 10

1 10 490 1 17 471

Scenario 1 (a4): σts,0 = σts,1=0.5

Control (Z=0) Experimental (Z=1)

T T

0 1 0 1

S
0 337 158

S
0 338 171

1 165 340 1 179 312

given simulated trial, implying that the observed variability is merely the result

of sampling variability across the 200 simulated trials. On the other hand,

R2
H(∆T,∆S) is unidenti�able and the Monte Carlo algorithm outputs a set of

values for any given trial as a result of the sensitivity analysis (Section 4.6).

The set of values for all 200 trials will be combined to obtain the aggregate

range of R2
H(∆T,∆S) and this will subsequently be compared with the density

of R2
TS for the proposed scenarios.

7.3 Results

7.3.1 Scenario 1: No treatment e�ect on S and T

We graphically present the densities of R2
H(∆T,∆S) of Scenario 1 (a1 to a4,

that will be denoted as 1a) and Scenario 1 (b1 to b4, that will be denoted as 1b)

in Figure 7.2. In addition, quantiles of these densities are presented in Table 7.3

along with the range of R2
TS to allow for comparison. It is clear that in both

scenarios 1a and 1b large values of the association between both endpoints lead

to ICA densities that are shifted to the right, i.e., the densities give more mass

93



CHAPTER 7. ON THE RELATIONSHIP BETWEEN ASSOCIATION
AND SURROGACY WHEN BOTH THE SURROGATE AND TRUE

ENDPOINT ARE BINARY OUTCOMES

to larger ICA values. However, there is substantial dispersion in the plausible

values of ICA and this dispersion is even larger when the response rates are

smaller. This issue can be clearly seen in the quantile table where the observed

minimum value of R2
H(∆T,∆S) is close to zero for all scenarios, a feature also

observed in the normal case.

As a consequence, even in scenario 1 (a) where the observed association

R2
TS > 0.75, the spread of the frequency distribution of R2

H(∆T,∆S) does

not allow to make any reliable assessment about the validity of the surrogate.

Conversely, Scenario 1 (a4) illustrates that, when R2
TS < 0.12, R2

H(∆T,∆S)

could still be as large as 0.66.

Figure 7.2: Distribution of R2
H(∆T,∆S) in Scenario 1.

(a): θT0
= θT1

= θS0
= θS1

= 50% (left)

(b): θT0
= θT1

= θS0
= θS1

= 1% (right)

7.3.2 Scenario 2: Equal treatment e�ect on S and T

We will now investigate the in�uence of an equal treatment e�ect. Scenarios

2 (a) and 2 (b) have in common that the success rates for S and T in either

arm are equal in the presence of a positive treatment e�ect. Figure 7.3 shows

a rather di�erent picture. Indeed, as before, large values for the association

between S and T lead to ICA densities that are shifted to the right, i.e., towards

larger values but, unlike in the previous scenarios, now the dispersion of these

densities is substantially smaller. Importantly, the densities of R2
H(∆T,∆S)
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Table 7.3: Scenario 1: Overview of percentiles of R2
H(∆T,∆S) with associated

range of R2
TS .

R2
H(∆T,∆S)

Scenario range R2
TS Minimum 5% 25% 50% 75% 95% Maximum

1 (a1) 0.75− 0.85 0.02 0.55 0.75 0.80 0.82 0.85 0.95

1 (a2) 0.54− 0.67 0.001 0.32 0.54 0.61 0.65 0.70 0.89

1 (a3) 0.23− 0.33 0.0005 0.10 0.23 0.29 0.34 0.42 0.77

1 (a4) 0.06− 0.12 0.002 0.04 0.09 0.14 0.18 0.27 0.66

1 (b1) 0.56− 1.00 0.01 0.51 0.68 0.78 0.85 0.93 1

1 (b2) 0.27− 0.95 0.007 0.29 0.46 0.57 0.66 0.77 0.98

1 (b3) 0.04− 0.55 0.001 0.10 0.20 0.29 0.39 0.52 0.79

1 (b4) 0.01− 0.22 0.001 0.07 0.17 0.27 0.38 0.55 0.85

Figure 7.3: Distribution of R2
H(∆T,∆S) in Scenario 2.

(a): θT0 = θS0 = 50% and θT1 = θS1 = 84% (left)

(b): θT0 = θS0 = 1% and θT1 = θS1 = 5% (right)

seem to be clearly bounded from below. More speci�cally for scenario 2 (a1),

if the observed association R2
TS > 0.7 then it can be guaranteed that the true

unobserved ICA will be high as well. Conversely, if the observed association

R2
TS < 0.1 then the validity of the surrogate seems to be under question. The
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Table 7.4: Scenario 2: Overview of percentiles of R2
H(∆T,∆S) with associated

range of R2
TS .

R2
H(∆T,∆S)

Scenario range R2
TS Minimum 5% 25% 50% 75% 95% Maximum

2 (a1) 0.73− 0.86 0.66 0.77 0.80 0.82 0.84 0.86 0.94

2 (a2) 0.53− 0.66 0.43 0.57 0.61 0.64 0.67 0.72 0.84

2 (a3) 0.22− 0.31 0.11 0.24 0.29 0.33 0.37 0.45 0.65

2 (a4) 0.05− 0.11 0.01 0.06 0.09 0.12 0.16 0.23 0.45

2 (b1) 0.56− 0.97 0.59 0.72 0.79 0.83 0.86 0.91 0.98

2 (b2) 0.41− 0.83 0.33 0.48 0.56 0.62 0.67 0.74 0.91

2 (b3) 0.05− 0.43 0.02 0.14 0.20 0.25 0.29 0.36 0.64

2 (b4) 0.01− 0.18 0.0003 0.02 0.05 0.07 0.11 0.17 0.39

situation is generally less favorable in scenario 2 (b) in particular for higher

values of R2
TS . The results from scenario 2 are quite remarkable compared to

scenario 1 as well as to the normal case, as the lower bound of the ICA density

is quite distinct from zero. This essentially means that, unlike in the normal

case, identi�able parameters like treatment e�ects and the association between

the surrogate and true endpoint may bring information about the validity of

the former.

7.3.3 Scenario 3: Di�erent treatment e�ects on S and T

In the following, we study the situation in which the surrogate and true end-

point have di�erent success rates and the experimental treatment has a bene-

�cial impact on both outcomes. We observe that this is a feature that greatly

in�uences the magnitude of the ICA density. We present two scenarios, which

have in common that the success rate is larger for the surrogate than for the true

endpoint in both treatment groups. As compared to the previous scenarios, it

is immediately clear from Figure 7.4 that the central tendency of R2
H(∆T,∆S)

is substantially lower. The same phenomenon is observed for the range of R2
TS

(Table 7.5). Intuitively, the low range for R2
TS can be explained as follows.
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Di�erent success rates for S and T cause correspondingly large counts in an

o�-diagonal cell of the cross-tables which implies lower values for the inform-

ational coe�cient of association. Indeed, with θS0
= 84% and θT0

= 50% and

assuming a high correlation between the latent normal random variables Sn,0

and Tn,0, it follows that P [S0 = 0, T0 = 0] ≈ 16% and P [S0 = 1, T0 = 1] ≈ 50%

while P [S0 = 0, T0 = 1] ≈ 16% and P [S0 = 1, T0 = 0] ≈ 34%. This high prob-

ability mass of 34% on an o�-diagonal cell will e�ectively cause the value of

R2
TS to be relatively low. A similar argument can be made for the experimental

group. A less pronounced situation is seen for scenario 3(b) with di�erences

between success rates in both treatment groups close to 15%. It is immediately

observed in comparing scenarios 3 (a) and 3 (b) in Figure 7.4 that all densities

in scenario 3(b) have higher central tendency compared to its counterpart in

scenario 3 (a).

We also observe that there is hardly any di�erence between Scenarios 3 (a1)

and 3 (a2) as well as between 3 (b1) and 3 (b2). The percentiles for both R2
TS

and R2
H(∆T,∆S) are equal between both scenarios. This seems to suggest

that, in the current setting, any attempt to increase the association between

S and T has little or no e�ect on the magnitude of R2
TS and R2

H(∆T,∆S), as

long as the success rates remain unchanged. We will study this in more detail

on the MDR-TB case study in the remaining chapter.

Figure 7.4: Distribution of R2
H(∆T,∆S) in Scenario 3.

(a): θS0 = 84%, θS1 = 93%, θT0 = 50% and θT1 = 69% (left)

(b): θS0 = 58%, θS1 = 79%, θT0 = 44% and θT1 = 62% (right)
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Table 7.5: Scenario 3: Overview of percentiles of R2
H(∆T,∆S) with associated

range of R2
TS .

R2
H(∆T,∆S)

Scenario range R2
TS Minimum 5% 25% 50% 75% 95% Maximum

3 (a1) 0.29− 0.34 0.02 0.06 0.10 0.16 0.23 0.37 0.70

3 (a2) 0.29− 0.34 0.02 0.06 0.10 0.16 0.23 0.37 0.71

3 (a3) 0.20− 0.30 0.0007 0.04 0.08 0.13 0.20 0.33 0.63

3 (a4) 0.06− 0.14 0.0001 0.02 0.05 0.08 0.12 0.22 0.47

3 (b1) 0.48− 0.56 0.14 0.27 0.37 0.45 0.52 0.65 0.90

3 (b2) 0.47− 0.54 0.02 0.24 0.35 0.43 0.50 0.63 0.91

3 (b3) 0.34− 0.42 0.02 0.15 0.24 0.31 0.39 0.51 0.76

3 (b4) 0.22− 0.32 0.01 0.27 0.37 0.45 0.30 0.44 0.74

7.4 Discussion

The relationship between association and surrogacy has been the topic of much

debate in the surrogate marker literature. Actually, one of the main reasons be-

hind some of the failures when using surrogate endpoints in the early days was

the incorrect perception that surrogacy could be established by only consider-

ing the association between the putative surrogate on the one hand and the

corresponding true endpoint on the other. When both endpoints are normal,

it has been shown that the individual causal association ρ∆ and the adjusted

association γ are related metrics while the strength of this relationship strongly

depends on unidenti�able information. Furthermore, we have now also demon-

strated that when certain veri�able conditions hold, i.e., homoscedasticity and

equal identi�able correlations, any value of ρ∆ between zero and γ will be

compatible with the data.

Unlike for the normal case, when the endpoints are binary there are no

theoretical results available to help us gain insight into the complex relationship

between the ICA and the association between both outcomes. For that reason,

a simulation study was conducted to investigate this relationship. This exercise

primarily consisted of the generation of normally distributed data that are
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subsequently dichotomized to obtain a large and varied set of pairs of 2 × 2

tables. Each of the resulting pairs of 2× 2 tables possesses identi�able features

such as success rates for surrogate and true endpoint in either treatment group

in addition to measures of association. The latter have, for sake of uniformity,

been expressed as informational coe�cients of association to maximally align

with how the ICA is constructed. The results have shown that, unlike in the

normal case, the location and shape of the density of R2
H(∆T,∆S) depend not

only on the association between both endpoints but also on the success rates.

Indeed, when the success rates of surrogate and true endpoint are di�erent,

this naturally causes lower values for the informational coe�cient which on its

turn lowers the density of R2
H(∆T,∆S).

The results of the simulations seem to indicate that the central tendency

of R2
H(∆T,∆S) is large when the association between both endpoints is large

and, at the same time, the success rates of both endpoints are approximately

the same. In addition, when strong treatment e�ects on both endpoints are

present, the simulation results indicate that R2
H(∆T,∆S) may have a rather

large lower bound. Such a lower bound may be an indication of the validity of

the putative surrogate S.
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Chapter 8

Some �nal notes about the

MDR-TB case study

8.1 De�nition of the primary estimand

The data from the case study that we will present come from a randomized

clinical trial to study the e�cacy of bedaquiline versus placebo when added to

a standardized background regimen in patients with MDR-TB. We will de�ne

the primary estimand of interest within the framework of the recently adopted

ICH harmonised guideline on �Estimands and sensitivity analysis in clinical

trials� (Keene et al., 2020; Ratitch et al., 2020). Basically, an estimand has

4 attributes: The population, the variables, i.e., the (surrogate and true) en-

dpoints, the speci�cation of how to account for intercurrent events and the

population-level summary. These 4 attributes are interrelated and so must be

considered together to de�ne the estimand of interest. The population for e�c-

acy analysis consisted of all subjects whose pre-randomization sputum sample

was culture positive and (if so) was demonstrated to be multi-drug resistant

(not having drug-sensitive or extensively drug resistant TB). After exclusion

of these categories of patients based on pre-randomization data, the number

of patients retained for primary e�cacy analysis was 132 (66 patients in each

treatment group) on which the surrogate and true endpoint subsequently have

to be de�ned. The surrogate endpoint is a binary indicator of whether or not

sputum culture is negative at Week 24 (S) while the true endpoint is similarly
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based on the assessment whether or not sputum culture is negative at the end

of the trial, i.e., at Week 120 (T ). For both endpoints, sputum culture negativ-

ity at the time point of interest will be labeled as `success' when demonstrated

or `failure' otherwise. However, trial discontinuation is the main intercurrent

event and the so-called composite strategy is incorporated into both S and T

(Keene et al., 2020; Ratitch et al., 2020). This is because study dropout is

likely to cause the organisms to return to baseline levels, increases the risk of

resistance and is a matter of general concern from a public health perspective.

This implies that upon trial discontinuation the subject's status for T will inev-

itably become `failure', regardless of whether culture conversion had occurred

at time of dropout. Similarly, if the intercurrent event of dropout occurred

prior to 24 weeks, the subject's status for S will equally be `failure' (as it will

for T ). Finally, the population-level summary consisted of the di�erence in

proportion of successes at either endpoint.

8.2 Primary e�cacy results on S and T

At the �rst stage, superiority of bedaquiline was demonstrated on the surrogate

endpoint which was the pivotal information on which the regulatory submission

has been based. The success rate in the bedaquiline group was 79% compared

to 58% in the control group. The superiority of bedaquiline was later on con-

�rmed on the true endpoint with success rates of 62% in the bedaquiline group

compared to 44% in the control group (Table 3.2) (Diacon et al., 2014) . Note

that these success rates correspond to the previously studied scenario 3 (b) (see

Section 7.3.3).

It is observed from Table 3.2 that all patients in the Bedaquiline group who

culture converted at Week 120 (T ) had already converted sputum to positive

at Week 24 (S). In contrast, among those who culture converted at Week 24

(79%), a considerable percentage of subjects (11/52 = 21%) lose response as a

result of relapse or drop out. A di�erent picture is seen with the control group

as 4 subjects culture convert after Week 24 and there is considerably more loss

of response because of relapse or dropout.

The individual causal association of the surrogate was studied in detail in

Meyvisch et al. (2018) concluding that culture conversion at 24 weeks performs

moderately with a relatively low median value for the ICA of 0.273 (Figure
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8.1 a) . This should not come to a surprise as the di�erences in success rates

between S and T are 14% and 16% in the control and bedaquiline group re-

spectively (see Section 7.3.3). Secondly, the association between S and T is

substantially larger in the Bedaquiline group compared to the control group.

This is because a greater proportion of subjects in the Bedaquiline group cul-

ture convert and fewer relapse. A graphical representation of these �ndings is

presented in Figure 8.1 (b).
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Figure 8.1: MDR-TB case study: Individual Causal Association (a) and Causal

Diagram (b)

The two horizontal solid lines depict the identi�able informational coe�-

cients of association between S and T under both treatment conditions, i.e.,

R̂2
T0S0

= 0.21 and R̂2
T1S1

= 0.50 implying that R̂2
TS = 0.355. The mean inform-

ational coe�cient of association between the potential outcomes for S and T are

negligible, i.e., R̂2
S0S1

= R̂2
T0T1

= 0.06. Further, the other mean informational

associations R̂2
T1S0

= 0.05 and R̂2
T0S1

= 0.06 are also low.
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8.3 Re-analysis of the primary endpoint using

multiple imputation.

Among the 132 patients, 5 (3.8%) patients dropped out prior to Week 8 and

an additional 17 (12.9%) patients dropped out between Week 8 and Week 24.

a total of 85 (64.4%) patients completed the trial. It is further noted that

dropout is monotone, i.e., response rates are available for all patients at all

time points until the time of drop out. An overview of the number of observed

(O) and missing (M) patients is presented in Table 8.1. Subsequently Table 8.2

shows that the vast majority of patients at later time points were responsers.

Indeed, in the most extreme case, the response rate (M=F) in de BDQ group

at Week 120 was 62% while another 35% of patients were failures as a result

of drop out. This implies that for patients who were observed to complete the

trial only 3% did not reach culture conversion, while for 35% of patients their

outcome was not observed at trial end.

Table 8.1: MDR-TB case : Drop-out rate during the trial.

Week

Drop-out, n/N (%) 8 24 36 48 60 72 120

85/132 (64.4%) O O O O O O O

11/132 (8.3%) O O O O O O M

6/132 (4.5%) O O O O O M M

5/132 (3.8%) O O O O M M M

3/132 (2.3%) O O O M M M M

17/132 (12.9%) O O M M M M M

5/132 (3.9%) O M M M M M M

As the primary endpoint used a missing=failure approach as a single im-

putation which arti�cially enhances the association in the evaluation of sur-

rogacy for early dropouts, a multiple imputation analysis was performed as a

sensitivity analysis. given that the missing data is monotone and consists of

binary outcome variables (response / no response), a logistic regression model

was �tted for each time point, with the previous time points and treatment
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group as covariates. This way, the response variable at Week 8 was only re-

gressed for treatment. The response variable at Week 24 was �tted using Week

8 response and treatment as independent variables etc.... The imputed observa-

tions were subsequently obtained using the imputation algorithm as described

in van Buuren (2014). A total of 5 imputations were deemed su�cient. The

results indicate that application of the multiple imputation increased the re-

sponse rates at all time points as observed in Figure 8.2. In addition, the

imputed pro�les behaved consistently. The average of the 5 imputations over

the various weeks are displayed in Table 8.3.

Table 8.2: MDR-TB case : Response rate (missing=failure) and % missing

data (Resp % / missing %) during the trial.

Week

8 24 36 48 60 72 120

PLA (N=66) 32/6 56/20 61/20 64/21 58/26 56/30 44/36

BDQ (N=66) 56/2 79/14 73/14 74/17 73/20 71/24 62/35

Table 8.3: MDR-TB case : Average response rates (%) over time in the multiple

imputation analysis.

Week

8 24 36 48 60 72 120

PLA (N=66) 34.9 69.4 76.4 80.6 76.7 76.0 67.0

BDQ (N=66) 56.7 91.2 83.9 87.3 87.6 85.5 88.2

The sensitivity analysis aimed at providing an estimate of the treatment

di�erence in case all subjects would have completed the trial under the miss-

ing at random (MAR) assumption. Of note, the sensitivity analysis changed

the de�nition for both S and T . It should not be regarded as an alternative

surrogate for the same true endpoint.

As expected, the imputations clearly increased the success rates and, quite

interestingly, caused them to be equal between both endpoints while maintain-

ing a sizable treatment e�ect: θS0
≈ θT0

and θS1
≈ θT1

. However, it can be
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Figure 8.2: MDR-TB case study: Proportion of subjects that have culture

converted applying M=F (left), and after multiple imputation (right)

shown that the association R̂2
TS decreases to 0.06, with a correspondingly low

ICA density with median value of 0.08. This example is used to illustrate that

leveling the success rates between both endpoints was counterbalanced by a

decrease in association. While this may not be true in general, it suggests that

the combination of having a high association between both endpoints along

with equal anticipated success rates may be challenging to �nd.

8.4 Discussion.

In the MDR-TB case study, the selection of Week 24 instead of Week 8 culture

conversion as an interim endpoint was based on a number of considerations.

First, the treatment duration of BDQ or placebo (added to a preferred �ve-drug

MDR-TB regimen) was 24 weeks, and it was plausible to evaluate at the end

of the Week 24 treatment period. We also anticipated that culture conversion

in patients with MDR-TB would generally be slower than in patients with DS-

TB. Another argument in favor of a Week 24 interim endpoint was the belief

that culture in liquid media would be more sensitive than traditionally used

solid media and paradoxically increase sputum culture conversion times. In

light of the results presented here, we conclude that the selection of 24 weeks
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as an interim endpoint was a reasonable approach. The current work sought

to compare Week 8 versus Week 24 sputum culture conversion as a surrogate

endpoint for favorable outcome at Week 120 in the treatment of MDR-TB that

was based on the results of a single Phase 2 trial. Our results show that Week

24 culture conversion performs better than Week 8 culture conversion but both

surrogates perform weakly. The relatively low ICA values are not surprising

for a number of reasons. First, substantial information is lost in dichotomizing

surrogate endpoints. A similar observation has been made by Phillips et al.

(2013) in the meta-analytic context. Another reason for the low ICA density

is the relatively high number of patients on placebo who either converted after

Week 24 or who relapsed towards the end of the trial. Lastly, application of

the missing=failure approach in combination with the fairly high dropout rate

caused the success rates of the true endpoint to be substantially lower compared

to the surrogate. Based on a simulation exercise, it was established that in this

setting the obtained ICA values will be considerably bounded above.
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Proof of Lemma 2.

Proof:

It follows from (4.6) that ρ∆ = 0 when all 6 pairwise correlations are equal

to γ with γ ∈ [0, 1[. In addition, when ρT0S0
= ρT1S1

= γ with γ ∈ [0, 1[ and

all unidenti�able correlations are zero, it follows from (4.6) that ρ∆ = γ. We

will �x ρT0S0
= ρT1S1

= γ and we denote ρT0S1
= ρT1S0

= ρS0S1
= ρT0T1

= c,

with c ∈ [0, γ]. Note that (4.6) then simpli�es to:

ρ∆ =
γ − c
1− c

, (A-1)

It is clear from (A-1) that ρ∆ can e�ectively take all values between 0 and

γ for c ∈ [0, γ]. However, it still requires to be demonstrated that each of these

values are compatible with the data.

It is su�cient to proof that the associated correlation matrix of the 4 po-

tential outcomes is positive de�nite. For any observed value of γ we de�ne

A(γ, c) as follows:

A(γ, c) =


1 γ c c

γ 1 c c

c c 1 γ

c c γ 1

 ,

A(γ, c) is positive de�nite when all principal determinants, denoted by D1,

D2, D3 and D4 are positive for γ ∈ [0, 1[ and ∀c ∈ [0, γ]. This is trivial for D1

and D2. Furthermore it is easily derived that D3 = (1 − γ)(γ + 1 − 2c2). It

follows that D3 is strictly positive if and only if:

γ + 1 > 2c2 (A-2)

To derive D4 we �rst multiply A(γ, c) with the following matrix R, which

is basically equivalent to applying an elementary row operation on A(γ, c).
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R×A(γ, c) =


1 0 0 0

0 1 0 0

0 0 1 0

0 0 −1 1

×


1 γ c c

γ 1 c c

c c 1 γ

c c γ 1

 =


1 γ c c

γ 1 c c

c c 1 γ

0 0 γ − 1 1− γ


(A-3)

As it is easily derived that det(R) = 1 it follows that D4 = det(R) ×
det(A(γ, c))=det(R×A(γ, c)) while the determinant of the resulting matrix is

more straightforward to compute. Indeed:

D4 =− (γ − 1)(γ + 2c2γ − 2c2 − γ3) + (1− γ)(1 + 2c2γ − 2c2 − γ2), (A-4)

=(γ − 1)(γ3 + γ2 − γ(4c2 + 1) + 4c2 − 1),

=(γ − 1)2(γ2 + 2γ + 1− 4c2),

=(γ − 1)2((γ + 1)2 − 4c2),

It follows that D4 is strictly positive if and only if:

γ + 1 > 2c (A-5)

Note that (A-5) is more stringent than (A-2). It is also clear that (A-5) is

always satis�ed given that c ≤ γ < 1. It can therefore be concluded that ρ∆

can take any value between zero and γ compatible with the data.
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Summary

In clinical trials it is often not practical to measure the clinical endpoint of

interest, the so-called `true endpoint'. For example, the treatment and follow-

up of patients with multi-drug resistant tuberculosis typically takes one to two

years to assess whether the patient has e�ectively been cured from MDR-TB. In

addition, these trials su�er from slow patient recruitment which causes these

trials to run for several years. Furthermore, the longer these trials run, the

higher the proportion of subjects dropping out. As successful drug develop-

ment typically requires a number of phase 2 and 3 trials it is of particular

interest to investigate whether decisions can be based on endpoints that can

be measured earlier and that can predict the treatment e�ect on the true en-

dpoint. For instance, early culture conversion from positive to negative has

long been suggested as an outcome that can substitute for the assessment of

cure. Such a replacement outcome for the true endpoint (T) is referred to as a

`surrogate endpoint' (S). A number of statistical methods have been proposed

over the last decades to formally evaluate whether the surrogate endpoint can

replace the true endpoint. These methods can be classi�ed along two dimen-

sions, taking into account (i) whether they use information from a single or

from multiple clinical trials, and (ii) whether they focus on individual or on

expected causal e�ects. When the focus is on individual causal e�ects, it is

assumed that each patient has two potential outcomes for the true endpoint

T : an outcome T0 that would be observed under the control treatment and an

outcome T1 that would be observed under the experimental treatment � and

similarly for S. These are called `potential outcomes', because they represent

the outcomes that could have been observed if the patient had received the

control treatment or the experimental treatment. Individual causal e�ects can

113



then be de�ned as ∆T = T1−T0 and ∆S = S1−S0. Expected causal treatment

e�ects essentially refer to the averaged individual causal treatment e�ects.

The focus in this dissertation is primarily on the single-trial setting (STS)

in which we study the individual causal e�ects. We distinguish between two

cases, (i) both endpoints are normally distributed, and (ii) both endpoints are

binary distributed. In the STS, S is claimed to be a good surrogate for T

if ∆S conveys a substantial amount of information of ∆T . The amount of

uncertainty in ∆T expected to be removed if ∆S were known is quanti�ed

by the mutual information I(∆T,∆S). However, to obtain a metric that has

intuitively appealing properties, the mutual information needs to be properly

transformed into the so-called individual causal association (ICA), and this

depends on the scale of measurements of both endpoints.

Chapter 5 studies the possibility of �nding a good surrogate in the binary

case based on properties of the true endpoint only. One basically wants to

predict the individual causal treatment e�ect on the true endpoint based on

the individual causal treatment e�ect on the surrogate. Bounding above the

risk of making a prediction error to a chosen threshold level δ, it is shown

applying Fano's inequality how large the ICA should be. The methodology

gives a quantitative framework to evaluate the relationship between the risk

one is willing to take when using a surrogate endpoint and the likelihood of

�nding a surrogate that achieved that level of risk. It is clear that, the lower

the threshold level δ, the larger the ICA.

Chapter 6 studies the surrogate predictive value in the binary case. In

general, the ICA o�ers a general assessment of the surrogate predictive value,

taking value 1 when there is a deterministic relationship between ∆T and ∆S,

and value 0 when both causal e�ects are independent. However, when one

moves away from the previous two extreme scenarios, the interpretation of the

ICA becomes challenging. The primary purpose of this chapter consists of

developing measures that can be used to facilitate interpretation on the per-

formance of the putative surrogate marker. The �rst measure is the conditional

probability of possible outcomes for the treatment e�ect on the true endpoint,

given the e�ect on the surrogate endpoint. This measure gives more granular

insight as to how predictive ∆S is for ∆T . A second measure is the minimal

probability of a prediction error (PPE) which is de�ned in terms of the probab-

ility of making an incorrect assessment about ∆T based on ∆S. In introducing
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this concept it is important to realize that this measure can also be de�ned

on the true endpoint itself. For instance, the HBsAg case clearly illustrates

that there is a high chance that none of the treatments will be successful. This

implies that the PPE is very low and it remains to be seen how much a sugges-

ted surrogate can further reduce this PPE. The latter can be quanti�ed using

the reduction in the probability of making a prediction error (RPE) which is,

similarly to the ICA, de�ned on the unit scale taking value 1 when there is a

deterministic relationship between ∆T and ∆S, and value 0 when both causal

e�ects are independent. A simulation study has been conducted demonstrating

that the RPE and the ICA behave approximately similar while the RPE has a

more straightforward interpretation.

Chapter 7 studies the relationship between the association and surrogacy

when both the surrogate and the true endpoint are binary outcomes. In the

normal case we have demonstrated that when certain veri�able conditions

hold, i.e., homoscedasticity and equal identi�able correlations, any value of

ρ∆ between zero and γ will be compatible with the data. This clearly indicates

that a correlate does not a surrogate make. Another important feature of the

normal case is that neither ρ∆ or γ depend on the mean vector which is a direct

consequence of the separation of the mean and covariance structure. This is

fundamentally di�erent in the binary case. As there are now theoretical results

available to gain insight in the complex relationship between association and

surrogacy in the binary case, an extensive simulation study has been conduc-

ted. The results clearly show that the central tendency of the ICA is large when

the association between the binary endpoints is large and, at the same time,

the success rates of both endpoints are approximately the same in each treat-

ment arm. When additionally, the treatment e�ects are large, the simulations

demonstrate that the ICA may have a rather large lower bound.

Chapter 8 provides a discussion on the MDR-TB case study. It is shown

that the the putative surrogate performs rather poorly, both for the primary

and a sensitivity analysis. It is recognized that this is primarily due to the fact

that the response rates for T are markedly lower compared to S. In addition,

the association between both endpoints is rather low. Thanks to the insights

from the simulation exercise in Chapter 7 it can now be clearly explained why

the surrogate performed poorly.
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Samenvatting

Het is vaak moeilijk om in klinische studies het meest klinisch relevante eind-

punt, het zogenoemde `Werkelijke eindpunt' (T) te observeren. Bijvoorbeeld, in

meervoudig medicijn-resistente tuberculose is het noodzakelijk om een patiënt

gedurende 1 tot 2 jaar te behandelen om vervolgens te kunnen vaststellen of

de patiënt e�ectief genezen is. Bovendien verloopt de patiëntenwerving in klin-

ische studies in deze populatie zeer traag zodat de totale duurtijd meerdere

jaren in beslag neemt. Verder is een gevolg van de lange behandeling een

verhoogde kans op patiëntenuitval. Aangezien meerdere van dergelijke stud-

ies nodig zijn voor een succesvolle ontwikkeling van een nieuw geneesmiddel

is het nuttig om te bekijken of beslissingen omtrent de doeltre�endheid van

het experimentele middel kunnen geëvalueerd worden op basis van metingen

die voldoende vroeg worden genomen. Het is dan uiteraard van belang om

te onderzoeken of deze vroege metingen inderdaad voorspellend zijn voor de

feitelijke doeltre�endheid. Bijvoorbeeld, vroege cultuurconversie van positief

naar negatief is in het verleden vaak naar voor geschoven als een substituut

voor het werkelijke eindpunt, i.c., genezing. Zulk een substituut noemen we

een surrogaatmerker. Er is de laatste decennia een waaier van statistische

methoden ontwikkeld om formeel te bepalen of de surrogaatmerker (S) een

volwaardig substituut kan zijn voor het werkelijke eindpunt. Deze methodes

kunnen onderverdeeld worden volgens twee assen, rekening houdend met (i)

informatie over één of meerdere studies wordt gebruikt en, (ii) of ze gebruik

maken van individuele of verwachte causale verbanden. Indien de focus ligt op

individuele causale verbanden wordt verondersteld dat elke patiënt twee mo-

gelijke uitkomsten heeft voor het werkelijke eindpunt T: de uitkomst T0 wordt

geobserveerd wanneer de patiënt het controlemiddel toegediend krijgt en T1
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wanneer de patiënt het experimentele middel toegediend krijgt. Men noemt

beide uitkomsten potentiële uitkomsten omdat ze refereren naar de uitkomst

die wordt geobserveerd afhankelijk van de toegediende therapie. Een zelfde

redenering wordt gemaakt voor S. Individuele causale verbanden worden dan

gede�nieerd als ∆T = T1−T0 en ∆S = S1−S0. Verwachte causale verbanden

verwijzen dan naar de gemiddelde individuele causale verbanden.

De klemtoon in dit eindwerk ligt primordiaal op de enige-studie situatie

(ESS) in dewelke we de individuele causale verbanden bestuderen. We on-

derscheiden hier twee gevallen, namelijk (i), beide eindpunten zijn normaal

verdeeld, en (ii), beide eindpunten zijn binair. In de ESS claimen we dat S een

goede surrogaatmerker is voor T indien ∆S veel informatie bevat over ∆T . De

onzekerheid over ∆T die wordt weggenomen na kennis te hebben van ∆S wordt

in de informatietheorie bepaald door de wederzijdse informatie I(∆T,∆S). Om

vervolgens een metriek te bekomen die de gewenste eigenschappen bezit, wordt

de wederzijdse informatie getransformeerd naar de zogenoemde individuele cau-

sale associatie (ICA). Het weze gesteld dat deze speci�eke transformatie ook

afhangt van het normale dan wel het binaire geval.

In Hoofstuk 5 bestuderen we de mogelijkheid tot het vinden van een goede

surrogaatmerker in het binaire geval, op basis van de eigenschappen die het

werkelijke eindpunt bezit. We herhalen dat het primaire doel is het individueel

causaal verband van het werkelijke eindpunt te voorspellen gebruikmakend van

het individueel causaal verband van surrogaatmerker. Hierbij leggen we een

drempel δ op aan de predictiefout die we maximaal wensen te maken. Met be-

hulp van Fano's ongelijkheid kunnen we vervolgens bepalen hoe groot de ICA

zou moeten zijn indien we tegemoet komen aan deze maximale predictiefout.

Deze methodologie schept een analytisch kader waarin kan bepaald worden

hoe plausibel het is om een surrogaatmerker te vinden rekeninghoudend met

voornoemde maximale predictiefout. Het is duidelijk dat hoe kleiner deze ris-

icodrempel, des te groter de ICA zal moeten zijn.

In Hoofdstuk 6 bestuderen we de surrogaat predictieve waarde in het bin-

aire geval. De ICA is een algemene maat van de surrogaat predictieve waarde

met waarde 1 indien er een deterministische relatie is tussen ∆T en ∆S, en

waarde 0 wanneer beide onafhankelijk zijn. De interpretatie van de ICA wordt

echter bemoeilijkt wanneer de waarde 0 noch 1 is. Het belangrijkste objectief

van dit hoofdstuk bestaat in de ontwikkeling van metrieken die de interpret-
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atie van de ICA in een klinisch perspectief plaatsen. De eerste metriek is de

voorwaardelijke kans op een potentiële uitkomst voor het individuele behan-

delingse�ect op het werkelijke eindpunt, gegeven het e�ect van de behandeling

op de surrogaatmerker. Deze metriek geeft een �jnmaziger beeld weer van het

verband tussen ∆T en ∆S. Een tweede metriek is de minimale kans op een

predictiefout. Deze wordt gede�nieerd als de kans op een foute voorspelling van

∆T gebaseerd op ∆S. Het is belangrijk om op te merken dat de kans op een pre-

dictiefout als dusdanig ook kan bepaald worden op ∆T op zich. Bijvoorbeeld,

in de hepatitis B casus is het duidelijk dat het zeer aannemelijk is dat geen van

beide behandelingen zullen werken. Dit impliceert dat de minimale kans op een

predictiefout van nature zeer laag is en het blijft de vraag hoeveel deze maat

verder kan verkleind worden op basis van een voorgestelde surrogaatmerker.

Deze reductie op de minimale kans op een predictiefout (RPE) is net zoals

de ICA een metriek die gede�nieerd is op het eenheidsinterval en gelijkaardige

voornoemde eigenschappen bezit. Een simulatiestudie heeft bovendien aan het

licht gebracht dat de RPE en ICA een sterk verband vertonen daar waar de

RPE makkelijker te interpreteren is vanuit een klinisch perspectief.

In Hoofdstuk 7 bestuderen we tenslotte de relatie tussen associatie en sur-

rogaatsubstitutie wanneer beide eindpunten binair verdeeld zijn. In het nor-

male geval is er aangetoond dat in bepaalde veri�eerbare gevallen, i.c., gelijke

correlatie en homoscedasticiteit, ρ∆ elke mogelijke waarde tussen 0 en γ kan

aannemen. Dit bewijst opnieuw dat correlatie geen voldoende voorwaarde is

voor surrogaatsubstitutie. Een andere belangrijke eigenschap van normaal ver-

deelde data is de onafhankelijkheid tussen gemiddelde en variantie. Dit betek-

ent concreet dat ρ∆ noch γ afhangen van de gemiddeldes. Dit is fundamenteel

verschillend in het binaire geval. Aangezien er geen theoretische resultaten

beschikbaar zijn die inzicht verscha�en in de complexe relatie tussen associatie

en surrogaatsubstitutie, is een gedetailleerde simulatiestudie uitgevoerd om dit

verband beter in kaart te brengen. De resultaten geven duidelijk aan dat de

centrale tendens van de ICA hoog is bij sterke associatie tussen de eindpunten,

en wanneer tezelfdertijd, de proportiegemiddeldes van beide eindpunten min of

meer gelijk zijn in beide behandelingsgroepen. Indien bovendien de behandel-

ingse�ecten substantieel groot zijn, tonen de simulaties aan dat de ondergrens

van de ICA voldoende hoog kan zijn.

In Hoofdstuk 8 bestuderen we een laatste keer de MDR-TB casus. Er wordt
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aangetoond dat de vermeende surrogaatmerker slechts matig presteert, zowel

in de primaire analyse als in een sensitiviteitsanalyse. Hierbij wordt erkend dat

dit te wijten valt aan een wezenlijk verschil in proportiegemiddeldes tussen T

en S. Bovendien is de associatie tussen beide eindpunten relatief laag. Aangez-

ien aan deze voorwaarden niet voldaan is weten we dankzij eerder vernoemde

simulatiestudie dat de ICA in deze con�guratie nooit hoog kan kunnen zijn.
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