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1
Introduction

Recent technological advances in the field of genomics have brought about a new

statistical research area, the analysis of data from high-throughput screening experi-

ments. The main issue in such studies is the interest in a large number of parameters,

while confronted with a small biological sample size. This is, for instance, the case in

a microarray experiment. Microarrays can be used to measure the relative quantities

of specific mRNAs in two or more tissue samples of thousands to tens of thousands of

genes simultaneously. Since they were introduced in the early nineties, they have been

mainly used for drug discovery and development, disease and disease-subclass deter-

mination, development of prognostic tests, and biomarker detection (Butte, 2002).

Much progress has been made since, regarding the development of the technol-

ogy and the analysis of the data. However, a number of challenges remain, mostly

related to the large-scale nature of the data, to the inherent variability of microarray

measurements, and to the cost price of a slide.

While the amount of information per gene is small, the size of a dataset, originating

from a typical microarray experiment, is considerable. Due to the large number of

genes put on a single array, the analysis of the data is computationally intensive.

Therefore, re-sampling based techniques, such as permutation and bootstrapping,

while theoretically valid, become problematic when put into practice.

In addition, as noted by Kerr et al. (2000), there is inherent “noise” in microarray

data. The process of obtaining the gene-expression measurements is one of many

1
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stages. Each of these stages is vulnerable to the inclusion of unwanted systematic

and random effects, possibly leading to bias in the results.

Microarray experiments are subject to a somewhat atypical limitation, namely the

cost price of a slide. As a result, the biological sample size, as well as the technical

replication, are usually insufficient for the application of conventional statistical tech-

niques. Another consequence of the price tag is the scarcity of microarray datasets.

When investigating, for instance, design issues or testing statistical methods, the

necessary data are not always at hand. The relatively small number of experiments

conducted were set up to study the characteristic of the genes, and not to investigate

the statistical aspects of analyzing gene-expression. Furthermore, there are many dif-

ferent platforms in use. Each of them has its own particularities. What is valid for

one platform, is not by definition true for another.

Despite the challenges, microarrays remain a popular instrument to measure gene-

expression, as other techniques are even more problematic, costly or time consuming.

Hence, there is a need for proper statistical procedures to deal with the above men-

tioned issues in the design and analysis of the experiments.

The key statistical areas of a microarray study include the experimental design,

data normalization, discovery of differentially expressed genes, class prediction, and

class discovery. In this work, we focus on the middle three. In particular, the fol-

lowing four topics are considered: (1) transformations and normalization models to

pre-process data from different slides and to prepare them for further analysis; (2)

comparison of gene selection and classification methods with respect to their ability

to classify samples to predefined groups; (3) modelling techniques to discover dif-

ferentially expressed genes; (4) methods for therapeutic and prognostic biomarker

detection. While there exist many different platforms to measure gene-expression, we

mainly focus on cDNA microarrays, and to a small extent on Affymetrix chips.

In what follows, we give an overview of the different chapters of the dissertation.

To understand the complications involved in the analysis of microarray data, it

is necessary to have a sufficient understanding of the different stages of a typical

microarray experiment. Therefore, a brief introduction to microarray technology is

offered in Chapter 2.

Throughout the dissertation, a number of key experiments are used for demon-

stration purposes, or as a starting point to setup simulations. A full description of

the case studies is given in Chapter 3.

For cDNA microarrays, normalization procedures are necessary to make the signals

from different channels and arrays comparable. One objective, which is the focus of

the first part of the dissertation, is to remove curvature seen on plots of the log
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ratio versus the mean log intensity values of two channels. A selection of methods

proposed for this purpose is described in Chapters 4. Some of them are based on the

assumption of a shift between the measurements of the two channels. In Chapter 5,

we explore the use of background measurements to estimate that shift and to correct

for it. We compare our proposal to some well-known methods by applying them to a

number of microarray studies.

The second part of the dissertation focusses on gene selection and classification

methods. Dudoit et al. (2002), Lee et al. (2005), and Statnikov et al. (2005) investi-

gated the performance of several classification methods applied to real-life microarray

data. Due to the limited availability of datasets, only a number of settings could be

evaluated. Also, the true classification and the set of truly differentially expressed

genes were unknown. In order to overcome these limitations, we conduct a simulation

study, using a linear mixed effects model to simulate cDNA microarray data under

different scenarios.

Chapter 6 describes the simulation model, as well as the different gene selection

and classification methods considered in the study. In Chapter 7, we compare several

classification methods with respect to their ability to discriminate between two classes

of biological samples in various experimental settings. For the selection of genes, on

which classification is based, one particular method is applied.

Gene selection is, however, an important aspect of classification. We therefore

extend the study in Chapter 8 by considering several gene selection methods. Fur-

thermore, the stability of the methods with respect to distributional assumptions is

examined by considering data simulated from a symmetric and asymmetric Laplace

distribution, in addition to normally distributed microarray data.

In the third part of the dissertation, we discuss the use of ANOVA models to ana-

lyze microarray data, as proposed by Kerr et al. (2000). They are often applied to the

data under the assumption of normally distributed error terms. In many cases, this

assumption may be problematic. Purdom and Holmes (2005) have investigated the

distribution of gene-expression measurements observed in several real-life microarray

experiments. They have concluded that the distribution can often be better approx-

imated by a Laplace distribution than by a normal one.

In Chapter 10, we consider the analysis of microarray data by using ANOVA

models under the assumption of Laplace-distributed error terms. We explain the

methodology and investigate problems related to fitting this type of models. We

apply the models to several microarray experiments conducted on mice. In addition,

in Chapter 11, we conduct a simulation study to investigate the different aspects of

the models in more detail.
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Recently, microarray data have also been considered as a means to select genes

that may be capable of serving as a biomarker for a primary response variable. Within

this framework, one wants to assess the effect of a treatment on the response of interest

by using information about the expression levels of a group of genes. The fourth and

final part of the dissertation is devoted to the discovery of biomarkers.

In Chapter 12, we give an introduction to genomic biomarkers. We present

the joint model for the gene-expression and the response variable proposed by Shkedy

et al. (2008). The model allows to detect differentially expressed genes and to evaluate

them as biomarkers. The response of primary interest in the study discussed by

Shkedy et al. (2008) is a continuous variable. In Chapter 13, we propose techniques

for biomarker detection and evaluation for categorical response data. Two approaches

are considered, amongst which an extension of the joint model, used by Shkedy et al.

(2008), to the binary setting.

Finally, in Chapter 14, some concluding remarks, regarding the different topics

covered, are offered.



2
Introduction to Microarrays

One of the most important research questions that scientists still face today, is how do

living organisms function, down to the cellular level. To find the answer, a substantial

amount of research has been devoted to the study of the basic building block of

life, DNA. In 1990, the Human Genome Project was founded. The objective of this

international project was, among others, to identify all of the approximately 20,000-

25,000 genes in human DNA, a task which was completed in 2003 (International

Human Genome Sequencing Consortium, 2001; Collins et al., 2003).

As the location of the genes became known, other questions were raised: what

is their function and how is their expression regulated? Gene expression is the pro-

cess, by which the information carried by a gene is transformed into a protein. This

process can be influenced by a number of internal (e.g., a disease) or external (e.g.,

the environment) factors. Discovering, which genes are affected under which circum-

stances, became an important research area. The focus of the research is not limited

to individual genes. Identifying co-regulated genes and studying functional pathways

are also topics of interest.

Addressing these questions is, however, complicated by the fact that the genome

of every living organism consists of a substantial number of genes. For instance,

arabidopsis thaliana, considered to be the plant with the smallest genome, still has over

25,000 genes. It is nearly impossible to examine expression levels gene by gene. The

demand for techniques that would allow to simultaneously monitor a large numbers

5
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Figure 2.1: Diagram of gene expression, the process, by which the information carried

by a gene is transformed into a protein (Marieb, 2000).
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of genes was met by the development of DNA microarrays.

In this chapter, we give a brief introduction to microarrays. The first section con-

tains information about the molecular biology, needed to understand the technology.

We present a brief description of the process of transforming DNA into proteins. Fur-

thermore, we discuss the most commonly used instruments to measure gene-expression

at different stages. In the remaining sections, microarray technology and its different

aspects, such as pre-processing and statistical analysis, are discussed.

2.1 Introduction to Molecular Biology

Deoxyribonucleic acid, better known as DNA, is present in the core of every cell. It

contains the entire genome, the hereditary information, of an organism. DNA consists

of two strands of nucleotides. Each nucleotide contains one of four nitrogenous bases:

adenine, guanine, thymine or cytosine. Two nucleotides on opposite strands are

connected via hydrogen bonds between their bases. Adenine pairs with thymine and

guanine pairs with cytosine. Together, the strands form a double helix.

A gene is the part of DNA, which contains the genetic code for the chain of amino

acids that form a particular protein. The process of deciphering the code, referred

to as gene-expression, consists of two steps. They are demonstrated in Figure 2.1.

The first step is called transcription and takes place in the cell core, the nucleus.

Messenger ribonucleic acid (mRNA) is created by copying a strand of DNA. Instead

of the base thymine, it contains the base uracil, and it has only a single strand. The

mRNA then leaves the nucleus and moves into the cytoplasm, where the second part

of the process, translation, takes place. Each codon, a triplet of nucleotides of the

mRNA sequence, corresponds to an amino acid, which is consecutively attached to a

chain forming the protein.

Genomics, the study of the genome, consists mostly of finding the DNA sequence of

various organisms (structural genomics). However, as a part, or even the full genome

of several organisms has become known, functional genomics also thrives. The latter

is a field of genomics that focuses on describing gene functions and gene interactions,

and on finding patterns in the expression levels of genes under different conditions.

Gene-expression can be quantified by the number of mRNA or proteins produced

in the cell. To measure the amount of mRNA, high-throughput technologies, such as

microarrays and serial analysis of gene-expression (SAGE), are often used. While the

former is designed to asses the relative amount of mRNA in one sample compared

to another, SAGE produces quantitative measurements of the expression levels of all
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genes in a sample tissue. A SAGE library consists of a list of counts of sequence

tags. Contrary to microarray technology, SAGE does not require prior knowledge of

the mRNA sequences. It can lead to the discovery of new genes, or variants of genes

(Soulet and Rivest, 2002). Microarray experiments are, however, less expensive to

perform, and are therefore more widely used.

Although a good correlation between the amount of mRNA and proteins is ex-

pected, mismatches can occur (Soulet and Rivest, 2002). The transcription level of a

gene only provides a rough estimate of the protein amount. Furthermore, the trans-

lation process is not always flawless, or the mRNA could degrade before the process

even takes place. This would result in an overestimation of the protein amount.

Therefore, techniques to measure the gene-expression directly at the level of proteins

were also developed. The study of the proteins in a cell, and of their changes un-

der different conditions, is termed proteomics. The main platform used in this field is

two-dimensional gel electrophoresis to separate and visualize proteins, in combination

with mass spectrometry for protein identification (Gygi et al., 2000).

2.2 Microarray Technology

In 1995, Shena et al. first reported the use of a cDNA microarray for gene-expression

profiling. A year later, Lockhart et al. (1996) published an article on Affymetrix

GeneChips, a type of high-density oligonucleotides arrays. In this section, we pro-

vide a short description of both platforms and a brief comparison between the two

technologies.

2.2.1 cDNA Microarrays

A cDNA microarray is a widely used tool to measure gene-expression. Figure 2.2

contains a graphical display of a typical two-channel cDNA microarray experiment,

whereby the gene-expression levels of a test and reference sample are compared. The

DNA clones, representing the genes under study, are first amplified using a technique

called polymerase chain reaction (PCR). A robotic arm, controlling an array of pins,

dips these into the wells of DNA and deposits the latter on the surface of a glass slide

or of another type of membrane. The printed DNA spots are often referred to as

probes.

mRNA, collected from the two different biological samples, is reverse transcribed

into DNA, which is complementary to the mRNA. It is, therefore, called complemen-

tary DNA (cDNA). During this process, the samples are also labeled with fluorescent
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Figure 2.2: Diagram of a two-channel cDNA microarray experiment (Duggan et al.,

1999).

dyes, Cy3 and Cy5, which have an emission wavelength corresponding to the green

and the red, respectively, part of the light spectrum. The samples are then pooled

and poured over the micorarray. The labeled cDNA, also referred to as the targets,

is allowed to bind by hybridization to those probes on the slide, with which it shares

sufficient sequence complementarities. After this process has taken place, the excess

material is washed off. Each probe is expected to be bound to an amount of labeled

cDNA, proportional to the expression of the gene represented by that probe (Simon

et al., 2004).

In the next step, each fluorescent dye is separately stimulated by a laser, tuned at

the frequency of that particular label. The emitted light is scanned at every location

of an imaginary grid of pixels covering the microarray surface, using a fluorescent

microscope. The microscope creates an image file, containing measurements at each

pixel.

The spots of DNA correspond to multiple pixels. An image analysis algorithm

first determines the region of the grid containing the spot. One of many types of

segmentations techniques is then used to determine the set of pixels belonging to

that spot, also referred to as the foreground, and those belonging to the background
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Figure 2.3: cDNA Microarray image.

region. The signal intensity of all pixels belonging to the fore- or background are then

summarized per spot by taking the mean or median value. Thus, an output file is

created, per label, containing the summarized signal intensity values.

The image files of the two labels are also pseudo-colored and merged by an image

analysis algorithm, producing a microarray image as shown in Figure 2.3. The red

or green spots indicate the presence of mRNA from the test or reference population,

respectively. If mRNA from both groups is present, the spot has a yellow color. Black

spots indicate that no hybridization took place for the particular probe.

2.2.2 Oligonucleotide Microarrays

Another well-known platform to measure gene-expression is the high-density oligonu-

cleotide array. These silicon chips contain probes consisting of short oligonucleotide

strands, synthesized or deposited on their surface. There exist many types of oligonu-

cleotide arrays. The most popular is the Affymetrix GeneChip, which contains

oligonucleotides that are not longer than 25-mer (25 base pairs).
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Figure 2.4: Oligonucleotide microarray experiment (Drăghici, 2002).

Each gene is represented by a probe set, as is demonstrated in Figure 2.4. The

probe set consists of a number of probes, each selected to serve as a unique sequence-

specific detector for the gene. They all hybridize to different regions of the same

mRNA. The use of multiple independent detectors for the same gene greatly improves

the signal-to-noise ratios and thus, the accuracy of mRNA quantification (Lipshutz

et al., 1999). The rate of false positives and the effects of cross-hybridization are also

substantially reduced by this method.

Another technique to normalize the hybridization measurements for the target

probes is the use of probe pairs. For each perfect match probe (PM), there exists a

mismatch probe (MM), which is nearly identical, with the exception of a single base

in the center of the sequence. An example is shown in Figure 2.4. The MM probe

makes it possible to subtract background noise and cross-hybridization signals from

the true intensity measurement (Lipshutz et al., 1999).

The processing of an oligonucleotide array is, to some extent, similar to that of a

cDNA microarray. mRNA, extracted from the tissue under study, is labeled with a

fluorescent dye and allowed to hybridize with the probes on the chip. The chip is then

scanned to obtain an image, as shown in Figure 2.5. Contrary to cDNA microarrays,
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Figure 2.5: Affymetrix GeneChip image.

GeneChips are one-channel arrays, containing only one biological sample per chip.

The different colors on the image indicate the hybridization intensity. The difference

in signal intensity, between the perfect and mismatch probes, averaged across all

probe pairs of a set, provides an estimate of the gene-expression.

2.2.3 cDNA vs Oligonucleotide Microarrays

Neither cDNA, nor oligonucleotide arrays have, so far, been proven to be superior

to the other platform. They each have their own benefits and disadvantages. cDNA

microarrays are generally easier to analyse, less expensive and more flexible, allowing

spotting of almost any PCR product. Affymetrix technology, on the other hand,

appears to be easier to use (Drăghici, 2003). The probes on GeneChip arrays are

more homogeneous and there is generally less variability in the system compared to

cDNA arrays, leading to more reliable data (Simon et al., 2004).

cDNA microarrays rely on the use of multiple fluorescent dyes. As a results, the

comparisons between signal measurements of different colors are subject to dye bias.

On the other hand, the approach of using two biological samples per cDNA array leads

to a reduction in the between-array variability. Oligonucleotide arrays can only deal

with one biological sample per chip. Thus, twice as many arrays are needed. However,

the fact that they are designed to estimate absolute levels of gene-expression makes
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them more easily comparable to arrays from different experiments.

2.3 Challenges in Microarray Experiments

Microarray experiments need to be carefully planned and conducted. Even if the

experiment is carried out under the best of circumstances, variability is introduced

in every step of the process. Proper pre-processing of the data is thus essential,

and an appropriate statistical analysis has to be performed. In this section, topics

related to these issues are briefly introduced, as well as some general issues concerning

microarray data.

2.3.1 Design of the Experiment

The design of a microarray experiment is not solely based on statistical considerations.

Serious constraints exist due to the cost of the technology. The design depends, in

the first place, on the amount of money available, and thus, on how many arrays can

be purchased or produced. Given the financial constraints, a choice must be made

regarding the number of technical and biological replicates.

Technical replication at various levels of the experiment is an essential element

with respect to estimating variability and to increasing the precision of the statistical

analysis. Using the same mRNA sample for multiple slides allows to estimate and

reduce the influence of between-slide variability. Reversing the labeling scheme for

two-channel microarrays (dye-swap) is necessary to correct for dye bias when com-

paring differently labeled samples (Dobbin et al., 2003). Placing multiple replicates

of a gene on the same array makes it possible to estimate the gene’s variability.

However, all the above mentioned measures do not account for the biological

variability. To make the findings more general, it is imperative that mRNA samples

from different subjects are considered. In some cases, when it is difficult of obtain

enough mRNA, samples for a number of subject are pooled. Peng et al. (2003)

conclude that pooling is valid and efficient, as long as multiple arrays containing

biologically independent pools from a sample group are considered. Churchill (2002)

provides a set of general guidelines for allocating resources in a microarray experiment.

Another design issue, related to multiple-channel experiments, is the pairing of

the labeled samples. For instance, in two-channel cDNA experiments, arrays contain

two samples, each labeled with a different dye. A direct comparison between the

samples on a slide is a unique an powerful feature, as it accounts for variation in the

spot size (Churchill, 2002). Because of the cost, it is usually not practical to obtain
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(a)  Loop design (b)  Reference design 

Figure 2.6: Example of a loop and reference design for an experiment with four groups.

Each arrow represents a microarray containing the two samples it connects, with the

head indicating the sample labeled by the red dye and with the tail indicating the sample

labeled with the green dye.

slides for all possible pairwise comparisons. Hence, a scheme has to be outlined for

pairing labeled samples. The three most commonly used patterns are the reference,

loop, and balanced block design. The first two appear in the case studies used in the

dissertation and are therefore briefly discussed.

According to Kerr and Churchill (2001), the loop design, of which an example

can be found in panel a of Figure 2.6, has some advantages over the reference design

(Figure 2.6, panel b). When using the same number of arrays, the latter contains

more information on the reference group and less on the treatment groups of interest.

Hence, the statistical power of the loop design is higher than that of the reference

design. Furthermore, the loop design allows for the estimation of the dye effect, as

each sample is labeled with both dyes. A disadvantage, on the other hand, is the

repetition of the labeling process, which has to be performed twice for each sample.

Furthermore, with the reference design, all comparison of the treatment groups against

the control have the same precision. For a more detailed discussion of the benefits

and disadvantages of the different designs, we refer to Kerr and Churchill (2001); Kerr

(2003); Simon and Dobbin (2003); Simon et al. (2004).

2.3.2 Pre-processing the Data

Before data obtained from a microarray experiment can be analyzed, they need to

be properly processed. The measurements have to be adjusted for effects arising

from variability in the technology, rather than from biological differences between the

mRNA samples. This process is called normalization (Smyth and Speed, 2003). The
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initial step is usually to perform background correction. There are many forms of

background adjustment, which can be applied to cDNA and/or oligonucleotide array.

A number of them are described by Amaratunga and Cabrera (2004).

For cDNA microarrays, a common practice is to subtract the mean background

from the mean foreground signal measurement. While Yang et al. (2002) agree that

some form of correction is needed, they argue that background subtraction can in-

crease variability in the data and, therefore, substantially reduce precision of low

intensity spot values. This topic is discussed further in Chapter 4.

The intensity measurements from the two channels of a cDNA array are often

summarized by taking their ratio, which represents the relative gene-expression be-

tween the two samples on the slide. To obtain an expression value for a gene using

an oligonucleotide array, we need to combine the information from the PM and MM

probe intensity and summarize the values taken for the different probes of the probe

set. Originally, this was done by averaging the differences between the PM and the

MM intensity values for all the probes of a set (Simon et al., 2004). The method

can, however, result in negative values. Several alternative approaches for obtain-

ing a probe set summary have been proposed. Efron et al. (2001) suggest using a

weighted average difference; Li and Wong (2001) propose a statistical model for the

probe-level data and develop model-based estimates for gene expression indexes; Naef

et al. (2001) disregard the measurements for the MM probes and use the average over

the PM probes; Irizarry et al. (2003) introduce a new summary measure, a robust

multi-array average (RMA).

Microarray data are usually analyzed on the logarithmic scale, as this makes the

effects in the data, which are believed to be multiplicative on the original scale,

additive (Kerr et al., 2000). Moreover, the skewness, often seen in the distribution

of the data, is reduced by the transformation, and variance estimation is improved

(Amaratunga and Cabrera, 2004).

Before the measurements of the different arrays and dyes can be compared, further

normalization steps are necessary. Array and dye effects, and many other sources of

variability, inherent to the process, need to be removed to render the intensity values

comparable. Some normalization methods are based on housekeeping genes. These

are genes that all cells need to express to survive. It is reasonable to expect that their

expression level is the same in all samples. Hence, they can be used to normalize the

measurement of the other genes. There are also methods that use information on all

the genes to normalize the data, based on the assumption that most genes are not

differentially expressed.

For cDNA microarray experiments, three classes of methods are commonly used
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(Simon et al., 2004). Global normalization is the most straightforward. A single

array-specific factor is applied to all genes on a slide. This type of normalization

is, however, not always sufficient. Intensity-dependent normalization is sometimes

necessary to stabilize the variance or remove non-linear effects on the log scale. If

such a problem exists, it can usually be detected on ratio by intensity (RI) plots,

sometimes also called MA-plots (Kerr et al., 2002). They result from plotting the

difference between the log intensity readings of the two channels versus their mean

log-value for each probe. If there is no differential expression for any of the investigated

genes, all values in the plot should fall along a horizontal line at 0. Assuming that only

a number of genes are in fact differentially expressed, we should still see on average a

horizontal curve. If, however, the variance is dependent on the average intensity, or

if the plot shows a curvature, array-specific transformations or smoothing functions

have to be applied to remove these effects. A commonly used smoothing technique

is the loess transformation. The method is discussed in Chapter 4, together with a

number of other array-specific transformations.

A third type of procedure is termed location-based normalization. It is applied to

remove location-specific effects, caused, for instance, by the print tips used to spot

the DNA on the slides.

Both global and intensity-based normalization can also be applied to Affymetrix

GeneChip arrays. Location-based normalization methods are usually not necessary,

due to the fact that there are multiple probes, representing the gene, scattered over

the chip. Therefore, a pin effect can only have a small influence on the average probe

signal. More information on the above mentioned procedures can be found in Simon

et al. (2004).

2.3.3 Statistical Analysis of Microarray Data

The objectives of a microarray studies are diverse. Generally, they can be divided

into three categories: group comparison, class prediction, and class discovery. For

each objective, there exists a wide range of statistical techniques to analyze the data

and to answer the research questions.

Group comparison

Microarray experiments are often performed to compare the expression levels of genes

between two or more groups of biological samples. The goal is usually to find a rel-

atively small number of genes, which are under- or over-expressed due to the ad-

ministration of a treatment or to the presence of a disease. In the early days of the
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technology, genes were declared differentially expressed if the fold change, the relative

increase or decrease in intensity, crossed a certain threshold. This is, however, not a

statistical test. The method completely ignores the variability in the data and over-

looks highly significant genes that have small fold changes. The latter can be equally,

or even more important then genes with relatively high expression rates.

A more appealing option is the use of basic parametric or non-parametric test

statistics for group comparison, e.g., the t-test or the Wilcoxon rank sum test (Tanaka

et al., 2000). In 2001, Tusher et al. proposed a modified version of the t-test. They

argue that the latter has a tendency to declare more often as significant the genes with

a low variance than the genes with a high variance. To counteract this effect, Tusher

et al. (2001) suggest adding a constant, the ”fudge factor”, to the denominator of

the t-statistic. The method is known as SAM (Significance Analysis of Microarrays).

It uses permutations to estimate the percentage of genes identified by chance, the

false discovery rate (FDR). SAM is not limited to the t-test. It can, for instance,

also handle multi-class response variables, survival data, or can be used for pattern

discovery.

Kerr et al. (2000) propose ANOVA models to normalize microarray data and to

obtain estimates of the difference in gene-expression, corrected for potential confound-

ing factors. Unlike many other techniques, the ANOVA model is not based on ratios,

but is applied directly to the intensity measurements. Wolfinger et al. (2001) sug-

gested the use of linear mixed models to account for the variability across and within

genes.

There are many other methods to perform group comparison based on microarray

data. For more details, we refer to Amaratunga and Cabrera (2004) and Simon et al.

(2004).

Class prediction

Classification methods are used to develop statistical prediction models based on a

training dataset, capable of determining class membership for new samples. More

effective prediction models are usually obtained when using only a small number of

(differentially expressed) genes. Therefore, proper feature selection methods are an

essential part of the procedure. An overview of a number of widely used gene selection

and classification methods is provided in Chapter 6. Their performance is studied in

Chapters 7-9.
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Class discovery

Class prediction procedures are also referred to as supervised classification methods,

as the groups we are classifying to, are known in advance. Their counterpart are the

unsupervised methods. They aim at class discovery, identifying unknown subtypes

within a population. For instance, in cancer research, these methods are used to detect

molecular heterogeneity in tumors that are biologically homogeneous (Alizadeh et al.,

2000). In the dissertation, we do not address the topic of class discovery in detail.

We only present a brief overview of some existing methods.

Cluster analysis is a significant part of unsupervised classification. A dataset is

divided into clusters. Observations within a same cluster share some common trait,

while observations in different clusters differ from each other. Eisen et al. (1998)

is one of the first papers to consider clustering analysis for discovering biologically

meaningful patterns in microarray data. They used hierarchical clustering. A wide

range of algorithms have been proposed since to analyze gene-expression data, such as

K-mean clustering (Tavazoie et al., 1999), self-organizing maps (Tamayo et al., 1999),

model-based clustering (Yeung et al., 2001a), and clustering using ABC dissimilarities

(Amaratunga et al., 2008).

Other unsupervised methods, such as principal component analysis (PCA), aim

at reducing the dimensionality of the data, making it possible to visualize the latter.

Examples of the application of PCA to microarray data can be found in Raychaudhuri

and Altman (2000); Yeung and Ruzzo (2001b). Additional techniques for dimension

reduction and visualization applied to gene-expression values include correspondence

analysis (Fellenberg et al., 2001), biplots (Chapman et al., 2002), and spectral map

analysis (Wouters et al., 2003).

2.3.4 Specific Problems Related to Micorarray Data

Many problems encountered when analyzing microarray data are related to the dimen-

sionality and cost. The size of the datasets is considerable, rendering most analytical

methods computationally intensive. The number of sample units, on the other hand,

is small compared to the number of variables (genes) under consideration, which poses

statistical challenges. Additionally, this type of experiment is subject to numerous

sources of fluctuation.

To obtain reliable results, replication, both technical and biological, is needed.

A microarray slide is, however, too expensive to satisfy the statistical demand of

seriously increasing the sample size. Therefore, appropriate techniques have of be

established to address these issues. For instance, much effort is put into dimension
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reduction methods. These methods are, however, not considered in the dissertation.

As hypothesis tests are performed simultaneously for all genes, multiple testing

becomes an issue. In most statistical applications, methods, such as the Bonferroni,

Tukey or Dunnet correction, are applied to adjust the p-values. They control the

family wise error rate (FWER), the probability of rejecting at least one true null hy-

pothesis. These methods are, however, also known to be conservative. For microarray

experiments, they results in too many false negatives findings. Given the magnitude

of the correction needed for such a large amount of hypothesis tests, it is unlikely that

a gene will be declared differentially expressed.

Benjamini and Hochberg (1995) proposed to control the false discovery rate (FDR)

instead of the FWER. The former is defined as the expected proportion of false

positives among the positive findings. The FDR is equivalent to the FWER when

all the null hypotheses are true. If this is not the case, the FDR is smaller or equal

to the FWER. Therefore, methods controlling the FDR do not control the FWER.

They offer only a weak control over the FWER, but are often more powerful. As

microarrays are commonly used as a screening tool, such methods are appropriate.

The group of genes that is discovered, is examined further with different techniques

to validate the findings. In the thesis, we use methods to control the FWER, as well

as methods to control the FDR.

As the sample size (the number of arrays) of the microarray study is usually small,

the distributional assumptions of the testing procedure are often not fulfilled. A pos-

sible option is to resort to resampling or permutation techniques. They allow the use

of statistical tests without knowing the parametric form of the relevant distributions.

Kerr et al. (2000) demonstrate the use of bootstrap to obtain confidence intervals for

the estimated differences in expression level of a gene. SAM, on the other hand, is

an example of a permutation-based method (Tusher et al., 2001). One of the disad-

vantages of the techniques is that they can be too computationally intensive when

dealing with such large datasets. The problem is addressed in Chapters 10 and 11.





3
Case Studies

In this chapter, a number of case studies is introduced. They are used throughout the

dissertation for demonstration purposes. Section 3.1 describes a series of vegetable

diet studies performed on mice, while Section 3.2 introduces an experiment to inves-

tigate the effect of cadmium exposure on plants. In these studies, two-channel cDNA

microarrays were used. Section 3.3 describes a behavioral experiment performed on

rats, which used Affymetrix chips. This is also the case for the toxicology study,

presented in Section 3.4.

While we use the case studies for research purposes, the scientists that performed

the experiments described in Sections 3.1-3.2 required an immediate analyses of the

data. The latter were performed based on the methods available at that time. A short

summary of the preliminary analyses conducted for those case studies is provided in

the relevant sections.

3.1 Vegetable Diet Studies

Consumption of high amounts of vegetables and fruits can decrease the risk of col-

orectal or lung cancer. Molecular targets for these types of cancer in the genome are,

however, mostly unknown. The case studies, described in this section, were designed

to investigate the effect of certain vegetable diets on the gene-expression in colon and

lung tissue of mice. Two different types of experiments were set up: a dose-response

21
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Figure 3.1: Loop design used for the vegetable studies described in Section 3.1.1. Each

arrow represents a microarray containing the two samples it connects, with the head

indicating the sample labeled by the red dye and with the tail indicating the sample

labeled with the green dye.

study and a treatment-control study. They are described in Sections 3.1.1 and 3.1.2,

respectively. Both of them were performed using colon and lung tissues.

3.1.1 Dose-response Study

The first vegetable study was designed to investigate the dose effect of a mixture of

four vegetables on the gene-expression in colon and lung tissue of mice (Van Breda

et al., 2005a,b). The mixture consisted of cauliflower (30%), carrots (30%), peas

(30%), and onions (10%). Four groups of mice were formed, each receiving a different

diet with either 0% (control group), 10%, 20%, or 40% of the vegetable mix. For

each dose group, three samples consisting of equal amounts of RNA, pooled from

two-three mice, were available. The use of different pools assured the presence of

biological variability in the data. To each of the three sets of pooled samples, a loop

design with four microarrays was applied. This design is demonstrated in Figure 3.1.

In total, 12 arrays were used, each containing 602 genes, spotted three times on

every slide. The signal intensity of a spot was determined by taking the mean of the

intensities of all pixels that fell within the area declared to be the spot by the scanner

software.

3.1.2 Treatment-control Study

The vegetables, present in the mix used for the dose-response study (see Section 3.1.1),

were investigated separately in a second vegetable study (Van Breda et al., 2005a,b).

Diets of cauliflower (T1), carrots (T2), peas (T3), and onions (T4) were compared

with a control diet (R) that contained no vegetables. Three samples of material pooled

from two or three mice were available for the control group and for four treatment
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Figure 3.2: Reference design with dye-swap used for the vegetable studies described

in Section 3.1.2. Each arrow represents a microarray containing the two samples it

connects, with the head indicating the sample labeled by the red dye and with the tail

indicating the sample labeled with the green dye.

groups. Using each of the three sets of pooled samples, the four treatment groups

were compared to the control group by applying a reference design, as demonstrated

in Figure 3.2. This leads to 12 arrays. For each of them, dye-swap was performed,

which doubles the number of arrays.

In both studies, 24 arrays were used in total, each containing 602 genes that were

spotted three times on every slide. The signal intensity of a spot was determined by

taking the mean of the intensities of all pixels that fell within the area declared to be

the spot by the scanner software.

3.2 Cadmium Stress Study

The cadmium stress study (Smeets et al., 2008) was designed to investigate the effect

of cadmium exposure on arabidopsis thaliana, a small flowering plant found, amongst

others, in Europe. It is popular in genomics because of the small size of its genome,

which consists of about 157 million base pairs (Bennett et al., 2003). The complete

genome of arabidopsis thaliana became known in year 2000 (Arabidopsis Genome

Initiative, 2000; Bennett et al., 2003). Since then, scientists have studied the function

of the genes, and how they are affected by environmental pollution. Microarrays,

containing almost the entire genome of the plant, have been designed.

Cadmium (Cd) is metal able to interfere with the normal mechanism of plants,

e.g., by inhibiting growth or by disturbing photosynthesis. For the study, one group of

arabidopsis thaliana seedlings was exposed to 5 µM Cd during 24 hours and another

group to 10 µM Cd. The control group was not exposed. Researches wished to

identify the most important Cd-responsive genes. cDNA microarray measurements
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Figure 3.3: Loop design used for the Cadmium stress study described in Section 3.2.

Each arrow represents a microarray containing the two samples it connects, with the

head indicating the sample labeled by the red dye and with the tail indicating the sample

labeled with the green dye.

for over 25,000 genes were taken for the roots of the plants. The loop design, shown

in Figure 3.3, was repeated twice, leading to six arrays in total.

3.3 Behavioral Study

The behavioral study was an experiment for compulsive checking disorder (Szechtman

et al., 2001). The disorder was induced by treating the animals with a chemical

compound.

Twenty-four rats were randomized equally into two groups. The first group re-

ceived the active compound (T), while the second was given a solvent (P). After

receiving treatment, the rats had to complete an open field test (Szechtman et al.,

2001). The data indicated how often a rat went back to its home base in the open

field. The home base was defined as the area where the animal spent the longest

cumulative time. Animals showing the signs of the disorder (meaning that the com-

pound has successfully induced the symptoms, characteristic of the disorder) were

characterized by displaying, for example, an increased frequency of visits to the home

base.

After completion of the experiment, a sample was taken from the thalamus part

of the brain of the rats and used to obtain microarray measurements for 5644 genes.

The data, from the Affymetrix Rat Genome U34A arrays, were summarized using

the Affymetrix microarray suite software (MAS) Version 5.0, and normalized using

quantile normalization. The aim of the study was to investigate whether one could

identify gene changes that were correlated with the compound, i.e., the symptoms of

the disorder, and thereby indirectly discover genes that are involved in this disease.

In the dissertation, we analyze the continuous variable, which is the logarithm of
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Table 3.1: Frequency table for the binary outcome in the behavioral study.

Treatment

Visit T P

0 2 10 12

1 10 2 12

12 12 24

the total number of visits the rats made to the home base. We, however, also consider

a binary outcome variable derived from it. A rat is considered to be a responder

(visit=1) when the total number of visits the rats made to the home base lies above the

median number of visits to the home base, and a non-responder otherwise (visit=0).

Table 3.1 displays the number of responders and non-responders for both treatment

groups. The data indicate that the level of compulsive checking substantially differs

between rats that were treated with solvent as compared to those treated with the

compound.

3.4 Toxicology Study

Kidney vacuolation was observed in Sprague-Dawley rats treated with different com-

pounds. The purpose of the toxicology study was to examine changes in gene-

expression in the kidney, following treatment for 28 days, to gain information relevant

to the underlying mechanism of the kidney vacuolation and to the assessment of the

toxicological consequences of the vacuolation.

In the study, 100 rats were randomized equally to three treatment and one control

groups. The response variable, toxicity, consisted of four different levels, indicative for

none to high toxicity. For 38 animals, about 10 per treatment group, there were also

data available from a microarray containing the expression values of approximately

31,000 genes. An overview of the treatment and toxicity values for the animals with

microarray measurements is displayed in Table 3.2.

The gene-expression measurements were obtained by using Affymetrix GeneChip

Rat Genome 230 2.0 arrays. The collected data were summarized using the MAS 5.0

software. Data from all arrays were made comparable using quantile normalization.

To obtain a dichotomized version of the toxicity variable, the two first levels are
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Table 3.2: Number of rats with different toxicity levels for the toxicology study.

Treatment

Toxicity C T1 T2 T3

none (0) 10 1 0 0 11

low (1) 0 3 0 1 4

medium (2) 0 6 5 3 14

high (3) 0 0 3 6 9

10 10 8 10 38

combined, as well as the two last levels. The newly created response variable contains

only two levels, corresponding to a low and a high toxicity. A problem with the

dataset is the sparseness, which is most problematic in the control and in the second

treatment groups. Therefore, parts of the analysis presented in the dissertation will

be limited to the comparison of the first and third treatment group only.



Part I

Pre-processing of cDNA

Microarray Data
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4
Transformation and

Normalization of cDNA

Microarray Data

In two-channel cDNA microarray experiments, the intensity of the fluorescent signal

at each spot provides information about the expression level of the gene: the ratio

of the signal intensities for the two dyes should approximate the ratio of the mRNA

concentrations in the two samples (Simon and Dobbin, 2003). However, the intensity

measurements are influenced by systematic effects from different sources, e.g., array

or dye effects, which can introduce bias in the results. These effects should be re-

moved prior to undertaking any analysis of the obtained measurements, as discussed

in Section 2.3.2.

This chapter focuses on pre-processing of cDNA microarray data. In Section 4.1,

an overview is given of the different steps in the process of removing the systematic

effects. An illustration of the problem is provided in Section 4.2. Background cor-

rection is discussed in Section 4.3, while Sections 4.4 and 4.5 present a number of

transformations and a normalization model, respectively.

29
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4.1 Pre-prosessing of cDNA Microarray Data

Before microarray data can be analyzed, the systematic effects that enter the data

at the different stages of the experiment have to be removed. This process can be

separated into three stages: background correction, data transformation, and data

normalization (Cui et al., 2003). The term normalization is also used to describe the

complete process.

The need for the background correction is justified by the argument that the flu-

orescence of a spot is the effect of summation of fluorescence from two sources: the

background and the labeled target (Drăghici, 2003). The usual correction for back-

ground is to subtract the mean or median background signal intensity from that of

the spot before undertaking any further steps. According to Yang et al. (2002), back-

ground correction can increase variability and therefore substantially reduce precision

of low intensity spot values. However, they also argue that no background adjust-

ment reduces the ability to identify differentially expressed genes. An intermediate

background adjustment is thus recommended.

Intensity readings of a microarray are most of the time analyzed on a logarithmic

scale. Nevertheless, it is sometimes necessary to apply other array-specific trans-

formations in order to deal with non-linear effects that exist on the log scale. The

presence of such effects can be detected in ratio by intensity (RI) plots, introduced in

Section 2.3.2. Assuming that only a small number of genes are in fact differentially

expressed, we should see on average a horizontal curve. Often, this is not the case,

however. In such a situation, some curvature might need to be removed. Addition-

ally, it often happens that also the variability of the points in the RI-plot changes

according to the mean intensity level. In that case, a variance-stabilizing transforma-

tion needs to be applied. Such transformations have been proposed by, e.g., Munson

(2001), Durbin et al. (2002), Huber et al. (2002), and Cui et al. (2003).

Normalization aims at bringing the signals from different channels and arrays to

a comparable scale. A variety of data normalization approaches have been proposed

(Chen et al., 1997; Kerr et al., 2000; Quakenbush, 2001; Jin et al., 2001; Wolfinger

et al., 2001; Bilban et al., 2002). In Section 4.5, we review the model-based ones,

proposed by Kerr et al. (2000) and Wolfinger et al. (2001).

4.2 Practical Example

For illustration purposes, we will use a number of microarrays from two of the veg-

etable diet studies introduced in Chapter 3. In particular, we focus on the colon and
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Figure 4.1: RI-plots of the signal intensities (left column) and plots of the background

signal of every spot for both channels separately versus the mean of the log signal

intensities of that spot (right column), for three arrays of the colon study. Red squares:

Cy5 values; green dots: Cy3 values; straight line: loess-smoother for Cy5; dotted line:

loess-smoother for Cy3.

lung treatment-control studies presented in Section 3.1.2.

Figures 4.1 and 4.2 show data obtained for selected microarrays in the two ex-

periments. The rows of Figure 4.1 represent three arrays of the colon study (arrays
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Figure 4.2: RI-plots of the signal intensities (left column) and plots of the background

signal of every spot for both channels separately versus the mean of the log signal

intensities of that spot (right column), for two arrays of the lung study. Red squares:

Cy5 values; green dots: Cy3 values; straight line: loess-smoother for Cy5; dotted line:

loess-smoother for Cy3.

1, 2, and 5), while the rows of Figure 4.2 correspond to two arrays from the lung

study (arrays 1 and 3). All graphs contain a loess-smoother, which is a nonparamet-

ric regression line (Cleveland et al., 1988), fitted by procedure PROC LOESS in SAS

8.02.

The left column of Figures 4.1 and 4.2 contains RI-plots for the uncorrected signal

intensities for the five arrays. The RI-plots of most arrays of the colon study were

reasonably flat, with some exceptions similar to those seen in the graph in the third

row (left column). However, all RI-plots from the lung study looked similar to the

two graphs presented in the left column of Figure 4.2. They show serious deviation

from the horizontal line at low intensity readings. In order to analyze these data,

transformation and normalization procedures should be applied.
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Figure 4.3: RI-plots of the background subtracted signal intensities for an array from

the colon (left) and lung study (right).

4.3 Background Correction

It is a common practice to correct the spot intensity measures by subtracting the

background signal. We demonstrate the effect of the method for two microarrays,

for which the RI-plots of the foreground signal are shown in the upper left panels of

Figures 4.1 and 4.2. Figure 4.3 displays the corresponding RI-plots for the difference

between the mean foreground and background signal. The variability at the low

intensity end of the graphs is severely increased as a result of the correction method.

This effect was reported by Yang et al. (2002). For this reason, they argue against

the systematic application of background subtraction.

4.4 Transformation Methods

A popular transformation to adjust for the curvature at the low intensity readings in

the RI-plot is the loess transformation (Yang et al., 2002b). Let Yijs represent the

mean of the signal intensity of the pixels that are considered to belong to spot s on

array i for channel j. Throughout the dissertation, j = 1 will refer to Cy3 and j = 2

to Cy5. Define

Iis =
log2(Yi1s) + log2(Yi2s)

2
, (4.1)

Ris = log2

(

Yi1s

Yi2s

)

, (4.2)
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and let Eis represent the residuals of a loess-smoother applied to the scatterplot of Ris

versus Iis. The loess transformed intensity values Zijs are then obtained as follows:







Zi1s = Iis + Eis

2 ,

Zi2s = Iis − Eis

2 .
(4.3)

Due to the definition of this transformation, it will surely succeed in making the plots

horizontal. However, the procedure does have its drawbacks. Reilly et al. (2003)

describe them in detail. There are issues related to the choice of the span parameter

and the introduction of uncertainty into the estimation of the fold change. Problems

can also occur when genes form clusters in intensity or when outliers are present

among sparse data. The loess transformation can overfit the data and thereby even

remove treatment effects. This is exactly what one would like to avoid.

For these reasons, several alternative proposals have been formulated. Kerr et al.

(2002) suggest using the shift-transformation. It originates from the assumption that

there exists a shift between values of the two channels on the original scale, prob-

ably caused by background differences. As a result, the following transformation is

proposed:






Zi1s = log2(Yi1s + Ci),

Zi2s = log2(Yi2s − Ci).
(4.4)

The constant Ci is estimated per array by minimizing the sum of absolute deviations

of the log-ratio, the logarithm of the ratio of the signal intensity of the two dyes, from

the median log-ratio over all spots. However, as it will be shown later in this chapter,

this kind of transformation, which corrects every measurement of an array with the

same value, does not always succeed in removing the curvature in the RI-plot.

In the case of intensity-dependent variance, three other transformations can be

considered: arsinh, linlog and linlogshift (Cui et al., 2003).

The arsinh transformation, proposed by Huber et al. (2002), is derived assuming

a quadratic relationship between variance and intensity of microarray signals at the

original scale. The transformation is constructed by applying the arsinh function after

taking a linear function of the raw intensity measurement of the two channels:







Zi1s = ln
{

bi1Yi1s + Ci1 +
√

(bi1Yi1s + Ci1)2 + 1
}

,

Zi2s = ln
{

bi2Yi2s + Ci2 +
√

(bi2Yi2s + Ci2)2 + 1
}

.
(4.5)

The objective of the linear function is to rescale measured values in order to make

them more comparable. The transformation therefore has a limited ability to adjust
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for non-linear effects. The parameters involved in (4.5) are estimated through a robust

variant of maximum likelihood estimation.

The linlog and linlogshift transformations (Cui et al., 2003) are based on the

idea that an additive error exists on the low intensity scale, while at high intensities

a multiplicative error is present. They therefore combine a linear transformation of

small signal values with a logarithmic one for larger values. The linlog transformation

for channel j is given by

Zijs = linlog(Yijs)

=







log2(dij) − 1/ ln 2 + Yijs/(dij × ln 2) Yijs < dij ,

log2(Yijs) Yijs ≥ dij .

(4.6)

The values of dij are estimated by minimizing the absolute deviation of the variance

of the log-ratios in each bin, a subset containing a fixed number of genes with similar

spot intensities, from the median variance in the standard deviation vs. intensity (SI)

plot.

Combining the linlog with the shift transformation should allow both to stabi-

lize the variance and to minimize the curvature (Cui et al., 2003). The resulting

transformation is the linlogshift:






Zi1s = linlog(Yi1s + Ci),

Zi2s = linlog(Yi2s − Ci),
(4.7)

where Ci is defined as in (4.4).

4.5 Normalization Models

A transformation is only one step of a normalization procedure. Before gene-specific

group effects can be compared, one should filter out some overall effects, like those

possibly due to array and dye. As mentioned in the Section 4.1, there are several

procedures that can be used for that purpose. In the remainder of the chapter we will

focus on the use of ANOVA models, as suggested by Kerr et al. (2000). Beside array

and dye effects, one may also consider an adjustment for an overall group effect. For

instance, all genes might have a common reaction to a certain treatment. This effect

is usually not of interest to the researchers. Most of the time they want to select

a small group of genes that are more differentially expressed than all others. This

overall effect, however, has to be taken into account in order to normalize the data

properly.



36 Chapter 4. Transformation and Normalization

Figure 4.4: Scatter plot of the signal intensity values obtained with different laser

power settings (-20, -10, -5, 0, and 5) versus those, obtained with the laser power

equal to zero, for Cy3 (first row) and Cy5 (second row). The right panel shows a

close-up of the upper part of the left panel.

Figure 4.5: Plot of the intensity value, averaged over the arrays, versus the laser

power setting (-20, -10, -5, 0, and 5).
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4.5.1 Laser Power

Is some experiments, the laser power used to scan the arrays, is varied. This is, for

instance, the case for the vegetable diet studies introduced in Chapter 3. Laser power

should, therefore, be included in the model as an effect. A limited cDNA microarray

experiment was performed to investigate the laser power effect at the department of

Health Risk Analysis & Toxicology of the University of Maastricht. Five arrays, each

containing about 600 genes and four replicates per gene, were scanned using different

laser power settings, varying, in relative terms, from -20 to 5. The scanned intensity

values, provided to us by the researchers, were already background corrected, log

transformed, and averaged over the four spots representing the same gene.

Figure 4.4 shows the signal intensity values for all the genes, obtained using dif-

ferent settings of the laser. Apart from deviations seen in the left tail of the plots,

changing the power seems to result in a relatively constant shift on the log scale.

This impression is confirmed by Figure 4.5, which displays the average signal inten-

sity values for both dyes. The relation to the laser setting appears approximately

linear.

From this experiment, we conclude that changing laser power results in a fairly

constant shift in the log intensity readings, except at low intensity values.

4.5.2 Normalization Model

Considering the previously discussed effects that can influence the measurements of

the gene-expression, the following model could be used for normalization purposes:

Zijkm = µ + Ai + Dj + Tk + L + LDj + ξijkm, (4.8)

where Zijkm is the transformed intensity measurement, µ is the overall average signal,

Ai represents the effect of the ith array, Dj represents the effect of the jth dye (j =

1, 2), Tk stands for the overall effect of group (treatment) k, and L represents the

laser power effect. An interaction term between laser power and dye is also included.

The error terms ξijkm are assumed to be independent and normally distributed with

mean 0.

The interaction between dye and array is not considered in this model, because,

for the experiments described in Section 4.2, the treatment and laser power effects

are completely confounded with this interaction term. All three cannot be estimated

simultaneously. Another option would be to leave the first two out of the model and

to include the array-dye interaction. The latter allows more freedom in modelling

signal intensities. If there is no interest in the knowledge of the general treatment or
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Figure 4.6: RI-plots of the shift transformed data before (left column) and after (right

column) fitting the normalization model.
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laser power effect, the use of the interaction term is preferred in the normalization

step. The model then becomes

Zijm = µ + Ai + Dj + ADij + ξijm. (4.9)

In this form, the model is capable of adjusting for any array-specific overall shifts

between the log-intensity values of the two dyes. Therefore, the values presented on

RI-plots of the normalized data should be scattered around a horizontal line centered

at zero.

We apply normalization model (4.9), in combination with some of the transforma-

tions introduced in Section 4.4, to the case studies presented in Section 4.2 to remove

the curvature seen on the RI-plots (Figures 4.1 and 4.2). The linlog transformation is

not considered. Due to its construction, this transformation is not expected to affect

the curvature.

Figures 4.6 and 4.7 show data obtained for the microarrays described in Section 4.2

and used in Figures 4.1 and 4.2. The first three rows represent the three arrays of the

colon study shown in Figure 4.1, while the remaining two rows correspond to the two

arrays from the lung study shown in Figure 4.2. All graphs contain a loess-smoother

fitted by procedure PROC LOESS in SAS 8.02.

The plots in Figure 4.6 illustrate the effect of the shift transformation. RI-plots

before and after the normalization are displayed. The normalization model succeeds

in pulling the loess curve toward the reference line through zero. Nevertheless, despite

the application of the transformation, the curvature is still present after the normal-

ization step. The shift transformation works fine mainly for arrays, which displayed

few problems in the first place. However, for those arrays where serious upward cur-

vature was present, a new type of deviation is created. The values at the low intensity

end of the scale are now pulled down too strongly.

The arsinh transformation was applied using the R-functions available at

http://www.dkfz-heidelberg.de/abt0840/whuber.

(Wolfgang Huber. Accessed 4 January 2005.)

The results are presented in the left column of Figure 4.7. They are very similar to

those observed for the shift transformation.

The right column of Figure 4.7 contains the results of the linlogshift transforma-

tion, applied using a function from the MAANOVA package (Wu et al., 2003) available

at

http://www.jax.org/staff/churchill/labsite/software/anova/index.html.

(Gary Churchill’s Statistical Genetics Group. Accessed 4 January 2005.)
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Figure 4.7: RI-plots obtained after applying the normalization model to the arsinh

transformed data (first column) and to the linlogshift transformed data (second col-

umn).
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The latter transformation does not succeed in getting rid of the more severe curva-

tures. It only diminishes them. In the process, the high intensity values are pulled

down too much, creating also problems at that end of the curve.

In the next chapter, we try to address the deficiencies of the methods presented

in Section 4.4 by introducing a new transformation, which uses background measure-

ments to estimate the differential shifts between the two channels.





5
Normalization of Two-channel

cDNA Microarray Data Using

the Background Signal

In the previous chapter, we have presented an overview of some well-known transfor-

mation and normalization methods, and we have applied them to two cDNA microar-

ray experiments. The RI-plots of several arrays of the case studies display serious

deviations from the horizontal line at low intensity values. We have shown that

some of the previously proposed transformations (like shift, arsinh, or linlogshift; see

Cui et al. (2003)) do not always suffice to remove the curvature (see Section 4.5).

Therefore, we propose an alternative approach, based on estimating differential shifts

between two channels.

The idea in itself is not new. It appeared, for instance, in Cui et al. (2003) and

Bengtsson et al. (2004). They, however, use foreground measures to estimate the

array specific shifts. We propose to use spot-specific difference in the background of

the two channels to correct the signal values. By using background measurements we

can apply a correction at the level of the spot instead of the array, without running the

risk of removing treatment effects, as they should not be present in the background.

The outline of the chapter is as follows. In Section 5.1, we introduce a transforma-

43



44 Chapter 5. Normalization Using the Background Signal

tion based on the use of the background measurements to correct the signal value. We

apply it to the vegetable diet studies considered in Chapter 4. The results, presented

in Section 5.2, are compared with those of the shift, arsinh, and linlogshift transfor-

mation. Furthermore, in Section 5.3, we validate the results by applying the method

to a completely different microarray experiment. A discussion and some concluding

remarks are provided in Section 5.4 and 5.5, respectively. The methodology, described

in this chapter, has been published by Van Sanden and Burzykowski (2006).

5.1 The Background-Dependent Transformation

One of the common features of the transformations presented in Section 4.4 (except

of the linlog) is the use of a constant to adjust for the difference in the signals for the

two channels. In this section, we present the idea of incorporating the information

obtained from background measurements into the transformation dealing with curva-

ture that might be present in RI-plots. The idea is based on the argument that, if the

array is of good quality, the difference in fluorescence for the two channels should be

well captured by the observed difference in the background signal. In particular, the

signal should be free of the fluorescence due to the target and should account only

for dye effects. Moreover, following the argumentation of Cui et al. (2003), one could

make the assumption that the measured signal intensity is composed of the signal

from the hybridization of the corresponding target and the channel mean background

signal. It follows that differences in the background could therefore cause curvature

in the RI-plots as seen in the bottom panel of Figure 4.1, and in Figure 4.2.

The right column of Figures 4.1 and 4.2 contains plots of the background signal

of every spot for both channels separately vs. the mean of the log-signal intensities

of that spot. The background signal is defined as the mean of all the pixel intensity

readings surrounding the spot. The plotted values come from the same array as shown

in the RI-plot in the left columns of Figures 4.1 and 4.2. The full and dotted lines

are loess smoothers, one for each channel. From these graphs it is quite clear that

an association exists between the difference in background of the two channels and

the curvature in the RI-plots. The deviations from the horizontal line at low mean

intensity values coincide with a substantial shift between the two loess curves.

Though it is reasonable to assume that at least a part of the background gets

misclassified as belonging to the spot, there is another way to interpret the situation.

If a difference in background signals between the two channels is observed, one might

expect that the cause of this difference affects the signal intensity measured in the
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spot in a similar way. If this is the case, it may explain the curvature observed in the

RI-plots. To explore this argumentation, observe that the RI-plots consist of points

with the following coordinates:
(

log2(Y3) + log2(Y5)

2
, log2

(

Y3

Y5

))

, (5.1)

where Y3 and Y5 represent the measured signal intensity of Cy3 and Cy5, respectively.

Now, let us assume that Y3 is always a constant value higher than Y5. This shift will

not play a role if Y3 and Y5 are both large. On the other hand, it can make a difference

if one or both values are small, i.e., when their mean value is small. This would explain

the deviations from a horizontal line at the left hand side of the RI-plots. We could

estimate this shift from the background, and use it to correct the signal values of the

spot.

The proposal can be formalized in the following way. We can decompose the signal

intensity of a spot as follows:






Yi1s = ai1s Xi1s,

Yi2s = ai2s Xi2s − ∆is,
(5.2)

where Yijs is defined as in equation (4.4). In (5.2), Xijs stands for the amount

of mRNA found in the target and coming from the gene present in spot s. The

multiplicative factor ai1s contains effects due to, e.g., treatment, dye and/or array,

which are assumed to be additive on the log scale. The constant ∆is represents the

spot-specific shift between the two channels. This value of the shift can be estimated

from the background, assuming the following relationship:

∆is = γi Bi1s − Bi2s, (5.3)

where Bijs stands for the background intensity value of spot s on array i for channel

j, while γi is a parameter that represents multiplicative effects (due to, e.g., array

and/or dye) that can also be present in background measurements.

We use model (5.2) to construct a transformation that adjusts for the shift between

the two dyes. We refer to this transformation as the background-dependent (bgdep)

transformation:






Zi1s = log2(Yi1s),

Zi2s = log2(Yi2s + ∆is) = log2(Yi2s + γi Bi1s − Bi2s),
(5.4)

where γi is chosen so that the RI-plot of the transformed data looks as horizontal

as possible. This can be obtained by choosing γi such that it minimizes the sum
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Table 5.1: On-diagonal: results (total number of significant pairwise comparisons for

all the genes and (in parentheses) the corresponding number of distinct genes) of the

analysis performed using an ANOVA model after applying the specified transforma-

tion. Off-diagonal: the total number of common significant pairwise comparisons for

all the genes for pairs of analyses based on different transformations and (in paren-

theses) the corresponding number of distinct genes.

Study Raw data Bgdep Shift Arsinh Linlogshift

Colon

Raw data 170 (96) 117 (62) 109 (58) 133 (74) 143 (78)

Bgdep 152 (73) 119 (60) 147 (71) 110 (57)

Shift 141 (71) 125 (64) 124 (66)

Arsinh 215 (95) 125 (67)

Linlogshift 162 (87)

Lung

Raw data 6 (4) 1 (1) 1 (1) 1 (1) 6 (4)

Bgdep 5 (4) 3 (2) 3 (2) 1 (1)

Shift 3 (2) 3 (2) 1 (1)

Arsinh 5 (4) 1 (1)

Linlogshift 6 (4)

over all spots of the absolute deviations of log-ratio from the median log-ratio of that

array. Taking the absolute deviations is a more robust procedure than using the least-

squares criteria with respect to the influence of differentially expressed genes (Kerr

et al., 2002).

5.2 Comparison of the Transformations Applied to

the Vegetable Diet Studies

In Section 4.2, we mentioned problems with the RI-plots observed in the vegetable

diet treatment-control studies. Several transformations, presented in Sections 4.4 and

5.1, were applied to those datasets in an attempt to remove as much of the curvature

as possible from the RI-plots. However, the loess and linlog transformations were not

considered. The loess transformation was rejected due to the risk of overfitting, as

explained in Section 4.4. On the other hand, the linlog transformation is not expected
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to affect the curvature.

5.2.1 Results of the Analysis

After applying the transformations described in Sections 4.4 or 5.1, the data from

the two vegetable diet treatment-control studies (see Section 4.2) were normalized

using model (4.9). To show that the choice of the transformation is important, the

data were further analysed using an ANOVA model (Kerr et al., 2000). The following

model was fit for each gene separately:

Rijksm = η + Ai + Dj + Tk + Sis + εijksm, (5.5)

where Rijksm are the residuals of the normalization model, η is the overall average

signal, Ai represents the effect of the ith array, Dj represents the effect of the jth dye

(j =1, 2), Tk denotes the overall effect of treatment k, and Sis denotes the spot effect

nested within an array. The error terms εijksm are assumed to be independent and

normally distributed with mean 0. The distributional assumptions of this model are

not always fully satisfied. For the purpose of comparing the results with respect to

the different transformations, we ignore the issue in this chapter. The problem will,

however, be addressed in later chapters.

Pairwise comparisons were made for all five diet groups of the considered case

studies. The Tukey procedure was used to adjust the results for multiple comparisons.

The results are displayed in Table 5.1. The table presents the total number of common

significant comparisons for pairs of analyses based on different transformations, as well

as the number of genes, which appear at least once in this list. Depending on the

used transformation, different results are found. Unfortunately, we cannot conclude

from Table 5.1, which transformation works best, as we do not know, which genes

are truly differentially expressed. Therefore, we have to judge the transformations by

other criteria, e.g., by how well they normalize the data.

5.2.2 Ratio vs. Intensity Plots

In Section 4.5, we concluded that the shift transformation works when the deviations,

seen on the RI-plot in Figures 4.1 and 4.2, are not severe, while pulling the curvature

down too strongly for those arrays where serious upward curvature was present (see

Figure 4.6). Similar results were obtained for the arsinh transformation (see the left

column of Figure 4.7). The linlogshift transformation only diminished the more severe

curvatures, while also pulling the high intensity values down too much (see the right

column of Figure 4.7).
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Figure 5.1: RI-plots of the bgdep transformed data before (left column) and after (right

column) fitting the normalization model. Rows 1-3: arrays of the colon study shown

in Figure 4.1; Rows 4-5: arrays from the lung study shown in Figure 4.2.
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Table 5.2: Estimated values of the parameter γi for both the Colon and the Lung

study.

Array Colon Lung Array Colon Lung Array Colon Lung

1 0.796 1 9 1 0.624 17 1 0.832

2 0.862 0.655 10 1 1 18 1 1

3 0.897 1 11 1 0.568 19 1 0.814

4 1 0.716 12 1 0.697 20 1 1

5 1 0.819 13 0.983 0.661 21 1 0.553

6 1 0.856 14 0.927 0.904 22 1 0.807

7 1 0.996 15 1 1 23 1 0.634

8 0.862 0.669 16 0.922 0.688 24 1 0.609

Figure 5.1 contains a selection of RI-plots of the bgdep transformed data, both

before and after applying the normalization model. Again, the same arrays as in

Figures 4.1, 4.2, 4.6, and 4.7 are chosen to facilitate comparisons. All graphs contain

a loess-smoother fitted by procedure PROC LOESS in SAS 8.02. Table 5.2 displays

the estimated values of the parameter γi. The bgdep transformation succeeds quite

well in straightening the RI-plots. It performs a lot better on the presented arrays

than any of the previously discussed transformations. Normalizing the data ensures

that the flattened curves are also centered around the reference line through zero.

5.2.3 Summary Statistics

Though comparing graphs already gives a good indication of the performance of

the transformation, a suitable summary statistic might facilitate an array-by-array

comparison. In order to determine, which transformation works best, we fitted a

loess curve to the RI-plots based on the transformed data. Then, for every array we

computed the sum of the absolute deviations of the loess predicted values from the

median of those predicted values, divided by the number of spots on that array. Loess

predicted values are used rather than the transformed values themselves as using the

latter would lead to a measure of variability, which is not the objective. The summary

statistic indicates how much the loess curve deviates from a horizontal line (it should

be equal to 0 if the loess curve is perfectly horizontal). Thus, it indicates to what

degree the log-ratios of the intensity values fall on average on a horizontal line. The
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Table 5.3: Values of the statistic described in Subsection 5.2.3 (and a measure of

variance) for the different transformations that were considered for the arrays of the

colon study.

Array Raw data Bgdep Shift Arsinh Linlogshift

1 0.107 (0.179) 0.087 (0.169) 0.076 (0.177) 0.087 (0.193) 0.075 (0.148)

2 0.160 (0.162) 0.117 (0.151) 0.124 (0.160) 0.126 (0.165) 0.110 (0.124)

3 0.223 (0.302) 0.103 (0.244) 0.142 (0.293) 0.160 (0.321) 0.161 (0.232)

4 0.304 (0.520) 0.082 (0.211) 0.244 (0.497) 0.231 (0.451) 0.252 (0.332)

5 0.821 (0.468) 0.156 (0.245) 0.216 (0.403) 0.269 (0.520) 0.659 (0.377)

6 0.334 (0.489) 0.083 (0.243) 0.189 (0.457) 0.187 (0.388) 0.309 (0.354)

7 0.355 (0.485) 0.089 (0.282) 0.207 (0.451) 0.209 (0.460) 0.300 (0.339)

8 0.244 (0.342) 0.136 (0.303) 0.155 (0.327) 0.244 (0.342) 0.178 (0.288)

9 0.186 (0.270) 0.115 (0.187) 0.148 (0.265) 0.137 (0.235) 0.145 (0.180)

10 0.305 (0.164) 0.172 (0.135) 0.213 (0.155) 0.213 (0.253) 0.246 (0.117)

11 0.393 (0.325) 0.078 (0.155) 0.198 (0.294) 0.171 (0.248) 0.290 (0.212)

12 0.430 (0.423) 0.096 (0.157) 0.232 (0.369) 0.216 (0.324) 0.349 (0.281)

13 0.261 (0.251) 0.105 (0.174) 0.142 (0.236) 0.150 (0.259) 0.197 (0.187)

14 0.183 (0.202) 0.079 (0.169) 0.109 (0.194) 0.120 (0.271) 0.136 (0.151)

15 0.224 (0.408) 0.077 (0.169) 0.189 (0.387) 0.170 (0.334) 0.177 (0.281)

16 0.108 (0.211) 0.117 (0.174) 0.110 (0.207) 0.108 (0.211) 0.078 (0.157)

17 0.321 (0.384) 0.048 (0.195) 0.139 (0.364) 0.153 (0.374) 0.253 (0.265)

18 0.266 (0.251) 0.100 (0.214) 0.123 (0.243) 0.129 (0.298) 0.175 (0.199)

19 0.223 (0.339) 0.089 (0.225) 0.128 (0.327) 0.123 (0.302) 0.168 (0.241)

20 0.243 (0.294) 0.112 (0.207) 0.169 (0.283) 0.180 (0.318) 0.176 (0.214)

21 0.646 (0.486) 0.143 (0.217) 0.242 (0.418) 0.313 (0.580) 0.528 (0.375)

22 0.152 (0.262) 0.131 (0.237) 0.059 (0.264) 0.058 (0.411) 0.077 (0.219)

23 0.085 (0.285) 0.053 (0.238) 0.077 (0.284) 0.079 (0.315) 0.051 (0.219)

24 0.249 (0.307) 0.142 (0.258) 0.173 (0.299) 0.193 (0.468) 0.200 (0.243)

Mean 0.284 (0.325) 0.105 (0.207) 0.158 (0.306) 0.168 (0.335) 0.220 (0.239)
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statistic is based on the median rather than the mean in order to make it more robust.

The computed values of the aforementioned summary statistic are presented in

Table 5.3 (respectively, 5.4) for the raw data, the bgdep, the shift, the arsinh, and

the linlogshift transformed data for the colon (lung) study.

A comparison of the mean over all arrays already offers some general information.

All transformations prove to be an improvement over the raw data. The smallest

values are obtained with the bgdep transformation, followed, in increasing order, by

the shift, arsinh, and linlogshift transformations. Although this is true for both stud-

ies, the difference between shift and bgdep is less pronounced in the lung study. An

array-by-array comparison reveals that sometimes the bgdep transformation produces

slightly larger values of the summary statistic than the shift. The RI-plots of these

cases, however, appear to be quite flat for both transformations (e.g., array 2 of the

lung study, see the plots in the last row of Figures 4.6 and 5.1). On the other hand,

when the summary statistic indicates that the bgdep transformation works better

than the shift, it usually means the latter is not performing satisfactory (e.g., the

corresponding RI-plots tend to be pulled down too much at the low intensity end, like

for array 1 of the lung study, see the plots in the fourth row of Figure 4.6).

5.2.4 Variability of the Data

Another question about the transformation worth considering is how does it affect

the variance of the data? The RI-plots shown in Figure 5.1 already give some insight

into the matter. There is no clear increase. More precise information can be found in

Tables 5.3 and 5.4. They contain a measure of variance computed for every array by

taking the sum of squares of the log-ratios minus the loess predicted values, divided

by the number of spots on the array. The bgdep transformation seems to reduce the

variance, on average even more than all other transformations.

5.2.5 Stability of the Methods

To investigate the stability of the methods, one could take subsets of arrays and

compare the list of genes found to be significant for different subsets. The more

similar the lists, the more stable the method. Unfortunately, the number of arrays in

our datasets is too small to take meaningful subsets. There are only six arrays for each

treatment group (compared to the control). They pertain to three different biological

samples (pools) analyzed twice with a dye-swap. One might consider comparing

lists of significant genes found, e.g., in three subsets of two arrays (obtained by the

dye swap) related to different biological samples. However, these results would be
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Table 5.4: Values of the statistic described in Subsection 5.2.3 (and a measure of

variance) for the different transformations that were considered for the arrays of the

lung study.

Array Raw data Bgdep Shift Arsinh Linlogshift

1 0.550 (0.140) 0.059 (0.083) 0.081 (0.127) 0.085 (0.142) 0.419 (0.115)

2 0.468 (0.078) 0.048 (0.049) 0.049 (0.069) 0.050 (0.099) 0.358 (0.061)

3 0.436 (0.265) 0.084 (0.184) 0.064 (0.257) 0.098 (0.355) 0.270 (0.229)

4 0.494 (0.202) 0.055 (0.129) 0.059 (0.180) 0.086 (0.304) 0.335 (0.168)

5 0.663 (0.307) 0.089 (0.126) 0.097 (0.255) 0.122 (0.313) 0.512 (0.236)

6 0.533 (0.217) 0.062 (0.089) 0.073 (0.193) 0.099 (0.261) 0.403 (0.171)

7 0.605 (0.115) 0.035 (0.048) 0.045 (0.108) 0.045 (0.106) 0.495 (0.089)

8 0.473 (0.231) 0.062 (0.091) 0.079 (0.193) 0.109 (0.280) 0.349 (0.178)

9 0.330 (0.252) 0.083 (0.128) 0.063 (0.232) 0.072 (0.301) 0.209 (0.202)

10 0.231 (0.088) 0.028 (0.055) 0.083 (0.090) 0.076 (0.076) 0.121 (0.070)

11 0.400 (0.085) 0.054 (0.055) 0.054 (0.073) 0.056 (0.084) 0.290 (0.066)

12 0.307 (0.184) 0.066 (0.098) 0.069 (0.170) 0.075 (0.201) 0.157 (0.145)

13 0.429 (0.124) 0.058 (0.062) 0.086 (0.111) 0.084 (0.110) 0.339 (0.101)

14 0.538 (0.181) 0.059 (0.092) 0.052 (0.166) 0.058 (0.169) 0.388 (0.144)

15 0.629 (0.261) 0.026 (0.127) 0.064 (0.242) 0.090 (0.238) 0.471 (0.211)

16 0.734 (0.242) 0.081 (0.111) 0.064 (0.201) 0.092 (0.286) 0.554 (0.202)

17 0.332 (0.221) 0.066 (0.127) 0.032 (0.205) 0.049 (0.286) 0.201 (0.179)

18 0.411 (0.193) 0.029 (0.109) 0.053 (0.187) 0.076 (0.225) 0.300 (0.158)

19 0.422 (0.210) 0.056 (0.123) 0.064 (0.191) 0.084 (0.245) 0.266 (0.164)

20 0.514 (0.195) 0.027 (0.126) 0.031 (0.188) 0.040 (0.208) 0.305 (0.153)

21 0.609 (0.143) 0.068 (0.072) 0.076 (0.111) 0.098 (0.240) 0.497 (0.115)

22 0.503 (0.206) 0.086 (0.091) 0.046 (0.187) 0.045 (0.231) 0.364 (0.165)

23 0.405 (0.165) 0.076 (0.099) 0.070 (0.147) 0.074 (0.178) 0.266 (0.130)

24 0.427 (0.253) 0.071 (0.109) 0.100 (0.215) 0.092 (0.208) 0.320 (0.199)

Mean 0.477 (0.190) 0.060 (0.099) 0.065 (0.171) 0.077 (0.214) 0.341 (0.152)
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Figure 5.2: RI-plot of the signal intensities (flagged observations in blue) for an array

of the cadmium stress study. The right panel contains a close-up of the figure in the

left panel.

subject to potentially large differences (not discounted by averaging a large number

of samples) due to biological variability. Alternatively, one could consider comparing

the lists for two subsets of three arrays corresponding to a particular labeling scheme.

However, these results would be subject to potential dye effects. Nevertheless, to get

some idea about the stability of the different transformation methods, we split arrays

in subsets corresponding to two combinations of two pools with one pool in common

(for instance, comparing results for pools 1 and 2 versus results for pools 2 and 3).

When comparing the lists of significant genes obtained in the subsets, we found that,

for all transformations, the overlap included on average about half of the genes from

the longer list obtained for each of the two subsets. That is, if for one subset the list

contained, for instance, 100 genes, and for the other 70 genes, then about 50 genes

were common to both lists. It therefore did not appear that one transformation led

to more stable results than another.

5.3 Application of the Transformations to the Cad-

mium Stress Study

In Section 5.2, we have demonstrated the advantages of the background-dependent

transformation for two vegetable diet studies. For an independent validation of the

results, we also apply the method to the dataset obtained from the cadmium stress

study, described in Section 3.2. We look at the performance of the background-

dependent, and of the other transformations, considered in Section 5.2, that are ca-
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Figure 5.3: RI-plots of the raw observations (first row), and of those obtained after

applying the normalization model to the bgdep transformed data (second row), to the

shift transformed data (third row), to the arsinh transformed data (fourth row) and

to the linlogshift transformed data (fifth row), for two arrays of the cadmium stress

study. Flagged observations were left out of the plots.
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Table 5.5: Values of the statistic described in Subsection 5.2.3 (and a measure of

variance) for the different transformations that were considered for the arrays of the

cadmium stress study. Flagged observations where left out of the calculations.

Array Raw data Bgdep Shift Arsinh Linlogshift

1 0.544 (0.125) 0.099 (0.322) 0.544 (0.125) 0.063 (0.298) 0.544 (0.125)

2 0.568 (0.317) 0.215 (0.606) 0.568 (0.317) 0.080 (0.835) 0.567 (0.316)

3 0.289 (0.334) 0.092 (0.513) 0.289 (0.334) 0.123 (1.039) 0.289 (0.334)

4 0.244 (0.218) 0.096 (0.342) 0.244 (0.218) 0.115 (0.554) 0.244 (0.218)

5 0.330 (0.391) 0.064 (0.624) 0.330 (0.391) 0.096 (1.180) 0.329 (0.391)

6 0.506 (0.419) 0.235 (0.797) 0.506 (0.419) 0.143 (2.012) 0.506 (0.419)

mean 0.413 (0.301) 0.134 (0.534) 0.413 (0.301) 0.104 (0.986) 0.413 (0.301)

pable of removing curvature from the RI-plots. The methods are compared based

on the ratio versus intensity plots, and by the summary statistic described in Sec-

tion 5.2.3. An analysis of variance of the data is not provided, as the distributional

assumptions of model (5.5) are severely violated, regardless of the applied transfor-

mation.

5.3.1 Ratio vs. Intensity Plots

Figure 5.2 displays the RI-plots for a typical array of the cadmium stress study, before

transformations are applied. A separate cloud of observations is visible at the low

intensity end of the scale. The small cloud consists mostly of flagged observations.

An observation is flagged by the scanning device when the measurements appear to

be erroneous. The flagged observations were, therefore, excluded from the analysis.

For two arrays of the cadmium stress study, the RI-plots of the raw signal intensi-

ties, and of those obtained with the different transformations and after applying the

normalization model presented in (4.9), are displayed in Figure 5.3. Both the shift

and linlogshift transformation have almost no effect on the shape of the RI-plots.

The best results are obtained with the background-dependent and arsinh transforma-

tion. Both are able to remove most of the curvature seen on the RI-plots of the raw

observations.
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5.3.2 Summary Statistic and Variability of the Data

The summary statistic, presented in Section 5.2.3, was also calculated for the cad-

mium stress study to facilitate the comparison between the different transformations.

Table 5.5 presents the results for all microarrays used in the study. A small value of

the summary statistic is preferable, as it indicates only a minor deviation of the loess

curve from the horizontal line.

The rounded values of the summary statistic are the same for the shift transfor-

mation and for the raw data. The estimation of shift parameter Ci in (4.4) is close to

zero. Therefore, the transformation has almost no effect on the data. A similar conclu-

sion can be drawn for the linlogshift transformation. The background-dependent and

arsinh transformation lead to a smaller value of the summary statistic. On the other

hand, they result in an increased variability compared to the raw data (Table 5.5).

While the arsinh transformation leads, on average, to the lowest value of the summary

statistic, the increase in the variability is less severe for the background-dependent

transformation. Therefore, the latter is most capable of removing the curvature, while

still maintaining some control over the variability.

5.3.3 Analysis of the Cadmium Stress Study

To answer the questions posed by the scientists that performed the cadmium stress ex-

periment, the data obtained after applying the background-dependent transformation

and normalization model (4.9) were further analyzed. SAM (see Section 2.3.3, Tusher

et al. (2001)) was performed on both dyes separately to find genes that were differen-

tially expressed between any of the two higher doses and the control (an analogue of

the F-test in ANOVA models). SAM is a resampling-based method for significance

testing in microarray experiments, while empirically controlling the FDR (see Sec-

tion 2.3.4). Genes found commonly significant for the two dyes were used for further

analysis.

5.4 Discussion

The microarrays from the lung and colon studies, as well as those from the cadmium

stress study, clearly demonstrate the need for a proper transformation. Curvature, as

severe as seen on their RI-plots, can seriously influence the analysis of the intensity

readings. In Section 5.2.1, we showed that the list of genes, for which a significant

pairwise comparison is found between the diet groups, varies depending on the trans-

formation that is applied to the data.
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Many of the most commonly used transformations lack the capacity to deal with

distortions of this nature. As a solution, we introduced a transformation that incor-

porates information obtained from the background and performs a semi-spot-specific

correction. Information obtained from the background of a spot is adjusted for par-

ticular experimental effects by inclusion of an array-specific parameter, which is esti-

mated from the data.

After application of the proper transformation, the normalization model removes

any remaining overall effects. The factors incorporated in this model should be chosen

with care. Some are confounded, and thus a careful decision has to be made which

of the factors to include. The decision depends in part on the situation at hand.

In our case, model (4.9) was chosen as preferable, because the array-dye interaction

term makes it possible for the log-ratio of the normalized values of a particular array

to be centered at zero. Having all loess curves pulled down to zero facilitates the

comparison of curvatures.

Due to the small number of arrays we were unable to fully examine the stability

of the transformations. In future, it would be preferable to design experiments with

a larger number of arrays for that purpose. We are, however, aware that the cost of

a microarray experiment is often a limitation one needs to take into account.

Arguments against the use of background measurements can be made. What if

the measurements are of bad quality? This can happen when dealing with, e.g., low

quality or damaged arrays. However, if that is the case, one may expect that the

signal measurement will also be affected. In such a situation, the main issue will be

the reliability of the measurements obtained on the array, and not the choice of the

transformation method. On the other hand, if the background measurements are of

good quality, one might hope for the same for the signal. In such case, the use of the

background may help in transforming the data, as seen in this chapter.

5.5 Concluding Remarks

The comparison with other transformations revealed the benefits of our proposal. The

curvature in the RI-plots was more adequately removed with the bgdep transforma-

tion, while other transformations tended to create curvature in the opposite direction

or deviations at high intensity levels. This was confirmed by the summary statistic

measuring the flattening of the curves. For the vegetable studies, the bgdep transfor-

mation also appeared to decrease the variability in the data on average more than any

other transformation. As far as the stability of the methods is concerned, there seems
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to be no major differences between the transformations. The evaluation of this issue

was, however, restricted by the available number of arrays. The alternative to the

bgdep transformation for the vegetable studies was the shift transformation, which

worked well for specific arrays, but was less effective in general. For the cadmium

stress study, the arsinh showed a slightly better performance compared to the bgdep

transformation with regard to removing the curvature. It led, however, to a larger

increase in the variability.
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6
Introduction

One of the goals of microarray experiments is to generate gene-expression profiles,

which can discriminate between different known cell types or conditions. An impor-

tant question is what method is most suitable for this purpose? The performance of

a classification method is often dependent on the subset of genes it is applied to. It

is therefore important to also use a proper gene selection procedure.

Recently, several studies have been conducted, aiming at finding the best method

for classification by using microarrays.

Dudoit et al. (2002) compared the performance of various classification methods for

classifying tumors based on gene-expression profiles. They investigated nine methods

using three well-known, real-life datasets related to cancer. They found that simple

classifiers such as k nearest neighbors (kNN) and diagonal linear discriminant analysis

(DLDA) performed remarkably well as compared to more sophisticated methods like

aggregated classification trees.

Lee et al. (2005) conducted a more extensive comparison study of the performance

of various classification methods in microarray experiments. In particular, they con-

sidered twenty one methods and applied them to seven datasets (related mainly to

cancer), using three gene selection techniques. Contrary to the findings of Dudoit et al.

(2002), Lee et al. (2005) concluded that the more sophisticated classifiers performed

better than classical methods such as kNN, DLDA, or diagonal quadratic discriminant

analysis (DQDA). Additionally, they found that the choice of gene selection method

61
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had much effect on the performance of the classification methods.

Statnikov et al. (2005) conducted a comparison study focusing mainly on the use

of support vector machines (SVMs) in microarray experiments. Additionally, they

included kNN, back propagation- and probabilistic neural networks. They considered

the use of various techniques for ensembling of classifiers to improve performance

of individual classifiers, and applied four gene selection techniques. In the study,

11 cancer-related real-life datasets were used. The authors found that multicategory

SVMs were the most effective classifiers. Similarly to Lee et al. (2005), they concluded

that using a gene selection method could significantly improve the performance of non-

SVM classifiers and moderately improve the performance of SVM classifiers. On the

other hand, ensemble classifiers did not seem to perform better than non-ensemble

techniques.

In all the aforementioned studies, real-life datasets were used. The main advantage

of using such datasets is that they adequately capture the complexity of microarray

data. However, even with the use of several datasets, there is only a limited number

of settings that can be evaluated. Moreover, studying the influence of the sample size,

of the correlation structure between genes, or of the size of the class/group effect on

the performance of a classification method is difficult, as the required real-life data

are usually not available. Additionally, the true classification, as well as the set of

truly differentially expressed genes, are unknown. Although this does not preclude the

evaluation of the relative merits of different methods, it complicates the evaluation of

their overall performance.

To overcome these limitations, we decided to conduct a simulation study with a

linear mixed effects simulation model that mimics a microarray context. The pa-

rameters of the model were chosen based on an analysis of a real-life experiment, the

vegetable diet treatment-control study for colon tissue, described in Section 3.1.2. For

the analysis of this experiment, as well as for the simulation of the data, SAS 9.1 was

used.

We compared a number of classification methods with respect to their ability

to discriminate between two different groups of samples. The methods considered

in the study are presented in Section 6.1. As a next step, the simulation study

was extended to investigate the performance of several gene selection procedures in

combination with the different classification methods. Section 6.2 gives an overview

of the selection methods included in the study. For the implementation of most of the

selection and classification methods, existing R functions were used. The necessary

packages and functions, as well as the parameter settings used for the simulation

studies, are indicated in Sections 6.1 and 6.2. The simulation model, used for the
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construction of the datasets, is presented in Section 6.3.

The results of the simulation studies are presented in Chapters 7 and 8. They

were published by Van Sanden et al. (2007, 2008). The studies were conducted in

collaboration with Dan Lin, a colleague-researcher at the Hasselt University.

6.1 Classification Methods

In this section, we give a brief description of a number of commonly used class predic-

tion procedures, including tree methods, classical discrimination analysis techniques,

and a machine learning method. In the description, we refer to the application of

the methods to microarray data. We focus on the case of discrimination between two

classes.

6.1.1 Classification Tree

A classification tree is a binary recursive partitioning method developed by Breiman

et al. (1984). At each step a subset of training samples is split in two, based on the

value of one particular gene. The value is chosen is such a way that an as homogeneous

set of labels as possible is obtained in each partition. The subsets remaining at the

final stage are assigned to the class, which is most frequently represented in the subset.

In a way, the method has its own gene selection procedure. It determines which genes

to use at each splitting node in order to get the best classification. The choice is based

on the reduction in impurity. This feature makes trees methods quite robust to the

presence of random noise. The method is implemented by function dorpart, which is

a part of the IBCLab4 package.

6.1.2 Bagging

Aggregated trees combine tree classifiers to improve the accuracy of the class predic-

tion. One such method is called bagging (Breiman, 1996). Bootstrap replicates (for

our simulation study 100) are taken from the training dataset. A tree is constructed

for each replicate and the final classification is determined by a majority vote. That

is, the sample is assumed to belong to the class to which it is most frequently as-

signed by the different trees. Bagging is regarded as a variance reduction technique,

designed to stabilize trees. It is implemented by function ipredbagg.factor from the

ipred package.



64 Chapter 6. Introduction

6.1.3 Boosting

Boosting, proposed by Freund and Schapire (1999), is another form of aggregating

trees. A series of classification trees is produced for the training dataset, each time

with different weights assigned to the samples. The idea is to give samples, mis-

classified in the previous step, more weight in the current one. The final outcome

is a weighted majority vote of all created trees. It is believed that bagging is much

better than boosting in situations with substantial random noise (Dietterich, 2000).

Boosting is, however, expected to reduce both the variance and bias of unstable trees

(Bauer and Kohavi, 1999). It is implemented by functions gbm and gbm.more in

the gbm package. In our simulation study, the gbm function was first applied to the

data in order to create 100 trees in the manner described above. When applying the

function, a Bernoulli distribution, a shrinkage parameter of 0.001, and the fraction

of randomly selected observations for building a tree of 0.5 were used. These are the

default values of the R function. The gbm.more function was used to create 1000

additional trees.

6.1.4 Random Forest (RF)

Random forests (Breiman, 2001) are formed by a combination of tree predictors.

Subsets of samples and genes are obtained by independently drawing samples with

replacement from the training dataset and by selecting a number of genes at random.

A classification tree is estimated for each of the newly formed datasets. A new sample

is allocated to the class with the most votes over all the trees in the forest. The method

is implemented by function randomForest from the randomForest package. In our

simulation study, the number of samples drawn at random was set at 63% of the total

number, while for the genes the square root of the total number was taken. Both are

the default values of the R function. The method was applied with the number of

trees equal to 500 and 1000.

6.1.5 k Nearest Neighbors (kNN)

kNN (Ripley, 1996) is an intuitive method that classifies unlabeled samples based on

their similarity to k closest samples (using a distance measure) in the training set.

The class, to which the sample is assigned, is the one that appears most frequently

among the k neighbors, where k is chosen based on leave-one-out cross-validation

performed on the training dataset. In case of ties, i.e., an equal representation of

the two classes among the neighbors, a random assignment is made. The method is
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implemented by function knn from the package class. Function knn.cv is used to

determine the value of k.

6.1.6 Discriminant Analysis

Linear discriminant analysis (LDA), a classical discriminant method, estimates a lin-

ear discriminant function, which is used as a decision boundary. The method is based

on the assumption of normally distributed data and equal covariance matrices for the

considered classes. Diagonal linear discriminant analysis (DLDA) is a variant of LDA,

in which the covariance matrix is additionally assumed to have a diagonal structure.

Diagonal quadratic discriminant analysis (DQDA), also a variant of LDA, assumes

diagonal, but not equal covariance matrices for all classes. In a sense, both DLDA

and DQDA ignore the correlation structure between genes in the microarray data.

LDA is implemented by function lda in the MASS package, while stat.diag.da from the

sma package can be used for DLDA and DQDA. Note that LDA requires the number

of features (p) to be smaller than the number of samples (n). When lda is applied

to a situation, in which p > n, the function uses only a subset of the genes, those

appearing first in the dataset, of size equal to the rank of the covariance matrix.

6.1.7 Support Vector Machines (SVMs)

Support vector machines, first introduced by Vapnik (2000) in the machine learning

theory, are used to solve classification problems. The idea behind the method is the

following: the samples are non-linearly mapped to a very high-dimensional feature

space. In this space, a hyperplane is designed that provides an optimal separation

between the two groups (Vapnik, 2000). The support vectors are the samples, which lie

closest to the separating hyperplane. In the input space, this hyperplane corresponds

to a non-linear decision boundary.

To classify a sample, a decision value is calculated. This value quantifies the

distance between the sample and the decision boundary. For a binary classification

problem, the sign of the decision value determines the class label. Furey et al. (2000)

give an overview of the calculations involved. Weston and Watkins (1998) propose a

formulation of SVM to solve multi-class problems. Note that SVM does not provide

probabilities for assigning individual observations to classes.

SVMs are characterized by the use of linear, polynomial, splines, and other kernels

to solve the optimization problem. The method is implemented by the svm function

from package e1071. In the simulation study described in Chapter 7, the SVM based

on a linear kernel was used. The study presented in Chapter 8 also included the
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polynomial and radial kernel. The other parameters were set at the default values of

the R-function.

6.2 Gene Selection Methods

A typical microarray experiment involves many genes, of which usually only a few are

differentially expressed. Therefore, one may want to select and base the classification

on a subset of, say p, genes, majority of which would hopefully differentiate between

the compared classes of samples. An important issue is how to select the genes? In

what follows, we present several methods for this purpose.

6.2.1 Classical Test Statistics

Gene selection can be performed using classical test statistics, such as a basic para-

metric test statistic, the t-test (Ttest) or a basic non-parametric test statistic, the

Wilcoxon Rank Sum test (Wilc). R-functions stat.t2 from the sma package and

wilcox.test from stats can be used for this purpose.

6.2.2 Significance Analysis of Microarrays (SAM)

SAM is a method for analysing microarray experiments and detecting significant

genes. It was proposed by Tusher et al. (2001). A score (modified t-statistic) is

assigned to each gene based on change in gene-expression relative to the standard

deviation augmented by a small positive constant. This constant ensures that the

variance of the score is independent of gene-expression. Its value is chosen to minimize

the coefficient of variation of the test statistic. The modified t-statistic for the case of

two unpaired classes can be calculated by the samr function from the samr package.

6.2.3 Prediction Analysis for Microarrays (PAM)

PAM fits a nearest shrunken centroid classifier to microarray data. The method, also

referred to as soft-thresholding, was introduced by Tibshirani et al. (2002). It provides

a list of significant genes whose expression best characterizes each class. The functions

pamr.train and pamr.listgenes from the pamr package contain the implementation of

the method.
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6.2.4 Extreme-value Distribution based Gene Selection

Li et al. (2004) introduced gene selection based on comparison of the maximum like-

lihood of a logistic regression model applied to the original data and to permutation

datasets. To avoid using computationally intensive procedures, they proposed to

take advantage of the extreme-value distribution for the log-likelihood ratios. From

there follows a ranking of the genes, which can be used to select a predefined num-

ber of genes. The method is termed extreme-value distribution based gene selection

(Extval). Li et al. (2004) also suggested two criteria to determine the number of genes

to be selected from the list, one based on the expected values (E-criterion) and one

based on p-values (P-criterion). The gene selection method and both criteria were

implemented by us in R.

6.2.5 Other Test Statistics

There is a number of other statistics used for ranking and selection of genes. In our

simulation study, we considered a couple of well-known methods. Each time the p

genes with the largest statistic were selected and used for classification. The BW-ratio

is the ratio of the between-treatment sum of squares and the within-treatment sum

of squares for the log-ratios of the treatment groups (Dudoit et al., 2002). In a two

group setting the BW-ratio reduces to the same statistic as the t-test. The prediction

strength (PS) (Xiong et al., 2001) of a certain gene is defined as the ratio of the

difference in the mean log-expression level between the two groups and the sum of the

variances of the two classes. The between-class scatter score (BC-score) belongs to

the class of correlation scores (Chai and Domeniconi, 2004). Most of these scores are

designed to handle multi-class problems and reduce to one of the above statistics when

applied to a two-class problem. The BC-score is obtained by dividing the weighted

squared difference of the class mean from the overall mean by the sum of the variances

of the two classes. All the above-mentioned test statistics were implemented by us in

R.

6.2.6 Statistical Impurity Measures

In contrast to determining a test statistic, we can attempt to find a gene-specific

threshold in the expression range. If a measured value for a particular gene is larger

(resp. smaller) than this threshold, the sample is assigned to, for instance, class one

(resp. two). Statistical impurity measures quantify the effectiveness of this method.

There are several ways this can be done, leading to multiple impurity measures:
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twoing rule (Twoingr), information gain (Infgain), Gini index (Gini), max minority

(Maxmin), sum minority (Summin), and sum of variances (Sumvar). A full description

of them can be found in Murthy et al. (1994) and Su et al. (2003). The methods were

implemented by us in R.

6.2.7 Empirical Cumulative Distribution Function (ECDF)

The method was introduced as a pre-screening technique by Boulesteix et al. (2003).

Genes are selected based on how well the Empirical Cumulative Distribution Function

(ECDF) of the two classes is separated. One chooses values α and β and retains genes,

for which there exists a point where the ECDF is less than α for one class and more

than β for the other, or more than 1 − α for one class and less than 1 − β for the

other. Initially, α is set at 0.1 and β at 0.5. The value for α (resp. β) is increased

(resp. decreased) in order to select the desired number of genes. After the values of

α and β are found and the genes have been selected, we can determine for each of

those genes the interval of maximum width for gene-expression values satisfying the

above-mentioned conditions. The width of the intervals can then be used to order the

genes.

6.3 Simulation Model

We assumed the setting of an experiment using two-channel cDNA microarrays in

a common reference design. In the experiment, two classes of samples (a treatment

and a control group, say) were compared to the same reference group. No difference

between expression levels for the control and reference groups was assumed. On the

other hand, a subset of genes was assumed to be differentially expressed in the treat-

ment group as compared to the reference group. Treatment and control samples were

labeled with the same dye, while the reference samples were labeled with the other

dye. The log-ratios of the two channels (Control/Reference and Treatment/Reference)

were used for classification purposes.

For every setting of interest, 100 simulation datasets were created, each containing

the same number arrays. A subset of arrays were used as a training dataset, while

the rest formed a test dataset. One half of the arrays in each set always contained the

treatment sample, while the other half was for the control group. On each array we

simulated 2000 genes, what corresponds to the number of genes on arrays used in the

real-life experiment we were using as a basis for the simulation study, a vegetable diet

study described in Section 3.1.2. A linear mixed effects model was utilized to simulate



6.3. Simulation Model 69

observations subject to various systematic and random effects usually present in real

microarray experiments (Kerr et al., 2000; Wolfinger et al., 2001). An observation

Yijg , assumed to be the mean signal intensity for array i (i = 1, . . . , 100), dye j

(j = 1, 2) and gene g (g = 1, . . . , 2000), was generated by the following model:

log2(Yijg) = µ + Ai + Gg + AGig + DGjg + TGg + εijg , (6.1)

where µ is the overall mean, Ai stands for the overall array effect, Gg for the gene

effect, and AGig for their interaction. DGjg and TGg represent, respectively, the

gene specific dye and treatment effects, while εijg is a random error. Some of these

effects were fixed (µ and TGg), while others were random and drawn from a normal

distribution (Ai, Gg, AGig, DGjg , and εijg). The gene effects (Gg, DGjg, TGg, and

σ2
g) for a specific gene were kept constant across datasets. We were thereby simulating

the repetition of an experiment each time involving the same set of genes.

In model (6.1), the gene-specific dye effect is represented by a difference in the

means of the normal distributions for DGjg . Simulated arrays with even numbers

contain control and reference group samples. Arrays with odd numbers contain treat-

ment and reference samples. The latter arrays contain 20 genes that are differentially

expressed. We consider two scenarios with respect to the treatment effect. In the first

one, for all 20 genes a constant treatment effect of 0.5 on the log scale is assumed.

In the second one, we assume 4 groups of 5 genes with treatment effects equal to,

respectively, 0.125, 0.250, 0.375 and 0.5 on the log scale.

Heterogeneity was incorporated into model (6.1) by allowing the random error

term εijg to have a gene-specific variance, selected randomly (for each simulated

dataset) from a log-normal distribution, as observed in the real life-dataset (see Sec-

tion 6.3.1).

The chosen values of the parameters of model (6.1) were based on the estimated

parameters of a ANOVA-model fitted to the vegetable diet studies described in Sec-

tion 3.1. We therefore present the initial analysis of the four experiments.

6.3.1 Analysis of the Vegetable Diet Studies

No background-signal subtraction (see Section 4.3) was applied to the data. It ap-

peared to add extra, unnecessary variability to the data, as was demonstrated for the

treatment-control studies in Section 4.3.

In the analysis of the dose-response studies, the base-two logarithmically trans-

formed data were used. In Section 4.2, we showed that this transformation is not

appropriate for the treatment-control studies, as a deviation from the horizontal line
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Figure 6.1: Histograms with normal density curve of the log transformed mean signal

measurements for two arrays of the real-life cDNA microarray dataset.

Figure 6.2: Normal QQ-plot of the log transformed gene-specific variances of the error

terms obtained from the ANOVA-model fitted to the real-life cDNA microarray dataset.

at low intensity values was visible on the RI-plots. At the time the initial analysis

of the data was performed, the background-dependent transformation, presented in

Chapter 5, was not yet available. To remove the curvature seen on the RI-plots, the

data of the treatment-control studies were loess transformed (see Section 4.4).

All four datasets were further normalized by applying model (4.8), presented in

Section 4.5.2, and analyzed by using model (5.5), presented in Section 5.2.1.

To investigate the change in the gene-expression levels, all pairwise differences

between the treatment or dose groups were examined. For each gene, the Tukey

procedure was used to correct for multiple comparisons (Neter et al., 1996). To

control the overall (across genes) probability of false positive findings, the procedure
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Table 6.1: Simulation model parameters.

Parameter Value/Distribution

µ = 9

Ai ∼ N(0.5, 0.1)

Gg ∼ N(0, 5)

AGig ∼ N(0, 0.5)

TGg = 0.5 × I(g ≤ 20, i = odd, j = 1)

DGjg ∼ N{1 × I(j = 1), 0.2}
εijg ∼ N(0; σ2

g)

log(σ2
g) ∼ N(−2, 0.5)

was applied by using the 0.0001 significance level per gene. Moreover, because the

analysis of the fit of the model revealed possible problems with the assumption about

the normality of the error terms, the critical values for the Tukey procedure were

selected by using an empirical distribution obtained by bootstrap rather than from the

theoretical distribution (Kerr et al., 2002). The results were published in Van Breda

et al. (2005a,b).

The parameters values of model (6.1) were chosen based, for a large part, on the

analysis of the vegetable diet dose-response study for lung tissue. The details are

displayed in Table 6.1. In this table, i indicates the array, j the dye, and g the gene.

Figure 6.1 shows histograms of the log intensity values for two arrays chosen from

this vegetable diet dataset. As can be seen from these graphs, for one of them a normal

distribution may be a reasonable approximation. For the other, a slightly asymmetric

distribution with a long right tail might be more appropriate. For the purpose of the

first part of the simulation study, presented in Chapter 7, we restricted ourselves to

the use of the normal distribution only. In Chapter 8, the study is extended by using

the symmetric and asymmetric Laplace distribution.

Figure 6.2 presents a normal QQ-plot of the log transformed gene-specific variances

of the error terms εijg obtained from the ANOVA-model fitted to the vegetable diet

dataset. In this particular case, a log-normal distribution seems to be a very good

approximation for the distribution of the gene-specific variance of εijg. Consequently,

it was used in the simulation model (see Table 6.1).





7
Classification Methods for

Microarrays: A Simulation

Study

In this chapter, we present the results of the first part of the simulation study con-

ducted to compare a number of classification methods. The use of simulated data

allows us to investigate their performance of under various, controlled scenarios. We

consider the effect of the sample size of the training dataset, the effect of the size of

the treatment effect, and different scenarios with regard to correlation between genes.

As the true configuration of parameters used in the simulation model is known, the

overall performance of the methods can be clearly interpreted.

The chapter is organized as follows. Section 7.1 contains details regarding the

setup of the simulation study. The results of the classification procedures are pre-

sented in section 7.2. A short discussion and concluding remarks are given in sec-

tions 7.3 and 7.4, respectively.

73
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Table 7.1: Mean and median number of truly differentially expressed genes among

p genes with the largest value of the BW criterion; C: constant, P: proportionally

increased treatment effect.

Large Training Dataset Small Training Dataset

p p

2 5 10 20 40 2 5 10 20 40

S0: Uncorrelated genes

median
P 2 5 10 13 16 2 3 4 6 8

C 2 4 6 8 9 1 1 2 3 4

mean
P 2 4.96 9.38 13.39 15.48 1.46 2.8 4.22 5.87 7.84

C 1.95 4.29 6.16 7.78 9.21 0.69 1.37 2.19 2.96 4.01

S1: Corr=0.5 for 10 diff. and 10 non-diff. exp. genes

median
P 2 5 10 13 16 1 3 4 5 7

C 2 4 6 7 9 1 1 2 3 3

mean
P 2 4.99 9.28 13.3 15.49 1.31 2.56 3.89 5.44 7.14

C 1.88 4.01 5.82 7.31 8.88 0.72 1.27 1.72 2.52 3.48

S2: Corr=0.9 for 10 diff. and 10 non-diff. exp. genes

median
P 2 5 10 14 16 2 3 4 6 8

C 2 4 6 8 9 1 1 2 3 4

mean
P 2 5 9.42 13.7 15.83 1.38 2.71 4.13 5.85 7.82

C 1.97 4.19 6.12 7.74 9.15 0.8 1.36 1.99 2.94 4.12

S3: Corr=0.9 for 10 non-diff. exp. genes

median
P 2 5 10 13.5 16 2 3 4 6 8

C 2 4 6 8 9 1 1 2 3 4

mean
P 2 4.99 9.45 13.69 15.78 1.45 2.84 4.38 6.01 8.01

C 1.98 4.25 6.07 7.66 9.19 0.72 1.27 1.99 2.92 4.05

S4: Corr=0.5 (0.9, resp.) for 5 diff. (5 non-diff.) exp. genes

median
P 2 5 10 13 15 2 3 4 6 8

C 2 4 6 7.5 9 1 1 2 3 4

mean
P 2 4.97 9.3 13.27 15.34 1.42 2.82 4.08 5.83 7.73

C 1.95 4.22 6.14 7.52 8.85 0.63 1.27 1.91 2.71 3.91
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7.1 Simulation Study

We focus on the simplest case of discrimination between two different groups of sam-

ples. For the purpose of comparison with the results obtained by Dudoit et al. (2002)

and Lee et al. (2005), the class prediction procedures investigated in our study in-

cluded tree methods, classical discrimination analysis techniques, and a machine learn-

ing method. An overview of the methods is given in Section 6.1.

The linear mixed effects simulation model, used to create the data, is described in

Section 6.3. Each dataset contains 100 arrays: 60 are used as a training dataset and

the other 40 form a test dataset. We consider the case when the random error terms

εijg are independent (setting S0), as well as cases when, for a subset of genes, they

are correlated (settings S1-S4). The error term was drawn from a multivariate normal

distribution rather than from a univariate. The covariance matrix of this distribution

was adapted in such a way that a predefined correlation was induced between pairs

of a number of preselected genes. Four situations were considered: correlation of 0.5

(S1) or 0.9 (S2) between 10 differentially and 10 non-differentially expressed genes;

correlation of 0.9 between 10 non-differentially expressed genes (S3); and correlation

of 0.5 between 5 differentially and 5 non-differentially expressed genes together with

correlation of 0.9 between 5 differentially and 5 non-differentially expressed genes

(S4).

A typical microarray experiment involves many genes, of which usually only a

relatively small subset are differentially expressed. Therefore, one may want to select

and base the classification on a subset of, say p, genes, majority of which would

hopefully differentiate between the compared classes of samples. In this study we

employ the same selection method as the one used by Dudoit et al. (2002). First,

for each gene, the BW-ratio is computed (see Section 6.2.5), which is the ratio of

the between-treatment sum of squares and the within-treatment sum of squares of

the log-ratios of the two channels. Second, the p genes with the largest BW-ratio

are selected and used for classification. In order to study the influence of the choice

of p on the performance of various classification methods, we use a range of values:

p = 2, 5, 10, 20, 40, 2000.

In reality, the microarray experiments may employ only a limited number of arrays

for building the prediction rule. For this reason we also considered a scenario, in which

the training set contains only 20 microarrays.
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Figure 7.1: Box plots for misclassification rates (vertical axis) for various classifica-

tion methods and for different values of p (horizontal axis). The results for Random

Forest are based on 500 trees, except for the last box plot (all2), where it is based on

1000 trees.
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Figure 7.2: Comparison of various classification methods. The treatment effect is kept

constant. TB1: tree (bagging); TB2: tree (boosting); D1: DLDA; D2: DQDA.

7.2 Results

We compare the performance of the various class prediction methods in terms of the

misclassification rate. The rate is calculated based on the number of misclassified

arrays divided by total number of arrays (40) in the test dataset.

7.2.1 Large Training Dataset

In this section, we discuss the results obtained when the compared methods were

applied to simulated training datasets containing 60 arrays.

Constant Treatment Effect

Figure 7.1 (panel a) presents box plots for misclassification rates as a function of p

for each classification method. For bagging and boosting, results for p = 2000 are un-

available due to numerical complexity. One can observe that for all methods, except

for classification tree, there is a clear dependence of the average misclassification rate

on p. Generally, the smallest rate is observed for p = 10. Using too few (2 or 5) or

too many (40 or all) genes increases the misclassification. A possible explanation is

that with too few genes it is difficult to discriminate between the classes, even if the

genes are truly differentially expressed. On the other hand, as p increases, more and

more non-differentially expressed genes enter the subset selected for building the clas-
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Figure 7.3: Box plots for misclassification rates (vertical axis) for various classifica-

tion methods and for different values of p (horizontal axis). The treatment effect is

kept constant. The results for Random Forest are based on 500 trees, except for the

last box plot (all2), where they are based on 1000 trees.



7.2. Results 79

sification rule and make the classification more difficult. A confirmation of the latter

pattern can be found in Table 7.1. The table shows the mean and median numbers

of the truly differentially expressed genes among the p genes with the largest BW

ratios. Basically, for p = 2, 5, and 10, with a constant treatment effect, and without

correlation between genes, all the selected genes are truly differentially expressed (see

the results for setting S0 in Table 7.1). As p increases, however, the proportion of

non-differentially expressed genes among those selected also increases.

Figure 7.2 shows the comparison of the misclassification rates for the different

classification methods for p = 10 and p = 2000. One can observe that, with a careful

choice of p, the methods like RF, SVM, DLDA, and DQDA can achieve lower misclas-

sification rates than the other procedures. Moreover, the rates are relatively stable if

the majority of the selected genes are truly differentially expressed. When all genes

are used, the error rates increase (dramatically in the case of kNN and LDA). Note

that the increased misclassification rate for LDA, when using all genes, is probably

due to dimension reduction performed by the lda function itself, as mentioned in Sec-

tion 6.1. Not all the genes, but a random subset, of which the size is equal to the

rank of the covariance matrix, is used.

The single classification tree is very robust to the number of genes used (Figure 7.1,

panel a). This may be attributable to the fact that the method contains its own

mechanism of selecting variables in the tree. However, on average, the rates for the

classification tree are higher than the rates that can be obtained with a careful choice

of p for other methods (Figure 7.2, panel a). Aggregated trees that use bagging and

boosting achieve much lower misclassification rates than the single classification tree.

Their performance becomes very stable as the number of selected genes increases.

Random forests show a better performance as compared to the other trees.

Proportionally Increasing Treatment Effect

Similar results regarding the comparison of misclassification rates for the different

classification methods are obtained when the treatment effect is proportionally in-

creased instead of being kept constant (Figure 7.1, panel b). RF, SVM, DLDA, and

DQDA still achieve lower misclassification rates than the other procedures. How-

ever, all misclassification rates increase. From Table 7.1, one can see that the mean

and median number of the truly differentially expressed genes among the p genes se-

lected based on the BW-ratio has decreased compared to the setting with a constant

treatment effect. As genes with the lower treatment effect are introduced, it is more

difficult for the BW-ratios to select the truly differentially expressed genes. The same
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Figure 7.4: Comparison of the misclassification rate of various classification methods

for p = 10. Large: large training dataset; Small: small training dataset; C: constant

treatment effect; P: proportionally increasing treatment effect. TB1: tree (bagging);

TB2: tree (boosting); D1: DLDA; D2: DQDA.

pattern of dependence of the average misclassification rate on p can still be observed

(see Figure 7.1, panel b). The lowest misclassification rate is achieved for p equal to

5 or 10, as for these values the majority of the selected genes are truly differentiated

(see Table 7.1).
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Correlated Genes

Figure 7.3 (panel a) shows the performance of the classification procedures applied

to datasets, for which 10 non- and 10 differentially expressed genes are correlated

with a correlation coefficient of 0.9 (setting S2 in Table 7.1). The treatment effect for

this setting is kept constant at 0.5. For other settings (S1, S3, and S4), in which a

correlation between various subsets of differentially and non-differentially expressed

genes and/or a proportional increased treatment effect was assumed, similar results

have been observed. This is demonstrated in Figure 7.4 for p=10.

The number of genes selected (Table 7.1) and the performance of the classification

procedures are quite similar to those observed for setting S0 without correlated genes

(see Figure 7.2). LDA and SVM do seem to perform a bit better for the optimal

value of p. They are however still very sensitive to the inclusion of non-differentially

expressed genes in the classification procedure.

7.2.2 Small Training Dataset

When the training dataset contains only 20 arrays, the misclassification rates for

all methods substantially increase and do not fall below 20% for any p (Figure 7.3,

panel b, and Figure 7.4). This can be attributed to the fact that in this case, the

BW-criterion has a low power to select truly differentially expressed genes, as can be

seen from Table 7.1 (right column). Apart from that, similar conclusions regarding

the performance of various methods can be drawn as in the case of a large training

dataset. For instance, with a suitable choice of p, RF and DLDA perform in general

better than the other methods (see Figure 7.3, panel b).

7.3 Discussion

Simulations allow to overcome limitations related to the use of real-life data. For

instance, we were able to investigate the performance of the classification methods in

many controlled settings. On the other hand, there are some limitations of a simu-

lation study. An important issue is whether the simulated data adequately capture

the complexity of microarray measurements. The distribution of real-life data used

as a basis for the simulations could be approximated by the normal distribution. In

general, this may not be the case. To deal with this issue, one might consider using

in the simulation study, e.g., a non-normal distribution. This is one of the topics

covered in the next chapter.
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Another issue is related to the computational complexity of such a study. Sim-

ulating the data and performing all the classification procedures on them is time

consuming. Extending the simulations by including more methods or simulating data

for more genes, more datasets, or more settings is therefore not trivial. For this rea-

son, in our study we chose for a limited, yet relevant from a practical point of view

(as documented by Van Breda et al. (2005a)), setting.

The results of the simulation study indicate that the performance of classifica-

tion methods for microarray experiments is optimal if the majority of genes used for

building of a classification rule are truly differentially expressed genes. Thus, gene

selection is a very important step. This finding is consistent with the results reported

by Lee et al. (2005) and Statnikov et al. (2005). The issue is explored in the next

chapter.

7.4 Concluding Remarks

The simulations suggest that random forests and DLDA are the methods, which

perform best when no correlation between gene-expression levels is present. For the

optimal choice of p, they achieve low misclassification rates, with DLDA performing

slightly better. On the other hand, when all genes are used, the increase of the rates

is smallest for these two methods, with RF showing a lower rate than DLDA. To a

large extent this is also true for the case when the expression levels for a subset of

genes are correlated.

This conclusion overlaps with the results reported by Dudoit et al. (2002) and Lee

et al. (2005). Good performance of DLDA, as compared with other methods, was

pointed out by Dudoit et al. (2002); Lee et al. (2005) found that DLDA performs well

compared to more sophisticated methods in a homogeneous dataset, and it usually

performs better than other classical classification procedures like LDA. Both Dudoit

et al. (2002) and Lee et al. (2005) reported that aggregating improves the performance

of trees; in the study of Lee et al. (2005) random forests gave the best results among

the tree methods when number of classes was moderate.

Our study also clearly indicates that, when the number of arrays available for

building of a classification rule is small, the performance of classification procedures

substantially deteriorates.



8
Gene Selection and

Classification Methods for

Microarrays: an Extension of

the Simulation Study

In the previous chapter, we compared the performance of several classification meth-

ods using simulated microarray data. The study supplements prior investigations that

were based on the use of real-life data (Dudoit et al., 2002; Lee et al., 2005; Statnikov

et al., 2005). The latter may capture the complexity of microarray measurements

more adequately, but simulated data are not limited to settings, for which data are

available. Furthermore, in simulations, the true classification, as well as the set of

truly differentially expressed genes, is known. Thus the misclassification rate can be

accurately determined.

In this chapter, we extend the previous simulation study in two directions. First

of all, the study was limited to one gene selection method prior to performing clas-

sification. Lee et al. (2005) found that the choice of the gene selection method has

much effect on the performance of the classification procedures. They considered

83
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four gene selection techniques combined with a number of classification methods, and

applied them to seven real-life datasets. In the present chapter, we incorporate 14

well-known selection methods into the simulation study to investigate their influence

on 11 classification procedures under several controlled scenarios. The gene selection

and classification methods are described in Section 6.1 and 6.2, respectively. There

are still other gene selection (linear models (Smyth, 2004), the TnoM score (Ben-Dor

et al., 2000), random forest based approach (e.g. Diaz-Uriarte and Alvarez de An-

dres, 2006)) and classification methods (LogitBoost (Dettling and Bhlmann, 2003),

BagBoosting (Dettling, 2004), Regular Discriminant Analysis (e.g. Guo et al., 2007)

that have been recently proposed. However, to keep the study feasible, we decided

not to include them in the simulations. We also do not consider dimension reduction

methods, like MAVE (Antoniadis et al., 2003) or PLS (Nguyen and Rocke, 2002a;

Boulesteix and Strimmer, 2007).

Secondly, in the study described in Chapter 7, the normal distribution has been

used as the underlying distribution in the simulation procedure. It has been shown

(Purdom and Holmes, 2005)), however, that gene-expression measurements obtained

from microarrays do not always follow the normal distribution. Thus, we consider the

symmetric Laplace distribution as a long-tailed alternative. Moreover, we also use

the asymmetric Laplace distribution.

The chapter is organized as follows. Section 8.1 contains details of the setup of the

second simulation study. The results are presented in Section 8.2. A short discussion

and concluding remarks are presented in Sections 8.3 and 8.4, respectively.

8.1 Simulation Study

For the second simulation study, we also use model (6.1), presented in Section 6.3,

to simulate the data. Some of the settings are, however, varied, as compared to the

study discussed in Chapter 7.

Selecting the genes and building the classifier is the most computationally intensive

part of the study, compared to the testing phase. Therefore, the size of the training

dataset was kept at 60 arrays, while that of the test datasets was increased to 100.

This improves the precision of the estimation of the misclassification rate, while the

extra cost added to the duration of the study is minimal.

For the real-life dataset described in Section 3.1.2, which is the basis of the sim-

ulation model, the normality assumption for the error terms εijg holds reasonably

well. Often, the distribution of microarray data has longer tails than the normal,
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or is somewhat asymmetric. One of the examples in Figure 6.1 demonstrates these

features to some extent. We wished to examine the effect of such a deviation on the

performance of the selection and classification methods. Purdom and Holmes (2005)

propose the use of the asymmetric Laplace distribution for microarray data. It is more

peaked compared to the normal distribution. We included in the study data simu-

lated from the symmetric and asymmetric Laplace distribution. This was achieved by

replacing the normal distribution, as described in Table 6.1, by L(0, σg) for the sym-

metric or AL(0, κ, σg) for the asymmetric Laplace distribution. The density function

of AL(θ, κ, σ) is given by

f(x) =

√
2

σ

κ

1 + κ2







exp(−
√

2κ
σ

|x − θ|) x ≥ θ,

exp(−
√

2
σκ

|x − θ|) x < θ,
(8.1)

while that of the symmetric Laplace distribution L(θ, σ) is obtained by putting κ

equal to 1.

The gene-specific scale parameter (σg) is the same as for the case with the normal

distribution (see Table 6.1). For the skewness parameter κ we chose values of 0.5

(skewed to the left) and 1.2 (skewed to the right). They are similar or a bit more

extreme than estimates found by Purdom and Holmes (2005) for several microar-

rays from published microarray experiments. Their estimates ranged between 0.792

to 1.174. To make sure we can study the effect of skewness on the selection and

classification methods, we made the asymmetry to the left a little bit more severe.

8.2 Results

In this section we present the results of the various selection and classification methods

in different settings, starting with data simulated from the normal distribution and

with a constant treatment effect. Further on, we investigate changes to the results

when considering other distributions or varying treatment effects.

8.2.1 Normally Distributed Data with a Constant Treatment

Effect

First, a comparison of the performance of the gene selection methods is made. It

can be evaluated in two ways: by the number of genes selected that are actually

differentially expressed or by the misclassification rate when combining the selection

methods with different classification procedures. This rate is calculated based on the
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Table 8.1: Median number of truly differentially expressed genes among a subset of

size p=10 and 40 selected by different methods. (C=constant and P=prop. increased

treatment effect)

εijg ∼ N(0, σ2) N(0, σ2) L(0, σ) AL(0, 0.5, σ) AL(0, 1.2, σ)

C P C C C

p 10 40 10 40 10 40 10 40 10 40

BS score 9 16 6 9 10 20 9 15 10 20

ECDF 4 12 2 6 7 19 3 10 5.5 18

Extval 9 15 7 9 10 20 9 14.5 10 20

Gini 9 14 6 8 10 19 8 12 10 18

Infgain 9 14 6 8 10 19 8 12 10 18

Maxmin 7 10 4 6 10 18 7 10 10 17

PAM 9 16 6 9 10 20 9 15 10 20

PS 9 15 7 9 10 20 9 14 10 20

SAM 10 16 7 10 10 20 9 15 10 20

Summin 8 13 5 8 10 19 8 12 10 19

Sumvar 9 14 6 8 10 19 8 12 10 18

Ttest 9 15 7 10 10 20 9 14 10 20

Twoingr 9 14 6 8 10 19 8 12 10 18

Wilc 9 15 7 9 10 20 9 15 10 20

number of misclassified arrays divided by total number of arrays (100) in the test

dataset.

The gene selection methods were applied to the simulated training datasets to

obtain subsets of genes of varying sizes (p=2, 5, 10, 20, 40, 200, 2000). Table 8.1

shows the median numbers of the truly differentially expressed genes among the p=10

or 40 selected genes. Though many methods result in similar numbers, some patterns

can be observed. Certain impurity measures, especially Maxmin, do not perform as

well as some of the other methods. ECDF seems by far the least desirable method.

Furthermore, there is no obvious winner, though SAM appears to perform consistently

slightly better than all other methods.
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Figure 8.1: Box plots for the misclassification rates (vertical axis) of various classi-

fication methods using p=5 genes selected by different selection methods (horizontal

axis). Setting: normally distributed data with a constant treatment effect. [1: Ttest,

2: Wilc, 3: SAM, 4: PAM, 5: PS, 6: BC-score, 7: ECDF, 8: Infgain, 9: Twoingr,

10: Summin, 11: Maxmin, 12: Gini, 13: Sumvar, 14: Extval]

In a next step, we evaluate the gene selection methods when combined with differ-

ent classification procedures. For demonstration purposes, the results for p=5, 10, and

200 were chosen and are displayed in Figures 8.1-8.3. The figure contains box plots of

the misclassification rates, computed over the 100 simulated training datasets. First

of all, a comparison between the results for p=5, 10, and 200 reveals the importance of

proper gene selection. When a lot of noise (genes that are not differentially expressed)

is present, the performance of most classification methods (except for tree methods)

weakens. This conclusion is supported by the results of the simulation study discribed

in Chapter 7. Furthermore, no gene selection method is clearly outperforming all the

others. On the other hand, ECDF performs consistently bad.

For the classification trees, all gene selection methods are performing similarly,

except for SAM, BC-score, and ECDF. ECDF leads in general to poor results. The

other two fail mainly when a relatively low number of genes is selected. The choice

of the best gene selection method seems to depend on the classification method used

and the number of selected genes. When the value of p becomes larger, the difference
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Figure 8.2: Box plots for the misclassification rates (vertical axis) of various classi-

fication methods using p=10 genes selected by different selection methods (horizontal

axis). Setting: normally distributed data with a constant treatment effect. [1: Ttest,

2: Wilc, 3: SAM, 4: PAM, 5: PS, 6: BC-score, 7: ECDF, 8: Infgain, 9: Twoingr,

10: Summin, 11: Maxmin, 12: Gini, 13: Sumvar, 14: Extval]

between the methods fades.

The results for kNN are similar. SAM, BC-score, and ECDF are not recommend-

able. There is, however, more variation between the other methods, also for large

values of p. The best methods appear to be Wilc, PS, PAM, Ttest (=BW), and

Extval.

For the different forms of discriminant analysis and SVM, the best methods are

also Wilc, PS, PAM, Ttest (=BW), and Extval, while Maxmin, SAM, BC-score,

and ECDF perform rather poorly. However, in contrast to the tree methods and

kNN, ECDF improves on several methods when p is quite large (p ≥ 200), while the

performance of Extval weakens.

Next to gene selection, we can also re-examine the performance of the classifi-

cation methods, particularly for the optimal selection procedures (Figures 8.4). In

Chapter 7, we only considered one SVM method based on a linear kernel. In the cur-

rent study, two other kernels are considered, the polynomial and radial. It appears

that the polynomial SVM gives the poorest results of the three. The radial SVM
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Figure 8.3: (Box plots for the misclassification rates (vertical axis) of various classifi-

cation methods using p=200 genes selected by different selection methods (horizontal

axis). Setting: normally distributed data with a constant treatment effect. [1: Ttest,

2: Wilc, 3: SAM, 4: PAM, 5: PS, 6: BC-score, 7: ECDF, 8: Infgain, 9: Twoingr,

10: Summin, 11: Maxmin, 12: Gini, 13: Sumvar, 14: Extval]

mostly outperforms the linear SVM, except when a large number of genes is used for

classification. The difference between the radial and linear SVM fades or even reverts

when p increases to 2000 (Figure 8.5). The bad performance of the polynomial SVM

manifests itself then even clearer.

In general, the radial SVM does not outperform some of the other classification

methods. Considering all gene selection procedures, DLDA is one of the best methods.

Random Forrest is not doing so bad either, especially when the number of genes is

large (p ≥ 200, see Figures 8.3 and 8.5). In that particular case, it is outperforming

all other methods. Furthermore LDA, DQDA, and the radial SVM work reasonably

well.

8.2.2 Other Settings

The performance of the selection and classification methods was also investigated for

data with a proportionally increased treatment effect and with other distributional

assumptions for the error term εijg . Table 8.1 displays the mean number of truly dif-
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Figure 8.4: Box plots for the misclassification rates (vertical axis) of various classifi-

cation methods (horizontal axis) using p genes selected by different selection methods.

Setting: normally distributed data with a constant treatment effect. [1: Tree, 2: Tree

(Bagging), 3: Tree(Boosting), 4: Random Forest, 5: kNN, 6: LDA, 7: DLDA, 8:

DQDA:, 9: Linear SVM, 10: Polynomial SVM, 11: Radial SVM]
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Figure 8.5: Box plots for the misclassification rates (vertical axis) of various classi-

fication methods (horizontal axis) using p=2000 genes. Setting: normally distributed

data with a constant treatment effect. [1: Tree, 2: Random Forest, 3: kNN, 4: LDA,

5: DLDA, 6: DQDA:, 7: Linear SVM, 8: Polynomial SVM, 9: Radial SVM]

ferentially expressed genes for all settings. The comparison between different selection

methods appears quite similar under the different assumptions. There is, however,

some variability over the settings with different distributional assumptions. When

considering a proportionally increased treatment effect or εijg ∼ AL(0, 0.5, σ), less

significant genes are selected, as compared to the setting with a constant treatment

effect and εijg ∼ N(0, σ2). This is the case for all considered methods. The opposite

is true when εijg ∼ L(0, σ) or AL(0, 1.2, σ).

The results for the case of proportionally increased treatment effect are quite

intuitive and were also seen in the previous study (see Table 7.1). The smaller the

treatment effect on the gene, the less likely that gene will be picked up by any of the

methods. Thus, when the effect ranges between 0.125 and 0.5, fewer significant genes

will be detected compared to the situation where the effect is constant and equal to

0.5.

Explanation of the results obtained for the Laplace distribution is a bit more

difficult. The size of the log-ratios of the two channels depends, apart from the dye

and treatment effect, on the difference between the error terms of model (6.1) that

generates the ratios. When this difference has the sign opposite to the treatment

effect, it will make it more difficult or even impossible to pick up the treatment effect.

We therefore need to examine the distribution of εi1g − εi2g. Table 8.2 contains

some basic properties (variance and kurtosis) of fX−Y (z). Figure 8.6 displays these

distributions for the case where σ2=1. When X, Y ∼ L(0, σ), or AL(0, 1.2, σ),
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Figure 8.6: fX−Y (z) where X and Y are normally distributed (resp. Laplace, left

skewed Laplace (κ=0.5), right skewed Laplace(κ=1.2)) with variance=1.

fX−Y (z) has a similar variance, but a higher kurtosis than when X, Y ∼ N(0, σ2).

Therefore, the distribution is more peaked with the same spread. Thus, it has more

weight near zero and in the tails. However, the probability of getting a value in

the tails is quite small, and values close to zero have less chance of diminishing the

treatment effect to the point where it is not detected anymore. This explains why error

terms with a symmetric or right skewed asymmetric Laplace distribution allow for a

better detection of the significant genes than when the error terms follow the normal

distribution. The opposite is true when X, Y ∼ AL(0, 0.5, σ): fX−Y (z) is more

peaked than when X, Y ∼ N(0, σ2), but also has more variability (see Figure 8.6).

The chance of getting values in the tails of this distribution is not so small in this

case. It thus explains why fewer of the significant genes are detected.

Table 8.2: Variance and kurtosis of fX−Y (z).

X, Y ∼ Variance Kurtosis

N(0, σ2) 2σ2 0

L(0, σ) 2σ2 1.5

AL(0, 0.5, σ) 4.26σ2 2.67

AL(0, 1.2, σ) 2.14σ2 1.68
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(a) Random Forest (p = 10) (b) Random Forest (p = 200)

(c) DLDA (p = 10) (d) DLDA (p = 200)

(e) Radial SVM (p = 10) (f) Radial SVM (p = 200)

Figure 8.7: Median misclassification rates for several classification methods using p

genes selected by various gene selection methods (horizontal axis) and for different

settings. Setting 1 and 2: normally distributed data with constant (resp. proportion-

ally increased) treatment effect; setting 3, 4 and 5: symmetric (resp. asymmetric with

skewness parameter κ=0.5 and κ=1.2) Laplace distributed data. [1: Ttest, 2: Wilc, 3:

SAM, 4: PAM, 5: PS, 6: BC-score, 7: ECDF, 8: Infgain, 9: Twoingr, 10: Summin,

11: Maxmin, 12: Gini, 13: Sumvar, 14: Extval]
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(a) Ttest (p=10) (b) Ttest (p=200)

(c) Wilc (p=10) (d) Wilc (p=200)

(e) PAM (p=10) (f) PAM (p=200)

(g) PS (p=10) (h) PS (p=200)

(i) Extval (p=10) (j) Extval (p=200)

Figure 8.8: Median misclassification rates for various classification methods (hori-

zontal axis) using p genes selected by several gene selection methods and for different

settings. Setting 1 and 2: normally distributed data with constant (resp. proportion-

ally increased) treatment effect; setting 3, 4 and 5: symmetric (resp. asymmetric

with skewness parameter κ=0.5 and κ=1.2) Laplace distributed data. [1: Tree, 2:

Tree (Bagging), 3: Tree(Boosting), 4: Random Forest, 5: kNN, 6: LDA, 7: DLDA,

8: DQDA:, 9: Linear SVM, 10: Polynomial SVM, 11: Radial SVM]
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Figures 8.7 and 8.8 display median misclassification rates for various classifica-

tion methods combined with different gene selection procedures. The shift between

the curves representing a certain setting is directly related to the variability of the

mean/median number of detected significant genes over the different settings seen in

Table 8.1 and discussed above. Only small differences are noticeable when compar-

ing profiles for different settings. Some deviations can, for instance, be seen in the

right column of Figure 8.8. In several settings, the linear SVM outperforms DLDA

and DQDA for p=200, while for others the reverse is true. However, in general the

results are not substantially or consistently affected by proportionally increasing the

treatment effect, or by simulating data from the symmetric or asymmetric Laplace

distributions.

8.2.3 E- and P-Criteria

In Sections 8.2.1 and 8.2.2, gene selection based on the extreme-value distribution

has been used to rank the genes and to select a predefined number. However, the

method also includes two criteria for determining the proper number of genes to

select from the list, the E- and P-criteria (Section 6.2.4). Figure 8.9 displays the

median misclassification rates for various classification methods combined with all

considered gene selection methods, including the E- and P-criteria. For the methods

that do not determine the optimal number of genes (p) to select, several values of

p are considered. The E-criterion generally outperforms the P-criterion, except for

some classification methods where both give almost the same result. The E-criterion

also works quite well compared to other gene selection methods. It leads to the lowest

median misclassification rate, except when combined with a tree method. In that case

its performance is still very close to that of the best choice of gene selection method

and value of p.

8.3 Discussion

Given the complexity of microarray data, one probably should not expect that a

single gene selection or classification method will always outperform all the others.

It is therefore paramount to investigate relative merits of different procedures to find

out, in which settings which methods might be expected to work reasonably well.

Lai et al. (2005) compared a number of univariate and multivariate gene selection

algorithms across several cancer diagnostic problems. They did not detect any sig-

nificant improvement when employing multivariate gene selection techniques. They
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Figure 8.9: Median misclassification rates for various classification methods (horizon-

tal axis). For every classification method, the dots represent Ttest, Wilc, SAM, PAM,

PS, BC-score, ECDF, Infgain, Twoingr, Summin, Maxmin, Gini, Sumvar and Extval

and for values of p=2, 5, 10, 20, 40, 200 and 2000. Stars correspond to the E-criterion

and squares to the P-criterion. [1: Tree, 2: Tree (Bagging), 3: Tree(Boosting), 4:

Random Forest, 5: kNN, 6: LDA, 7: DLDA, 8: DQDA:, 9: Linear SVM, 10: Poly-

nomial SVM, 11: Radial SVM]

argue that this finding could be due to very limited sample size. However, in the

previous study (Chapter 7), we simulated correlation between certain genes. We also

did not find any pronounced effect of the correlation on the performance of the clas-

sification methods. With these findings in mind, and to keep the size of the study

manageable, we decided not to include multivariate gene-selection methods in our

simulation study. It is a topic for further research.

Using simulations, we can overcome some of the limitations encountered with

the use of real-life data. Many gene selection and classification methods can be

compared in controlled settings. Also, by using real-life data we can only obtain a

point estimator for the misclassification rate of a certain classification method. To

get an estimate of the variance, re-sampling techniques would be necessary. With

simulated data we directly obtain the distribution of the misclassification rate, with

the precision depending on the number of simulated datasets. Additionally, the true

classification, as well as the set of truly differentially expressed genes, are known.

Hence, we can evaluate the performance of the gene selection methods directly and
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study the link between the performance of the classification method and the number

of genes used for it that are truly differentially expressed.

The data used in our simulation study were simulated from a linear mixed model.

By considering the use of non-normal distributions, the symmetric and asymmet-

ric Laplace distribution, we tried to capture more closely the complexity of real-life

microarray measurements.

The study was designed for cDNA microarrays. Although it is difficult to predict

to what extent the conclusions can be generalized to oligonucleotide arrays, both plat-

forms have common features that may influence the gene selection and classification

methods in a similar way. For instance, in both cases a large number of genes is avail-

able for building a classifier and many of them may be uninformative. It is, therefore,

expected that the conclusions regarding the influence of the number of chosen genes

might apply to oligonucleotide arrays as well.

8.4 Concluding Remarks

Though there are differences between the gene selection methods, there is not a single

one that would outperform all others. Wilc, PS, PAM, Ttest (=BW) and Extval lead

to quite good results. The E-criterion is also worth noting. It works well most of

the time and does not require pre-defining the number of genes to select. On the

other hand, Maxmin, SAM, and BC-score are not performing as well as some of the

other methods. ECDF is found to be the least interesting. The ECDF method was

proposed to look for genes that might jointly discriminate between classes. For this

reason, it allows for a larger overlap between the classes than other gene selection

procedures. Its poorer performance seen in our simulations is therefore expected and

understandable.

When comparing the effect of different gene selection methods, it is not just a

matter of looking at how many truly differentially expressed genes a certain method

is able of detecting. The method that leads to the largest percentage of truly differen-

tially expressed genes (SAM) is not the method leading to the lowest misclassification

rate. It therefore seems important, which particular differentially expressed genes are

included in the subset, on which classification is based.

The best choice of the classification method does not appear to depend strongly on

the gene selection procedure. In general, DLDA and RF give the lowest misclassifica-

tion rates. DLDA is performing slightly better than RF, except when a large number

of genes is used. The radial SVM is clearly the best machine learning method. It is,
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however, in most cases not good enough to compete with DLDA.

In our simulations, introduction of longer tailed or asymmetric distributions for the

microarray data, or specification of a proportionally increased, instead of a constant,

treatment effect did not substantially affect the comparison between the different gene

selection and classification methods.



9
Case Study: Feature Selection

and Classification for Mass

Spectrometry Data

In Chapters 7 and 8, we study the performance of several gene selection and clas-

sification method for microarray data. A similar question can be posed for mass

spectrometry proteomic data. There exists a number of statistical methods to ana-

lyze such experiments. However, this leads to uncertainty regarding the procedure to

choose. To that effect, an international competition on mass spectrometry proteomic

diagnosis was organized by the Leiden University Medical Center in The Nether-

lands (Mertens, 2008a). They made one of their experimental datasets from a mass-

spectrometry-based proteomic study available to a number of invited participants.

The objective of the competition was to construct a diagnostic classification rule for

the allocation of future patients. A special issue of Statistical Applications in Genet-

ics and Molecular Biology (2008) has been devoted to reporting the details and the

results of the competition.

The mass spectrometry dataset was derived from a case-control experiment on

breast cancer. A serum sample was taken from a group of breast cancer patients and

from a healthy control group. A detailed description of the study can be found in

99
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Van der Werff et al. (2008).

The participants of the competition are listed in Mertens (2008b), which also

contains more information on the nature of competition. The participants were first

provided with a training datasets for building a classifier to allocate samples to the

breast cancer or to the control group. This dataset consisted of 153 spectra (samples),

76 for cases and 77 for controls. After the participants submitted a report containing,

among others, a description of their approach, the validation datasets of 78 samples, 39

cases and 39 controls, was sent out to the competitors without the corresponding case

labels. The results of the classification procedure applied to the validation datasets

were reported back to the organizers of the competition. They will evaluate the

results and perform a comparison between all the proposed methods. The results will

be published in the special issue of Statistical Applications in Genetics and Molecular

Biology.

Mass spectrometry data have several features in common with microarray data.

They are obtained through another platform, which measures protein-expression by

looking at relative peptide abundance directly, instead of measuring the mRNA quan-

tity. Mass spectrometry measurements are influenced by a number of systematic ef-

fects, and require pre-processing, as is the case for microarray data. Also, for both

technologies, the results of a classification procedure depend strongly on the feature

selection. The study of the feature selection and classification methods for a pro-

teomic dataset is thus an interesting extension of the results described in Chapters 7

and 8.

We attempted to pre-process the training mass spectrometry data before con-

structing a classification rule. Our aim was to select features of the spectra that

might be reasonably likely due to true biological signals (i.e., peptides). To construct

the classification rule, we considered using eight methods of choosing a subset of the

features, combined with seven classification methods. We assessed the performance

of the 56 (7 × 8) combinations by using a cross-validation procedure.

The chapter is organized as follows. In Section 9.1, we briefly discuss some ex-

amples, for which proteomic data were used to classify samples. Section 9.2 contains

a description of the pre-processing strategy and the approach used to select the op-

timal classification procedure. The results of the cross-validation study, undertaken

to select the classification procedure, are presented in Section 9.3. Section 9.4 con-

tains some concluding remarks. The content of this chapter is joint work with Dirk

Valkenborg and was published by Valkenborg et al. (2008).
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9.1 Classification by Using Proteomics Data

Analysis of protein content of samples can play an important role in disease diag-

nostics. For instance, Petricoin et al. (2002) used SELDI-TOF mass spectra to dis-

criminate between ovarian cancer and normal samples. They reported a construction

of a proteomic pattern that provided 100% sensitivity and 95% specificity. The esti-

mated values of sensitivity and specificity were impressive and the results deservedly

attracted a lot of attention. In 2004, the same team published results of an additional

analysis of the data, using a higher resolution technique called the hybrid quadrupole

time-of-flight (QqTOF) mass spectrometry (Conrads et al., 2004). Using the same

biological samples as Petricoin et al. (2002), they constructed a pattern capable of

achieving a 100% sensitivity and 100% specificity for identifying cancer from normal.

Reports as those just mentioned increase the interest in the use of protein mass

spectrometry for classification and diagnostic purposes. However, there are potential

pitfalls. Baggerly et al. (2004, 2005) re-examined the data of Petricoin et al. (2002)

and Conrads et al. (2004), and encountered problems with the reproducibility of the

results. One of the issues was that the classification rule constructed by Petricoin et al.

(2002) used features (intensity measurements at particular mass locations) of the mass

spectra found in the regions likely to be strongly affected by random noise. Moreover,

problems with baseline correction and calibration of the spectra were discovered,

that might have influenced the construction of the rule and the reproducibility of

its findings. This example clearly illustrates the need for a careful development of

methods that would allow to use mass spectrometry data for classification purposes.

Analyses performed by Baggerly et al. (2004, 2005) also clearly underline the im-

portance of pre-processing of mass spectra, aimed at the removal of systematic effects

(biases), before the use of the data for classification. For this reason, before attempt-

ing to build a classification rule, we did pre-process the proteomic data available for

the analysis.

9.2 Methodology

In this section we describe the pre-processing strategy and the approach used to select

the optimal feature selection/classification strategy.
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9.2.1 Pre-processing

The importance of pre-processing was motivated in Section 9.1. We used baseline

correction, dimensionality reduction, clustering for feature selection, and intensity

normalization. A brief description of the pre-processing steps is presented in this

section. More details can be found in Valkenborg et al. (2008).

The intensity values measured in a spectrum are used as a measure for the relative

abundance of a peptide in a sample. However, before the intensity measurements can

be used, the baseline shift (a shift in the intensity values due to noise) should be

removed. A rigid baseline correction was already performed on the data by the orga-

nizers of the competition. However, we could still detect small baseline fluctuation.

Regardless of the magnitude of the baseline variability, we choose to remove this effect

from the data before attempting any further analysis. To this aim, the baseline was

found by calculating (and subtracting from the intensity measurements) the median

value of the observed local minima in a spectrum. All negative values were truncated

at zero. The issue whether the small baseline fluctuations affected the classification

rule was not investigated. However, we argue that removing baseline effects is good

practice.

The provided spectra contained 11, 205 intensity measurements obtained by using

a variable binning window. This is a large number of potential variables that could be

used in a classification procedure. Some of the measurements are likely to be noise-

generated, though. To reduce the dimensionality of the problem, and in an attempt

to filter out noise, we first selected all the local maxima in a spectrum. There were

many low intense local maxima. These local maxima were assumed to be most likely

due to noise and were removed from the data by using a threshold of 0.005.

To additionally distinguish noise-generated peaks from those that might be due

to valid peptides, we assumed that the latter would manifest themselves as peaks

appearing in (almost) all spectra around the same mass-to-charge m/z-value. In

order to define the m/z location of the peptides, a bi-dimensional clustering algorithm

was used (Valkenborg et al., 2008). The main result of the procedure were the m/z

intervals corresponding to the resulting clusters. These intervals were used as defining

features – the location of peaks, whose intensity measurements were to be used in a

classification method.

Intensity measurements in a MALDI-TOF mass spectrum can be influenced by

many factors, like sample degradation, plate effect, laser intensity, matrix crystalliza-

tion, ionization efficiency of a peptide, and the absolute abundance of the peptide

in a sample. The latter is the main effect, which we want to capture: if there is a
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higher abundance of a peptide, then we want it to be reflected by the height of a

peptide peak. However, even for a constant peptide abundance, fluctuations in the

other factors can influence the value of the intensity measurement. For instance, a

higher amount of biological material spotted on a plate can lead to a higher total ion

count (TIC, the sum of all intensity values) of the baseline-corrected spectra. This

in turn might bias the comparison of peptide abundance across spectra. To correct

for the TIC fluctuations, the intensity values obtained for the features found by the

clustering algorithm, described in the previous paragraph, were standardized by using

the total ion count of a spectrum.

9.2.2 Feature Selection and Classification Procedures

In this section, we describe the approach that was applied to choose the feature se-

lection and classification procedure that would perform best for the type of data at

hand. We considered using one of eight different selection criteria. We allowed for the

selection of a subset of 10, 20, 30, 50, or all features, obtained after pre-processing

the data. Furthermore, we considered using one of seven classification methods. This

resulted into 280 (8 × 5 × 7) possible approaches. The choice of methods for feature

selection and classification was partially motivated by the results of simulations pre-

sented in Chapters 7 and 8 for a microarray setting. All the approaches were applied

to 1000 re-sampled data sets, and their misclassification error rate was estimated.

Feature Selection Methods

Most feature selection methods used in the study are among those presented in Sec-

tion 6.2. We considered Wilcoxon rank sum (Wilc), significance analysis of microar-

rays (SAM), prediction analysis for microarrays (PAM), extreme-value-distribution-

based gene/feature selection (Extval), between-within ratio (BW), prediction strength

(PS) and a statistical impurity measure (Gini).

One additional method was included in the study: a normal mixture (Mix). The

distribution of intensity measures for an individual feature (peptide) was assumed to

come from a mixture of two normal populations with a common variance. Assuming

that the true class of the spectrum was unknown, zij was an indicator variable that

equaled 1 or 0 if spectrum i was obtained for a case or control sample, respectively,

given feature j. Let I ′ij denote the standardized intensity of feature j in spectrum i.

The normal mixture model was formulated as follows:

I ′ij ∼ zijN(µ1j , σ
2
j ) + (1 − zij)N(µ0j , σ

2
j ). (9.1)
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Table 9.1: Priors for the normal mixture model.

Parameter Distribution

σ2
j gamma(0.0001, 0.0001)

µkj (k=0, 1) N(0, σ2
µ)

σ2
µ gamma(0.0001, 0.0001)

πj U(0, 1)

Note that zij was a latent classification variable assumed to be Bernoulli-distributed

with mixing probability πj (Congdon, 2003). The model was fitted using a Bayesian

approach. The priors for the model are presented in Table 9.1.

A spectrum was assigned to the class more frequently represented in the posterior

distribution of zij . This can be seen as corresponding to the choice of the class

according to whether the posterior mean of the probability πj is larger or smaller

than 50%.

The ranking of the features was based on misclassification error obtained from

comparing, for each feature, the true and predicted classes of the training spectra.

The model was fitted in R and WinBugs by using package R2WinBugs.

Classification Methods

The class prediction procedures investigated in the study included classical discrimi-

nant analysis techniques: LDA and DLDA; tree methods: classifitcation tree, bagging,

boosting and random forest; and machine learning methods: SVM with a linear and

radial kernel. The methods were described in detail in Section 6.1.

9.2.3 Cross-validation Study

To choose the best combination of a feature-selection method and a classification

procedure, we applied all the combinations to 1000 re-sampled data sets, and we

evaluated the misclassification error rate.

Each re-sampled dataset contained 50 spectra from the case-group and 50 spectra

from the control-group, randomly selected (without replacement) from the complete

set of 153 spectra. For these 100 spectra, treated as a training set, the pre-processing

steps, described in Section 9.2.1, were applied.
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Figure 9.1: Number of features found in the re-sampled datasets.

Figure 9.1 shows the number of features found in each of the re-sampled datasets.

On average, 82 features were selected. In the majority of cases, the same features were

consistently found in the 1000 re-sampled datasets. Note that, for the whole set of 153

spectra, 92 features were selected. Once the features were selected for the set of 100

spectra by the clustering algorithm, the corresponding intensity values were obtained

for the 53 remaining spectra, that were treated as the test set. The misclassification

error for each classification procedure was computed using the test set.

9.3 Results of the Feature Selection and Classifica-

tion Methods

In this section we present the results of the cross-validation study undertaken to select

the feature selection and classification procedure, and the results of the application

of the chosen procedure to the training dataset provided by the organizers of the

competition.

9.3.1 Cross-validation Study

The estimates of total misclassification error obtained for the 280 combinations of

feature-subset selection and classification methods by applying them to the 1000 re-

sampled datasets are displayed in Table 9.2. For each method the mean misclassifi-

cation rate and its standard deviation were calculated.
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Table 9.2: (Part 1) Mean misclassification rate (standard deviation) for the method

selection.

Clas. Selec. Number of selected features p

proc. crit. 10 20 30 50 all

B
a
g
g
in

g

Wilc 0.236 (0.051) 0.215 (0.051) 0.212 (0.051) 0.204 (0.051) 0.195 (0.053)

SAM 0.239 (0.051) 0.214 (0.052) 0.205 (0.051) 0.193 (0.052) 0.195 (0.053)

PAM 0.235 (0.054) 0.213 (0.052) 0.202 (0.052) 0.193 (0.052) 0.195 (0.053)

PS 0.238 (0.051) 0.212 (0.054) 0.207 (0.052) 0.196 (0.053) 0.195 (0.053)

BW 0.239 (0.051) 0.217 (0.054) 0.209 (0.052) 0.195 (0.052) 0.195 (0.053)

Gini 0.235 (0.054) 0.209 (0.052) 0.198 (0.053) 0.193 (0.053) 0.195 (0.053)

Extval 0.236 (0.051) 0.214 (0.054) 0.209 (0.052) 0.196 (0.052) 0.195 (0.053)

Mix 0.220 (0.055) 0.209 (0.055) 0.205 (0.056) 0.197 (0.054) 0.195 (0.053)

B
o
o
st

in
g

Wilc 0.210 (0.049) 0.206 (0.050) 0.204 (0.050) 0.201 (0.051) 0.199 (0.051)

SAM 0.215 (0.049) 0.205 (0.051) 0.201 (0.051) 0.200 (0.051) 0.199 (0.051)

PAM 0.232 (0.054) 0.223 (0.055) 0.203 (0.052) 0.199 (0.051) 0.199 (0.051)

PS 0.211 (0.049) 0.205 (0.050) 0.201 (0.051) 0.199 (0.051) 0.199 (0.051)

BW 0.212 (0.049) 0.206 (0.051) 0.202 (0.050) 0.199 (0.051) 0.199 (0.051)

Gini 0.211 (0.050) 0.202 (0.051) 0.199 (0.052) 0.1996 (0.056) 0.199 (0.051)

Extval 0.211 (0.049) 0.205 (0.051) 0.202 (0.051) 0.200 (0.056) 0.199 (0.051)

Mix 0.233 (0.059) 0.228 (0.060) 0.221 (0.060) 0.198 (0.051) 0.199 (0.051)

R
F

Wilc 0.221 (0.047) 0.198 (0.0476) 0.194 (0.047) 0.1877 (0.048) 0.180 (0.048)

SAM 0.223 (0.049) 0.199 (0.049) 0.190 (0.048) 0.182 (0.047) 0.180 (0.048)

PAM 0.220 (0.052) 0.1997 (0.050) 0.190 (0.045) 0.183 (0.046) 0.180 (0.048)

PS 0.222 (0.047) 0.199 (0.049) 0.191 (0.048) 0.183 (0.047) 0.180 (0.048)

BW 0.223 (0.049) 0.203 (0.050) 0.193 (0.049) 0.184 (0.047) 0.180 (0.048)

Gini 0.221 (0.051) 0.191 (0.049) 0.183 (0.048) 0.181 (0.047) 0.180 (0.048)

Extval 0.220 (0.048) 0.199 (0.050) 0.192 (0.049) 0.183 (0.048) 0.180 (0.048)

Mix 0.208 (0.053) 0.194 (0.052) 0.190 (0.052) 0.172 (0.047) 0.180 (0.048)

L
D

A

Wilc 0.207 (0.049) 0.213 (0.053) 0.210 (0.060) 0.207 (0.059) 0.311 (0.071)

SAM 0.207 (0.050) 0.198 (0.052) 0.189 (0.055) 0.196 (0.057) 0.311 (0.071)

PAM 0.188 (0.047) 0.189 (0.053) 0.186 (0.052) 0.195 (0.057) 0.311 (0.071)

PS 0.207 (0.050) 0.199 (0.053) 0.196 (0.056) 0.202 (0.058) 0.311 (0.071)

BW 0.211 (0.050) 0.202 (0.054) 0.197 (0.056) 0.202 (0.057) 0.311 (0.071)

Gini 0.207 (0.051) 0.197 (0.054) 0.178 (0.057) 0.195 (0.056) 0.311 (0.071)

Extval 0.207 (0.049) 0.202 (0.054) 0.196 (0.056) 0.203 (0.058) 0.311 (0.071)

Mix 0.208 (0.057) 0.202 (0.057) 0.197 (0.055) 0.212 (0.059) 0.311 (0.071)
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Table 9.2: (Part 2) Mean misclassification rate (standard deviation) for the method

selection.

Clas. Selec. Number of selected features p

proc. crit. 10 20 30 50 all

D
L
D

A

Wilc 0.197 (0.051) 0.202 (0.053) 0.208 (0.054) 0.203 (0.051) 0.205 (0.051)

SAM 0.205 (0.051) 0.201 (0.052) 0.196 (0.052) 0.201 (0.050) 0.205 (0.051)

PAM 0.213 (0.051) 0.198 (0.053) 0.195 (0.051) 0.200 (0.050) 0.205 (0.051)

PS 0.194 (0.051) 0.202 (0.054) 0.204 (0.054) 0.201 (0.051) 0.205 (0.051)

BW 0.200 (0.052) 0.205 (0.055) 0.205 (0.054) 0.201 (0.051) 0.205 (0.051)

Gini 0.206 (0.054) 0.193 (0.054) 0.197 (0.054) 0.201 (0.051) 0.205 (0.051)

Extval 0.193 (0.050) 0.202 (0.054) 0.204 (0.054) 0.201 (0.051) 0.205 (0.051)

Mix 0.231 (0.059) 0.225 (0.058) 0.215 (0.059) 0.212 (0.055) 0.205 (0.051)

L
in

ea
r

S
V

M

Wilc 0.205 (0.047) 0.192 (0.052) 0.178 (0.052) 0.175 (0.052) 0.154 (0.049)

SAM 0.206 (0.048) 0.181 (0.051) 0.170 (0.050) 0.158 (0.049) 0.154 (0.049)

PAM 0.198 (0.048) 0.173 (0.050) 0.170 (0.049) 0.156 (0.048) 0.154 (0.049)

PS 0.204 (0.047) 0.186 (0.050) 0.177 (0.050) 0.162 (0.050) 0.154 (0.049)

BW 0.205 (0.048) 0.189 (0.051) 0.178 (0.051) 0.163 (0.051) 0.154 (0.049)

Gini 0.207 (0.049) 0.183 (0.053) 0.158 (0.051) 0.160 (0.049) 0.154 (0.049)

Extval 0.204 (0.048) 0.186 (0.050) 0.176 (0.049) 0.161 (0.051) 0.154 (0.049)

Mix 0.204 (0.055) 0.188 (0.055) 0.179 (0.054) 0.179 (0.053) 0.154 (0.049)

R
a
d
ia

l
S
V

M

Wilc 0.208 (0.050) 0.198 (0.050) 0.190 (0.051) 0.180 (0.049) 0.171 (0.046)

SAM 0.212 (0.051) 0.187 (0.050) 0.177 (0.049) 0.172 (0.046) 0.171 (0.046)

PAM 0.211 (0.052) 0.186 (0.049) 0.173 (0.045) 0.170 (0.046) 0.171 (0.046)

PS 0.208 (0.049) 0.189 (0.052) 0.182 (0.050) 0.172 (0.047) 0.171 (0.046)

BW 0.210 (0.050) 0.194 (0.053) 0.184 (0.051) 0.173 (0.047) 0.171 (0.046)

Gini 0.213 (0.052) 0.180 (0.053) 0.168 (0.049) 0.170 (0.045) 0.171 (0.046)

Extval 0.205 (0.049) 0.190 (0.052) 0.183 (0.051) 0.173 (0.047) 0.171 (0.046)

Mix 0.212 (0.055) 0.193 (0.052) 0.177 (0.050) 0.168 (0.046) 0.171 (0.046)

Instead of using the pre-determined number p of “best” scoring features, one

could use the E- or P-criterion to select it automatically (see Section 6.2.4). Table 9.3

presents the results obtained using the two criteria for all classification procedures

listed in Table 9.2. The E-criterion leads in general to a lower misclassification rate

as compared to the P-criterion. The former performs optimal in combination with

RF or the linear SVM. However, a lower misclassification rate can be obtained by

using all the 92 features as input for the linear SVM.
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Table 9.3: Mean misclassification error rate (standard deviation) for the E- and P-

criteria.

Classification procedure E-criterion P-criterion

Bagging 0.202 (0.051) 0.222 (0.050)

Boosting 0.201 (0.051) 0.210 (0.049)

RF 0.170 (0.047) 0.210 (0.046)

LDA 0.193 (0.057) 0.204 (0.051)

DLDA 0.204 (0.053) 0.200 (0.054)

Linear SVM 0.172 (0.050) 0.196 (0.048)

Radial SVM 0.178 (0.048) 0.200 (0.050)

It is worth noting that for the vast majority of the considered approaches the

misclassification error decreases with the increasing number of selected features, and

it achieves its minimum (except for LDA and DLDA) if all p = 92 features are selected

for building a classification rule. Based on the simulation study in a microarray

context, we reported in Chapter 7 that, for the methods considered in that study,

there was a clear dependence of the average misclassification rate on p, the number of

selected features. Using too few or too many features increased the misclassification.

Hence, there might be an optimal value of p that might lead to the best performance

of a classification procedure. From this point of view, Tables 9.2 and 9.3 suggest that

the optimum choice is the use for the classification purposes of all the available 92

features, because using less features leads to an increase of the misclassification rate.

In this case, the choice of the method of feature-subset selection is irrelevant. It is

worth noting, though, that in general, different methods of feature-subset selection

give similar results for each classification procedure.

Furthermore, when all p = 92 features are considered for building a classifica-

tion rule, the minimum misclassification error is obtained for the linear kernel SVM.

This approach was therefore selected to be applied to the test data provided by the

organizers of the competition.

In the case of the linear kernel SVM, the use of PAM for a subset of 50 features

might have been also considered (see Table 9.2, part 2). However, given the afore-

mentioned argumentation for choosing all the features, confirmed by a slightly lower

misclassification error, we decided not to use PAM on 50 features.
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Table 9.4: Classification results for leave-one-out cross-validation.

True class

Predicted class 0 1

0 67 14

1 10 62

9.3.2 Application of Linear SVM to the Training Data

The linear kernel SVM was applied to the pre-processed training dataset of 153 spec-

tra. Forty-eight spectra (24 of each class) where selected as support vectors. When

the classifier was applied to the whole set of 153 training spectra, a perfect classifica-

tion was reached. The total error rate was therefore 0 and both the sensitivity and

the specificity of the classifier were estimated at 100%.

The error rate was also estimated using leave-one-out cross-validation. That is,

each spectrum was removed from the dataset, the classification method was applied

to the remaining spectra, and the class prediction was obtained for the removed

spectrum. The results are presented in Table 9.4. The total error rate was estimated

to equal 24/153 = 0.1569, with the sensitivity and specificity equal to 67/77 = 0.8701

and 62/76 = 0.8158, respectively. Note that the estimated error rate is very close to

the estimate reported in Table 9.2.

We do not report the results of the application of the linear SVM to the validation

datasets. This is because the class labels have not been made available to us. The

results are evaluated by the organizers of the competition and will be reported in the

special issue of Statistical Applications in Genetics and Molecular Biology.

9.4 Discussion

As mentioned in the Introduction, classification of samples by using mass spectra

requires a careful consideration of various sources of bias. For instance, a removal of

systematic effects like, e.g., a varying baseline on the intensity scale, or miscalibration

of mass-to-charge coordinates, needs to be performed. An important step is also

a selection of features of the spectra that are likely due to true biological signal

(peptides). To this aim, chemical-knowledge-based peak finding methods might be

used (Valkenborg et al., 2007). In this way, the selection of noise-generated spectrum
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features for building a classification rule might be avoided.

We believe that a careful pre-processing of mass spectra is a key to developing a

successful classification procedure. From this point of view, one should start from raw

data and apply the methods of choice aimed at removal of various biases. Note that

some methods (e.g., non-linear removal of baseline) make it impossible to retrieve raw

data from the pre-processed ones (Baggerly et al., 2004). This was the case of the

data made available to the participants of the competition. It would be of interest to

investigate whether using the raw data might improve the reported results.

The study described in this chapter shows that the feature selection methods

presented in Section 9.2.2, which were invaluable for microarray classification experi-

ments, were not necessary for the mass spectrometry data. The reason lies most likely

in the applied pre-processing procedure. For mass spectrometry, the latter already

contained a feature selection step, the bi-dimensional clustering algorithm. It appears

that this algorithm makes further feature selection redundant.

9.5 Concluding Remarks

In the current study we attempted to compare several classification methods by esti-

mating their misclassification error rate after applying the methods to 1000 re-sampled

datasets. The results were pointing favorably toward the linear kernel SVM, with the

radial kernel SVM and RF as the next best alternatives.

Interestingly, some of these findings are similar to those observed for a microarray

context, while others differ. As discussed in the previous section, feature selection

methods were not necessary for mass spectrometry data. This is probably the reason

why the E-criterion did not achieve the best classification results, as was the case

with microarrays (see Section 8.2.3).

For both platforms, DLDA, RF, and the radial SVM were the best performing

classification methods. However, for microarrays, DLDA and RF appeared to be

preferable (see Section 7.2) , while for mass spectrometry, the radial SVM appears to

do slightly better (see Section 9.3.1). It would be of interest to check whether these

slightly different conclusions can be confirmed and related to the different nature of

the mass spectrometry and microarray data. This is a topic for future research.
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10
A Laplace Distribution-based

Two-stage ANOVA Model

Microarrays have been around since the early nineties. Though the technology has

evolved quite a bit since then, some of the problems, inherent to a microarray ex-

periment, are still present. Typically, such an experiment leads to vast amounts of

data needing to be analyzed. Unfortunately, the data available per gene are generally

limited. Due to the high cost of a single slide, the number of arrays available to a

researcher tends to be small.

In addition, the technology itself is not without problems. Various stages of the ex-

periment are vulnerable to inclusion of systematic variability, originating from sources

other than the difference between the samples. The attachment of microscopic DNA

spots to the slides and the hybridization with the mRNA samples poured over them

are quite delicate processes. Therefore, intensity measurements vary across the arrays

and from spot to spot. For cDNA experiments, different fluorescent dyes are used to

label the samples, which is another source of variability. The settings of the scanner

used to capture the intensity of a particular dye may also play a role. All these factors

have to be taken into account when comparing gene-expression of different samples.

Therefore, basic test statistics for group comparisons are in most cases inadequate.

Kerr et al. (2000) have proposed an ANOVA model to analyze microarray data.

113
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The model takes into account several of the systematic sources of variability present

in this type of data. The error terms of the model are assumed to be independent and

identically distributed. In this chapter, we investigate the use of ANOVA models with

a Laplace-distributed error term to analyze microarray data. The models are fitted by

using procedure NLMIXED in SAS 9.1.3. The technique is applied to the vegetable

diet studies presented in Section 3.1. We discuss a number of issues related to the use

of this type of models. The focus of this chapter is concentrated on cDNA microarrays;

however, the technique can be applied to other platforms as well, provided that the

distributional assumption is fulfilled.

The chapter is organized as follows. Section 10.1 contains details about the Laplace

distribution. In Section 10.2, we describe the methodology involved in fitting the

Laplace model. Section 10.3 contains examples of the method applied to real-life

microarray case studies.

10.1 Properties of the Laplace Distribution

The symmetric Laplace distribution, also known as the double exponential distribu-

tion or the first law of Laplace, is commonly noted by L(θ, σ), where θ ∈ (−∞,∞)

is the location parameter and σ > 0 is the scale parameter. The density function is

given by

f(x) =
1√
2σ

exp

(

−
√

2 |x − θ|
σ

)

. (10.1)

The distribution can be generalized to the asymmetric case by the inclusion of a

skewness parameter. In literature, several parameterizations are used to describe

the asymmetric Laplace distribution. The two most commonly used notations are

AL(θ, µ, σ) and AL(θ, κ, σ), with κ > 0 (Purdom and Holmes, 2005). The relation

between skewness parameters µ and κ is as follows:

µ =
σ√
2

(

1

κ
− κ

)

. (10.2)

The density function of the asymmetric Laplace distribution is given by (Kotz et al.,

2001)

f(x) =
1

γ
exp

[

−|x − θ|
σ2

{γ − µ sign(x − θ)}
]

, (10.3)

γ =
√

µ2 + 2σ2, (10.4)

where sign(z) indicates the sign of z.
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It can be shown (Appendix A) that this function is equivalent to the formulation

given in (8.1). The symmetric case can be derived from (10.3) by putting κ = 1 or

µ = 0. Furthermore, the distribution can be standardized with respect to the location

and scale parameters as follows:

X ∼ AL (θ, µ, σ) , (10.5)

X − θ

σ
∼ AL

(

0,
µ

σ
, 1
)

. (10.6)

The log-likelihood function for a sample of n independent, identical random variables

distributed according to the Laplace distribution, given in (10.3), is

LL(θ, µ, σ) =

n
∑

i=1

[

− log γ − |xi − θ|
σ2

{γ − µ sign(xi − θ)}
]

. (10.7)

Using the following definitions:

I(A) =







1 A is true,

0 A is false,
(10.8)

α(θ) =
1

n

n
∑

i=1

(Xi − θ) I(Xi > θ), (10.9)

β(θ) =
1

n

n
∑

i=1

(Xi − θ) I(Xi < θ), (10.10)

the maximum likelihood estimates, obtained from the log-likelihood (10.7), can be

expressed as follows (Purdom and Holmes, 2005; Kotz et al., 2001):

θ̂ = argminθ

{

1

n

n
∑

i=1

|Xi − θ| + 2
√

α(θ)β(θ)

}

, (10.11)

σ̂ =
√

2
4

√

α(θ̂)β(θ̂)

(
√

α(θ̂) +

√

β(θ̂)

)

, (10.12)

µ̂ = X̄ − θ̂. (10.13)

The estimation of the variance-covariance matrix of the maximum likelihood es-

timates is usually based on the inverse of the negative observed Hessian matrix. The

latter contains the second-order partial derivatives of the log-likelihood function. For

the symmetric Laplace distribution (µ = 0) and the log-likelihood defined in (10.7),

it takes the following form:

H =













0

n
∑

i=1

{√
2

σ2
sign(xi − θ)

}

n
∑

i=1

{√
2

σ2
sign(xi − θ)

}

n
∑

i=1

{

1

σ2
− 2

√
2 |xi − θ|

σ3

}













. (10.14)
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However, the matrix is not positive definite, as its determinant is always negative.

The inverse of the negative Hessian matrix is, therefore, also not positive definite.

Thus, it does not produce valid estimates of the variance-covariance matrix.

10.2 The Two-stage ANOVA Model with a Laplace

Error Distribution

The process of removing systematic effects from microarray data consists of several

steps. They are discussed in detail in Chapter 4. The first step usually involves ap-

plying a logarithmic transformation to the intensity measurements, or other transfor-

mations that can eliminate non-linear effects on the log-scale (Munson, 2001; Durbin

et al., 2002; Huber et al., 2002; Cui et al., 2003; Van Sanden and Burzykowski, 2006).

Many of the remaining sources of variation can be taken into account using an ANOVA

model, as proposed by Kerr et al. (2000). An example of such a model on the log-scale

is as follows:

log(Yijksgm) = µ+Ai+Dj+Tk+Gg+AGig+DGjg+TGkg+SGisg+εijksgm, (10.15)

where Yijksgm are the signal intensity measures, µ is the overall mean, Ai, Dj , and Gg

represent the effect of the ith array (i = 1, 2, ..., ni), the jth dye (j = 1, 2), and gene

g (g = 1, 2, ... G), respectively. Tk stands for the overall effect of treatment or group

k (k = 1, ..., K). AGjg , DGjg , and TGkg represent, respectively, the gene-specific

array, dye, and treatment effects, while SGisg stands for the gene-specific spot effect

nested within an array. The error terms εijksgm are assumed to be independent and

identically distributed with mean 0.

Due to the enormous amount of parameters, it is practically impossible to fit the

model in one step. Instead, the model is split up into two stages (Wolfinger et al.,

2001): a normalization model and a gene-specific model. In Chapters 4 and 5, the

models have been used to first normalize and, subsequently, to analyze microarray

data.

The normalization model, derived from (10.15), takes the following form:

log(Yijksgm) = µ + Ai + Dj + Tk + ξijksgm . (10.16)

All the effects shared by the genes are thus removed from the data. The estimated

residuals of this model, noted by Rijksgm, are used for the second stage, the gene-

specific model. In this stage, the following model is fit for each gene separately:

Rijksgm = η + Ai + Dj + Tk + Sis + εijksgm . (10.17)
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A commonly made assumption regarding the error terms, ξijksgm and εijksgm,

is that they follow the normal distribution. However, this is not always the case.

Purdom and Holmes (2005) indicate that the distribution of the residuals often tends

to be heavy-tailed and/or exhibits skewness of varying degrees.

Instead of relying on the normality assumption, a possible solution is to turn

to bootstrap techniques (Efron and Tibshirani, 1986; Kerr et al., 2000). This is

practical when dealing with a moderate number of genes. To obtain enough precision

for a conclusion for a single test at the significance level of 5%, at least 19 bootstrap

samples are required. If we have to take into consideration the problem of multiple

comparisons for G genes, the number of bootstrap samples substantially increases. For

example, when using the Bonferroni correction for G=20,000 genes, approximately

400,000 bootstrap samples would be required to achieve enough percision to maintain

the global significance level at 5%. The construction and analysis of these samples is

computationally intensive and time consuming.

Another possible approach is to find a distribution that closely approximates that

of microarray data. Purdom and Holmes (2005) proposed to use the (asymmetric)

Laplace distribution. They found it to fit microarray data often better then the

normal distribution. The Laplace distribution is more peaked in the center and more

heavy-tailed, as compared to the normal.

Whether the normalization and gene-specific model, presented in (10.16) and

(10.17), respectively, represent the classic ANOVA model for normally distributed

data (Normal model) or an ANOVA model for Laplace distributed data (Laplace

model), depends on the assumption made concerning the distribution of the error

terms. The latter is obtained when the model is fit under the condition that ξijksgm

and εijksgm are independent and identically Laplace distributed. The corresponding

log-likelihood function is then defined in (10.7), where θ is a linear function of the

parameters involved in (10.16) and (10.17). The implementation of the Laplace model

in SAS 9.1.3 is demonstrated in Appendix B.

10.2.1 Hypothesis Testing

As the estimation of variances of parameters is not straightforward for the ANOVA

model with the Laplace distribution, hypothesis tests, based on model (10.17), are

performed by means of likelihood ratio tests. The tests are conducted for every gene

separately. To maintain an overall significance level of 5%, a multiplicity adjustment

is required. For this purpose, two types of testing procedures can be considered:

one aimed at the control of the family wise error rate (FWER), or one aimed at
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the control of the false discovery rate (FDR). In particular, we will consider the

Bonferroni procedure (Hochberg and Tamhane, 1987) to control the FWER and the

Benjamini-Hochberg procedure (Benjamini and Hochberg, 1995) to control the FDR.

Let R be the number of rejected hypotheses and let V equal the number of falsely

rejected hypotheses. The FWER and the FDR are defined by the following equations

(Benjamini and Hochberg, 1995):

FWER = P (V > 0), (10.18)

FDR = E

(

V

R

∣

∣

∣

∣

R > 0

)

P (R > 0), (10.19)

where E stands for the expected value. The FWER is thus the probability to reject

at least one true null hypothesis, while the FDR is the expected proportion of errors

among the rejected hypothesis. If all tested null hypotheses are true, the two rates are

equivalent. However, the control of the FDR implies only weak control of the FWER

(see Section 2.3.4). The former offers less stringent control over Type I errors, and is

therefore usually more powerful (Storey, 2002).

Consider m null hypotheses H1, H2, . . . , Hm, which are tested simultaneously at

an overall significance level α. Let P(1) ≤ P(2) . . . ≤ P(m) be the ordered p-values

corresponding to H(1), H(2), . . . , H(m). The Bonferroni procedure (BON; Hochberg

and Tamhane, 1987) is applied to control the FWER. It rejects H(i) if P(i) ≤ α/m.

The Benjamini-Hochberg procedure (BH; Benjamini and Hochberg, 1995) is designed

to control the FDR. The procedure rejects H(1), H(2), . . . , H(r), where r is defined as

the largest value of i, for which P(i) ≤ iα/m.

10.3 Analysis of the Vegetable Diet Studies

For illustration purposes, we use microarray data from the case studies presented in

Section 3.1. The studies were designed to investigate the effect of certain vegetable

diets on gene-expression in colon and lung tissue of mice. Two different types of

experiments were performed: a dose-response study and a treatment-control study.

Both were conducted using colon tissue and repeated for lung tissue. This leads to

four microarray datasets in total.

10.3.1 Normalization and Modelling of the Data

The ANOVA model, presented in (10.16), was applied to the intensity values on

the logarithmic scale. However, a log transformation alone is often not sufficient to
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(a) D-R colon study (b) T-C colon study (c) D-R lung study (d) T-C lung study

(e) D-R colon study (f) T-C colon study (g) D-R lung study (h) T-C lung study

Figure 10.1: RI-plots with loess-smoother for the intensity values of an array from

the dose-response (D-R) and treatment-control (T-C) lung and colon vegetable stud-

ies, after applying the log-transformation (panels a-d) and the background dependent

transformation (panels e-h).

prepare the data, as it happens for some of the arrays of the case studies. For the

treatment-control studies, the issue is discussed in detail in Chapter 4. The problem

is also illustrated in panels a-d of Figure 10.1, which displays the ratio by intensity

(RI) plots (Section 2.3.2) for one microarray per case study. Some of the arrays

presented in Figure 10.1 show serious deviations from the horizontal line, which we

expect to see on the RI-plot. This is also the case for several other arrays, which are

not shown. It is therefore necessary to first perform a more complicated array-specific

transformation to remove the non-linear effects on the log-scale. To this aim we apply

the background-dependent transformation, presented in Chapter 5. The results of the

transformation are illustrated in panels e-h of Figure 10.1. The apparent non-linearity

has been removed by the transformation of the gene-expression measurements.

In what follows, we will consider, for illustration purposes, both data obtained by

using the log- and by using the background-dependent transformation for the dose-

response studies. For the treatment-control studies, the curvature, present for several

arrays after only a log-transformation, is too severe. Apart from the background

dependent transformation, we therefore also consider the commonly used loess trans-

formation (Yang et al., 2002b). Due to the definition of this transformation, the

latter removes all curvature in the plots. However, this transformation also has dis-

advantages. It can overfit the data and thereby even remove treatment effects (see
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Figure 10.2: Standardized residuals of the two-stage ANOVA model, fitted under the

assumption of normally (resp. Laplace) distributed data, plotted versus the quantiles

of the normal (resp. Laplace) distribution, with a reference line obtained by least

squares regression. Row 1-2: the log-transformed (D-R studies) or loess transformed

(T-C studies) data; Row 3-4: background-dependent transformed data.

Section 4.4).

In the next step, we fit the normalization model to the transformed intensity

values. For the vegetable diet studies, the laser power used to scan the arrays, was

varied. In Chapter 4, we have shown that model (10.16) has to be extended with an

additional linear effect, the laser power (L). Furthermore, we consider the interaction

term between the laser power and dye, as different laser power adjustments were made

for different dyes. The normalization model thus becomes

g(Yijksgm) = µ + Ai + Dj + Tk + L + (LD)j + ξijksgm , (10.20)

where g( ) represents the background-dependent transformation.
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For some of the case studies, the null-hypothesis that a particular effect of model

(10.20) was equal to 0, could not be rejected. This is the case for (LD)j for the

dose-response experiment in colon tissue, for Tk for the treatment-control experiment

in colon tissue, and for L and (LD)j for the dose-response lung study. Those effects

were removed from the model.

Subsequently, for each gene we fit the following gene-specific model to the esti-

mated residuals of normalization model (10.20):

Rijksgm = η + Ai + Dj + Tk + Sis + L + (LD)j + εijksgm . (10.21)

In (10.20) and (10.21), ξijksgm and εijksgm , respectively, are both assumed to be

either normally- or Laplace distributed with mean 0 and a gene-specific variance σ2
g .

The model thus intrinsically allows for between-gene heterogeneity. The symmetric

Laplace is used instead of the asymmetric Laplace distribution, as the distribution of

the data appears to be symmetric in most cases (Figure 10.2). Under the assumption

of normality, the model can be fit using two different methods: maximum likelihood

estimation (ML) and restricted maximum likelihood estimation (REML). Both are

applied to the datasets.

Figure 10.2 displays QQ-plots for the standardized residuals of the normal REML

and the Laplace model. The normal ML model leads to a very similar picture as

the REML model (figures not shown). All QQ-plots contain a reference line obtained

by a least square regression. The distribution of the residuals deviates considerably

from the normal distribution in the tails. For the dose-response studies in colon and

lung, and for the treatment-control colon vegetable study, the Laplace distribution

approximates the true distribution of the residuals more closely. There are minor

discrepancies in the center of the plots, as the data seem to be even more peaked than

the Laplace distribution. However, the proportion of genes, for which a deviation is

seen in the tails, is much smaller as compared to the normal distribution. For the

treatment-control lung study, deviations from the reference line are also visible for

the Laplace distribution. The QQ-plots show that both the normality and Laplace

assumption are not very appropriate for that dataset. We nevertheless analyze the

data for illustration purposes.

10.3.2 Hypothesis tests

The ANOVA models can be used for hypothesis testing. For the dose-response studies,

the null hypothesis of interest states that there is no dose effect on gene-expression.

For the treatment-control studies, we test the hypothesis that none of the vegetables
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Table 10.1: Number of genes, for which the null hypothesis is rejected (in parenthesis

the number of genes in common between the model fit under the normality and Laplace

assumption). To correct for multiple testing, the Bonferroni (BON) and Benjamini-

Hochberg (BH) procedures are applied.

εijksm ∼ N(0, σ2
g) εijksm ∼ L(0, σg)

REML ML ML

Study/Trans. F-test F-test LR-test LR-test

D-R colon BON 73 (73) 191 (184) 232 (210) 279

Bgdep. BH 208 (206) 398 (372) 413 (383) 453

T-C colon BON 141 (141) 266 (261) 281 (273) 329

Bgdep. BH 273 (273) 436 (421) 440 (424) 496

D-R lung BON 24 (24) 112 (101) 152 (127) 184

Bgdep. BH 102 (102) 327 (315) 342 (327) 435

T-C lung BON 4 (4) 14 (14) 16 (16) 49

Bgdep. BH 6 (6) 42 (42) 50 (47) 200

D-R colon BON 71 (71) 179 (175) 215 (199) 270

Log BH 189 (188) 393 (365) 406 (376) 450

T-C colon BON 145 (145) 245 (242) 256 (249) 289

Loess BH 252 (252) 381 (372) 387 (376) 487

D-R lung BON 14 (14) 83 (77) 107 (95) 142

Log BH 66 (66) 252 (235) 329 (286) 375

T-C lung BON 11 (11) 35 (32) 43 (36) 92

Loess BH 15 (15) 129 (122) 141 (131) 305

have an effect on the expression levels of the genes. These gene-specific hypothesis

tests can be performed by the likelihood ratio or F-tests. Likelihood ratio tests are

only valid under the maximum likelihood estimation, while the F-test can also be

performed under the restricted maximum likelihood estimation. The tests are carried

out at the 5% overall significance level; both the Bonferroni and BH method are used

to correct for multiple testing. The results of the hypothesis tests based on the models
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fitted under the normality or Laplace assumption are presented in Table 10.1.

In general, more genes are declared significant by the BH procedure as compared

to the Bonferroni method. This is expected, as the former only controls the FDR

and not the FWER. However, for both procedures, more genes are found to be dif-

ferentially expressed using the maximum likelihood under the normality assumption

compared to the restricted maximum likelihood estimation. A similar trend can be

seen for LR-test as compared to the F-test. When evaluating the model fitted by ML

under the normality and Laplace assumptions, the LR-test seems to lead to somewhat

different results. For instance, for the log-transformed data of the dose-response colon

study, 16 genes (215 minus 199 genes) are found to be differentially expressed (the

Bonferroni procedure) when assuming normality instead of a Laplace distribution,

while the reverse is true for 71 genes (270 minus 199 genes). For the background-

dependent transformation, these numbers are 22 (232 minus 210) and 69 (279 minus

210), respectively. It is therefore important to base the conclusions on the proper

model. For the case studies, the Laplace distribution fits better to the data. Thus,

it seem that the list of genes declared significant by the model under the Laplace

assumption, is more appropriate.

However, before drawing any conclusions, the Laplace model needs to be exam-

ined further. It is, for instance, remarkable that the LR-test based on the Laplace

model always leads to more positive findings as compared to the normal model. A

similar trend is visible for the F-test compared to the LR-test, under the normality

assumption. In Section 8.2.2, we have seen that a treatment effect can sometimes be

detected more easily when the data are Laplace distributed, as compared to normally

distributed. To some extent, this may play a role here. There could be other fac-

tors involved, however. To study these issues and other aspects of the model under

controlled settings, we performed a simulation study, which is described in the next

chapter.





11
The Laplace Model: a

Simulation Study

In Chapter 10, we have applied an ANOVA model under the Laplace assumption to

real-life microarray data. In this chapter, we describe a simulation study, conducted

to investigate the model parameter estimates and the distribution of the test statistics.

We use a variation of the simulation model presented in Section 6.3.

The chapter is organized as follows. Section 11.1 describes the method used for

simulating the datasets. In Section 11.2, we present the analysis of the simulated

data. The distribution of the LR-test statistic is examined in Section 11.3, while

a short discussion and concluding remarks are presented in Sections 11.4 and 11.5,

respectively.

11.1 Data Simulation

We assume the setting of an experiment using two-channel cDNA microarrays. Two

classes of samples (a treatment and a control group, say) are compared. While they

are labeled with a different dye, the reverse labeling is also included in the experiment

(dye-swap). Only a subset of genes is assumed to be differentially expressed in the

treatment group as compared to the control group. For the simulation study, we

125
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Table 11.1: Simulation model parameters. F1 and F2 represent the normal or Laplace

distribution. The values for the treatment effect (T-effect), σ2
G, and σ2 are specified

in Table 11.2.

Par. Value/Dist. Par. Value/Dist.

µ = 9 Gg ∼ F1(0, σ2
G)

Dj = 1 × I(j = 1) TGg = T-effect × I(g ≤ 100, i = odd, j = 1)

Ai ∼ F1(0, 0.25) εijgk ∼ F2(0; σ2)

consider the normal and symmetric Laplace distribution.

For every setting of interest, 100 simulation datasets are created, each containing

50 arrays. For one half of the arrays in each set, the treatment sample is labeled with

dye 1 and the control sample with dye 2, while this order is reversed for the other half.

On each array we simulate 600 genes, spotted three times. This corresponds to the

number of genes and spots on the arrays used in the real-life experiments presented

in Section 3.1, which we are using as a basis for the simulation study. The arrays

contain 100 genes that are differentially expressed. A linear mixed effects model is

utilized to simulate observations subject to various systematic and random effects

usually present in real microarray experiments (Kerr et al., 2000; Wolfinger et al.,

2001). For the purpose of this study, the model is kept simple, with only a few gene-

specific terms and no variation between the spots. In doing so, we try to focus on the

effects of interest. For the same reason, we simulate data while assuming constant,

rather than varying, gene-specific variance.

An observation Yijgm, assumed to be the signal intensity for array i (i = 1, . . . , 50),

dye j (j = 1, 2) and gene g (g = 1, . . . , 600), is generated by the following model:

log2(Yijgm) = µ + Ai + Dj + Gg + TGg + εijgm, (11.1)

where µ is the overall mean, Ai stands for the array effect, Dj for the dye effect and

Gg for the gene effect. TGg represents the gene specific treatment effect, while εijgm

is a random error. Some of these effects are fixed, while others are random and drawn

from a normal or Laplace distribution. The details are displayed in Table 11.1. The

chosen values are based on the estimated parameters of an ANOVA-model fitted to

the vegetable diet study described in Section 3.1.2. This was also the case for the

simulation study presented in Chapter 6. The analysis of the experiment is described

in Section 6.3.1.
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Table 11.2: Overview of the parameter values for the different simulated datasets.

Setting T-effect σ2
G σ2

S1 0 5 0.14

S2 0 0.14 5

S3 0 5 5

S4 0.2 5 0.14

S5 0.1 5 0.14

S6 1.2 0.14 5

S7 1.2 5 5

The error term is assumed to be either normally or Laplace distributed with

location parameter θ = 0, and scale parameter (σ), which is the same for the normal

and Laplace distribution. Several settings are considered with regard to the size of the

treatment effect and variance components. They are summarized in Table 11.2. We

simulate data with and without treatment effects to study the power and the Type I

error, respectively, of the likelihood ratio test. The size of these effects is proportional

to the variance of the error terms, except for setting S5. To study the influence of the

size of the treatment effect on the hypothesis tests, the effect is reduced in that setting.

The size of the variance components σ2
G and σ2 is varied to study their influence on

the model parameter estimates and on the test statistic. In what follows, the data

will be referred to as N when they are normally distributed (F1, F2 are both normal

distributions), L when they are Laplace distributed (F1, F2 are both Laplace), NL

when F1 is a normal distribution and F2 is a Laplace distribution, and LN when F1

is a Laplace distribution and F2 is normal.

11.2 Analysis of the Simulated Datasets

The simulated data are analyzed by the two-stage ANOVA model introduced in Sec-

tion 10.2. For each of the 100 datasets of every simulation setting, the following

normalization and gene-specific model are fit to the simulated intensity measures:

log2(Yijkm) = µ + Ai + Dj + ξijkm, (11.2)

Rg
ijkm = ηg + T g

k + εg
ijkm. (11.3)
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Table 11.3: The mean value (standard deviation ×10E03) of the estimated model

parameters and related values for the 100 simulated datasets from setting S1. The

models are fit under the assumption of normally distributed (Normal) and Laplace

distributed (Laplace) errors, using the REML and/or ML estimation method.

Par. Data Normal-REML Normal-ML Laplace-ML

µ

N 8.95 (6.52) 8.95 (6.52) 8.97 (11.3)

LN 8.87 (6.06) 8.87 (6.06) 8.90 (8.69)

NL 8.95 (5.16) 8.95 (5.16) 8.96 (5.94)

L 8.87 (4.88) 8.87 (4.88) 8.90 (7.24)

A

N 0.01 (69.1) 0.01 (69.1) 0.01 (67.9)

LN -0.01 (6.82) -0.01 (68.2) -0.01 (67.9)

NL 0.01 (6.96) 0.01 (69.6) 0.01 (69.6)

L -0.01 (6.71) -0.01 (67.1) -0.01 (66.9)

D1

N 1.00 (1.80) 1.00 (1.80) 1.00 (5.65)

LN 1.00 (1.76) 1.00 (1.76) 1.00 (4.94)

NL 1.00 (0.09) 1.00 (0.01) 1.00 (3.78)

L 1.00 (0.01) 1.00 (0.01) 1.00 (3.34)

σ2
1

N 5.09 (3.79) 5.09 (3.79) 6.37 (5.07)

LN 4.31 (3.62) 4.31 (3.62) 4.68 (4.54)

NL 5.09 (1.35) 5.09 (1.35) 6.36 (3.61)

L 4.31 (1.38) 4.31 (1.38) 4.67 (3.04)

Var[Ai]

N 0.24 (47.0) 0.24 (47.0) 0.24 (49.4)

LN 0.26 (78.4) 0.26 (78.4) 0.26 (78.7)

NL 0.24 (46.9) 0.24 (46.9) 0.24 (46.4)

L 0.26 (78.4) 0.26 (78.4) 0.26 (78.7)

η

N 0.00 (0.87) 0.00 (0.87) -0.02 (2.24)

LN 0.00 (0.90) 0.00 (0.90) -0.03 (2.41)

NL 0.00 (1.00) 0.00 (1.00) -0.01 (2.22)

L 0.00 (1.14) 0.00 (1.14) -0.03 (1.87)

σ2
2

N 0.14 (0.52) 0.14 (0.51) 0.18 (0.68)

LN 0.14 (0.49) 0.14 (0.49) 0.18 (0.66)

NL 0.14 (1.20) 0.14 (1.20) 0.14 (1.16)

L 0.14 (1.30) 0.14 (1.29) 0.14 (1.25)

Var[η]

N 4.96 (5.49) 4.96 (5.49) 4.96 (6.81)

LN 4.18 (4.61) 4.18 (4.61) 4.18 (6.11)

NL 4.96 (5.13) 4.96 (5.13) 4.96 (4.05)

L 4.18 (4.48) 4.18 (4.48) 4.18 (3.74)
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ξijkm and εg
ijkm are assumed to be either normally or Laplace distributed with mean

0 and variances σ2
1 and σ2

2g , respectively. Note that Rg
ijkm, ηg, T g

k , εg
ijkm, and σ2

2g

contain a gene-specific index g, as model (11.3) is fit for every gene separately.

11.2.1 Estimation of the Model Parameters

Using the SAS NLMIXED procedure, we obtain the estimates for the model parame-

ters. Each dataset consists of 50 arrays. We therefore have 49 estimated array effects

(the estimate for the remaining array is always put equal to 0, and is thus contained

in the intercept). For every dataset, we first take the average of the 50 array effects.

Similarly, we also average over all 600 gene-specific model parameters. They are

then summarized, together with the other parameter estimates, by the mean value

and standard deviation over all simulation datasets. For illustration purposes, some

of the parameter estimates for two particular settings, S1 and S2, are displayed in

Tables 11.3 and 11.4, respectively. In setting S1, the variance of the gene-effect is

large compared to that of the error term, while the reverse is true for setting S2 (see

Table 11.2).

In Tables 11.3 and 11.4, “A” stands for the mean value of the parameter estimates

for Ai over all arrays, and the corresponding variance is denoted by Var[Ai]. Every

array has 600 different genes spotted on it; η and σ2
2 are the mean values of ηg and

σ2
2g, respectively, over the 600 genes. The estimate for the variance of η is denoted

by Var[η].

For most of the estimated parameters, the mean values presented in Table 11.3

closely resemble the values used in the simulation model (see Table 11.2). Some

deviations are noticeable between the normal and Laplace model. The estimate of

σ2
1 is a combination of the variance of the gene effect and the error term. It is

expected to be approximately equal to 5.14. For setting S1, the normal model seems

to underestimate this value when the distribution of the random effects, F1, is Laplace.

The Laplace model, on the other hand, overestimates the value when F1 is normal.

For setting S2, where the residual variance is relatively large, the performance of the

normal model is good, and robust to the model misspecification. The Laplace model

remains sensitive to the model misspecification, but performs reasonably well when

the error distribution, F2, is Laplace. For the estimated values of Var[η], which are

closely related to σ2
1 in this case, but do not contain the variance of the error term,

we see a trend similar to that observed for S1.

Similar conclusions can be drawn for σ2
2 . The estimation by the normal model

is stable under model misspecification, even for setting S1. For the Laplace model,



130 Chapter 11. The Laplace Model: a Simulation Study

Table 11.4: The mean value (standard deviation ×10E03) of the estimated model

parameters and related values for the 100 simulated datasets from setting S2. The

models are fit under the assumption of normally distributed (Normal) and Laplace

distributed (Laplace) errors, using the REML and/or ML estimation method.

Par. Data Normal-REML Normal-ML Laplace-ML

µ

N 9.01 (33.6) 9.01 (33.6) 9.01 (42.6)

LN 8.97 (39.0) 8.97 (39.0) 8.98 (45.1)

NL 9.01 (29.6) 9.01 (29.6) 9.01 (28.5)

L 8.97 (28.8) 8.97 (28.8) 8.98 (27.5)

A

N 0.01 (84.2) 0.01 (84.2) 0.01 (85.3)

LN -0.01 (76.6) -0.01 (76.6) -0.01 (78.4)

NL -0.01 (77.9) -0.01 (77.9) 0.01 (76.8)

L -0.01 (73.7) -0.01 (73.7) -0.01 (74.2)

D1

N 1.00 (12.2) 1.00 (12.2) 1.00 (13.4)

LN 1.00 (9.97) 1.00 (9.97) 1.00 (13.6)

NL 1.00 (0.05) 1.00 (0.05) 1.00 (5.80)

L 1.00 (0.05) 1.00 (0.05) 1.00 (5.27)

σ2
1

N 5.14 (19.1) 5.14 (19.1) 6.55 (26.6)

LN 5.14 (20.0) 5.14 (20.0) 6.54 (26.5)

NL 5.14 (49.0) 5.14 (49.0) 5.25 (42.8)

L 5.14 (47.6) 5.14 (47.6) 5.24 (43.4)

Var[Ai]

N 0.26 (55.4) 0.26 (55.4) 0.26 (57.5)

LN 0.25 (90.9) 0.25 (90.9) 0.25 (90.7)

NL 0.26 (54.4) 0.26 (54.4) 0.26 (54.9)

L 0.25 (92.5) 0.25 (92.5) 0.25 (92.5)

η

N 0.00 (4.96) 0.00 (4.96) -0.00 (6.66)

LN 0.00 (5.10) 0.00 (5.10) 0.00 (7.95)

NL 0.00 (5.89) 0.00 (5.89) 0.00 (4.65)

L 0.00 (6.32) 0.00 (6.32) 0.00 (5.00)

σ2
2

N 5.00 (18.8) 4.96 (18.7) 6.31 (25.7)

LN 5.00 (18.8) 4.96 (18.7) 6.31 (24.2)

NL 5.00 (49.1) 4.97 (48.7) 5.02 (42.8)

L 5.00 (47.7) 4.97 (47.3) 5.02 (42.6)

Var[η]

N 0.18 (6.21) 0.18 (6.21) 2.00 (7.15)

LN 0.18 (5.41) 0.18 (5.41) 2.00 (7.17)

NL 0.17 (4.78) 0.17 (4.78) 0.16 (4.29)

L 0.16 (4.93) 0.16 (4.93) 0.16 (4.46)
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the parameter value is seriously overestimated when the error terms are normally

distributed. But for the correctly specified model, the estimates are on average close

to the true value. Furthermore, we can see that the variance of the array effect, which

should be 0.25, is overestimated in setting S1 when F1 is the Laplace distribution,

for both the normal and Laplace model. This is not the case in setting S2, when the

gene-specific variance is smaller.

11.2.2 Hypothesis Tests

For the simulation study, we assumed 100 genes to be differentially expressed. For

those genes, a treatment effect (T g
k 6= 0) is incorporated in the intensity measures

of the treatment group. When we test the null hypotheses of no treatment effect

(H0 : T g
k = 0) based on the gene-specific models, we should only reject the hypothesis

in the models corresponding to the 100 differentially expressed genes.

The tests are performed at the overall 5% significance level. As the hypothesis is

tested for all 600 genes, we have to correct the obtained p-values for multiple testing.

Both the Bonferroni and BH procedures are considered to control either the FWER

or the FDR. These rates can be estimated based on the 100 simulated datasets. Let

Ri and Vi be the number of rejected and falsely rejected hypotheses for dataset i

(i=1,. . ., 100). The estimates then become:

F̂WER =
1

100

100
∑

i=1

I(Vi > 0), (11.4)

F̂DR =
1

100

100
∑

i=1

{

Vi

Ri

I(Ri > 0)

}

, (11.5)

where I is the indicator function, defined in (10.8).

The results of these calculations for settings S1-S7 are displayed in Table 11.5.

Even with the Bonferroni procedure, we do not always obtain an FWER smaller than

or equal to 0.05. For the model fit under the Laplace assumption, the FWER is

not controlled. When the Laplace model is applied to normally distributed data, the

FWER is generally over 50%. For Laplace distributed data, the FWER is still over

20%. On the other hand, when the normal model is applied to the Laplace distributed

data, the FWER is also not controlled and, in most cases, even larger than that for

the Laplace model. When the total variability of the data increases (setting S3), so

does the FWER, even for the normal model.

The results obtained for the FDR are comparable to those observed for the FWER

when simulating under the null hypothesis (settings S1-S3). For this measure, we also
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Table 11.5: FWER and FDR for the different settings of the simulation study. The

models are fit under the assumption of normally distributed (Normal) and Laplace

distributed (Laplace) errors, using the REML and/or ML estimation method. To cor-

rect for multiple testing (600 genes), the Bonferroni (BON) and Benjamini-Hochberg

(BH) procedures are applied.

Normal-REML Normal-ML Normal-ML Laplace-ML

F-test F-test LR-test LR-test

FWER FDR FWER FDR FWER FDR FWER FDR

Set. Data (BON) (BH) (BON) (BH) BON) (BH) (BON) (BH)

S1

N 0.05 0.05 0.05 0.05 0.05 0.05 0.54 0.62

LN 0.04 0.04 0.04 0.04 0.04 0.04 0.53 0.6

NL 0.37 0.39 0.37 0.41 0.37 0.41 0.21 0.23

L 0.24 0.29 0.25 0.29 0.26 0.29 0.21 0.24

S2

N 0.03 0.03 0.03 0.03 0.03 0.03 0.53 0.55

LN 0.06 0.06 0.06 0.06 0.06 0.06 0.57 0.63

NL 0.32 0.32 0.32 0.32 0.32 0.32 0.20 0.25

L 0.25 0.27 0.25 0.27 0.25 0.27 0.25 0.26

S3

N 0.08 0.08 0.08 0.08 0.08 0.08 0.59 0.64

LN 0.08 0.08 0.08 0.08 0.09 0.09 0.54 0.59

NL 0.23 0.23 0.25 0.25 0.25 0.25 0.28 0.31

L 0.30 0.34 0.31 0.35 0.32 0.36 0.29 0.32

S4

N 0.02 0.04 0.02 0.04 0.02 0.04 0.44 0.16

LN 0.03 0.04 0.04 0.04 0.04 0.05 0.54 0.16

NL 0.13 0.11 0.15 0.11 0.15 0.11 0.25 0.10

L 0.28 0.10 0.29 0.10 0.29 0.10 0.26 0.10

S5

N 0.03 0.04 0.03 0.04 0.03 0.04 0.41 0.22

LN 0.00 0.00 0.00 0.00 0.00 0.04 0.57 .23

NL 0.18 0.13 0.18 0.13 0.20 0.13 0.29 0.11

L 0.20 0.13 0.21 0.13 0.21 0.13 0.23 0.10

S6

N 0.01 0.04 0.02 0.04 0.05 0.05 0.46 0.16

LN 0.04 0.04 0.04 0.04 0.04 0.04 0.46 0.16

NL 0.25 0.10 0.26 0.11 0.27 0.11 0.24 0.09

L 0.29 0.11 0.31 0.11 0.32 0.11 0.21 0.09

S7

N 0.01 0.04 0.01 0.04 0.01 0.04 0.52 0.16

LN 0.05 0.04 0.07 0.04 0.07 0.04 0.47 0.16

NL 0.21 0.10 0.22 0.11 0.22 0.11 0.21 0.10

L 0.18 0.10 0.18 0.10 0.18 0.11 0.20 0.10
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see a sensitivity to the presence of a larger variability in the data. For the normal

model applied to normally distributed data, the FDR is reasonably well controlled

by the BH procedure. This is not the case for the Laplace model applied to Laplace

distributed data.

For settings S4-S7, for which a treatment effect is simulated, the results obtained

for the FDR differ from those observed for the FWER. The FDR measure takes the

ratio of false discoveries into account, relative to the total number of discoveries.

Therefore, the deviations from 0.05 are less severe as compared to the FWER. The

FDR for the normal model applied to Laplace distributed data is again higher as

compared to the Laplace model.

The lack of control we observe for the FWER and FDR under several condi-

tions can be a result of a deviation of the distribution of the LR-test statistic from

the chi-squared distribution. As the test statistic is only asymptotically chi-squared

distributed, the cause of the deviation could be related to the sample size of the

experiment. We investigate this issue in Section 11.3.

The power for a particular setting, for which differentially expressed genes exist,

can be estimated by taking the average power over the 100 simulated datasets. Let

mi be the number genes, for which we reject the null hypothesis, out of the m=100

differentially expressed genes of dataset i. The estimate of the power is than given by

P̂ower =
1

100

100
∑

i=1

mi

m
. (11.6)

The results for the power calculations are displayed in Table 11.6. For both the

Bonferroni and BH procedure, we see similar trends, though the latter naturally

leads to more power. In setting S5, the treatment effect is relatively small compared

to the variance in the data. Hence, it becomes more difficult to pick up the truly

differentially-expressed genes, which results in a low power. While the power estimates

for the normal model remain reasonably stable over the different data distributions,

the Laplace model clearly has more power to detect the differentially expressed genes

under the proper distributional assumption.

11.3 Distribution of the LR-test

To investigate the distribution of the LR-test and its sensitivity to sample size for the

model fit under the Laplace distribution, we conducted a small and straightforward

simulation for group comparison under different distributional assumptions. Mea-

surements for various sample sizes were both simulated and analyzed by the following
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Table 11.6: Average power (standard deviation) of the simulated datasets for the

different settings of the simulation study. The models are fit under the assumption

of normally distributed (Normal) and Laplace distributed (Laplace) errors, using the

REML and/or ML estimation method. To correct for multiple testing, the Bonferroni

(BON) and Benjamini-Hochberg (BH) procedures are applied.

Normal-REML Normal-ML Normal-ML Laplace-ML

Set. Cor. Data F-test F-test LR-test LR-test

S4

BON

N 0.732 (0.052) 0.736 (0.052) 0.736 (0.052) 0.714 (0.050)

LN 0.738 (0.038) 0.742 (0.039) 0.743 (0.039) 0.712 (0.044)

NL 0.717 (0.043) 0.720 (0.043) 0.721 (0.042) 0.959 (0.018)

L 0.720 (0.046) 0.722 (0.044) 0.723 (0.044) 0.960 (0.021)

BH

N 0.976 (0.020) 0.976 (0.020) 0.976 (0.020) 0.950 (0.023)

LN 0.975 (0.015) 0.975 (0.015) 0.976 (0.015) 0.948 (0.023)

NL 0.952 (0.022) 0.952 (0.021) 0.953 (0.022) 0.998 (0.004)

L 0.956 (0.021) 0.956 (0.021) 0.957 (0.020) 0.997 (0.005)

S5

BON

N 0.052 (0.022) 0.053 (0.022) 0.053 (0.022) 0.098 (0.029)

LN 0.056 (0.019) 0.053 (0.019) 0.053 (0.020) 0.094 (0.032)

NL 0.083 (0.030) 0.084 (0.030) 0.085 (0.030) 0.246 (0.046)

L 0.079 (0.025) 0.080 (0.026) 0.080 (0.026) 0.247 (0.045)

BH

N 0.213 (0.070) 0.216 (0.070) 0.218 (0.071) 0.320 (0.072)

LN 0.222 (0.065) 0.228 (0.064) 0.230 (0.063) 0.323 (0.066)

NL 0.290 (0.077) 0.294 (0.077) 0.294 (0.078) 0.635 (0.063)

L 0.283 (0.055) 0.288 (0.055) 0.289 (0.054) 0.632 (0.069)

S6

BON

N 0.735 (0.112 0.739 (0.113) 0.740 (0.113) 0.720 (0.046)

LN 0.753 (0.043) 0.757 (0.043) 0.758 (0.043) 0.722 (0.043)

NL 0.699 (0.111) 0.703 (0.111) 0.703 (0.112) 0.952 (0.098)

L 0.727 (0.047) 0.729 (0.046) 0.731 (0.046) 0.965 (0.0179)

BH

N 0.958 (0.138) 0.959 (0.139) 0.960 (0.136) 0.954 (0.023)

LN 0.978 (0.014) 0.978 (0.014) 0.979 (0.014) 0.957 (0.022)

NL 0.932 (0.136) 0.933 (0.135) 0.934 (0.133) 0.988 (0.100)

L 0.956 (0.022) 0.957 (0.021) 0.957 (0.021) 0.999 (0.004)

S7

BON

N 0.742 (0.042) 0.746 (0.042) 0.747 (0.043) 0.723 (0.043)

LN 0.747 (0.041) 0.751 (0.042) 0.752 (0.042) 0.721 (0.050)

NL 0.718 (0.050) 0.721 (0.050) 0.723 (0.049) 0.962 (0.018)

L 0.725 (0.050) 0.728 (0.051) 0.729 (0.051) 0.964 (0.018)

BH

N 0.977 (0.014) 0.977 (0.014) 0.977 (0.014) 0.957 (0.018)

LN 0.975 (0.015) 0.975 (0.015) 0.975 (0.015) 0.955 (0.022)

NL 0.954 (0.021) 0.955 (0.021) 0.955 (0.021) 0.997 (0.006)

L 0.955 (0.020) 0.956 (0.020) 0.956 (0.019) 0.998 (0.005)
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Table 11.7: Rate of rejected null hypothesis at the 5% s.l. for the 10000 datasets, and

a 95% confidence interval.

Sample size per group

εi 10 100 1000 10,000

N(0; 1)
0.0684 0.0544 0.0511 0.0485

[0.0635; 0.0733] [0.0500; 0.0588] [0.0468; 0.0554] [0.0443; 0.0527]

L(0; 1)
0.0784 0.0579 0.0511 0.0514

[0.0731; 0.0837] [0.0533; 0.0625] [0.0468; 0.0554] [0.0471; 0.0557]

model:

Yi = µ + εi, (11.7)

with εi ∼ N(0; 1) or L(0; 1), and µ = 2. Hence, there is no actual difference created

between the measurements of the two groups. Per sample size setting, 10,000 datasets

were simulated using model (11.7). The results for the hypothesis test of no difference

between the two groups, performed for all the datasets, are displayed in Table 11.7.

This table contains the fraction of hypotheses that were (falsely) rejected at the 5%

significance level out of the 10,000 datasets.

One would expect about 500 datasets, for which the null hypothesis should be

rejected. When the sample size is small (10 per group), too many hypothesis are

rejected. For both the normal and Laplace model, the Type I error converges approx-

imately to the expected value when the sample size is large enough. However, for the

Laplace distribution, the convergence rate is slower. Therefore, the increased FWER

and FDR, seen in Table 11.5 for the model assuming Laplace-distributed error terms,

seem to be sample size related as only 50 arrays were simulated.

A second simulation study was set up to study the distribution of the LR-test

under circumstances closer to those encountered in the microarray experiments. We

repeat the simulation of setting S1 (see Table 11.2) with a varying number of arrays

and replicates. However, to keep the computation time of the study feasible, we only

simulate data for two genes. For every sample size setting, we calculate the FWER

based on the 100 simulated datasets. The whole experiment is repeated 50 times and

the average FWER and standard deviation over the 50 repetitions are reported in

Table 11.8.
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The normal model leads again to very stable results, as the FWER barely changes

with increasing sample size. As the number of replicates on an array increase, the

FWER for the Laplace model, applied to Laplace distributed data, decreases to even

below 0.05. Using more arrays does, however, not have the same effect. The FWER

seems to remain almost constant as the number of arrays varies. This might be

explained by the following argument. When a gene is spotted several times on an

array, we have uncontaminated replicates of the measurements. If, on the other hand,

arrays are added to the experiment, the sample size becomes larger, but we also

increase the variability in the data and the number of model parameters that have to

be estimated. We suspect this to be the reason why we do not see any benefit, with

respect to controlling the FWER, of increasing the number of arrays.

Based on the results of the simulation studies, we can reevaluate the findings for

the case studies. As the sample sizes are small, 12 or 24 arrays with three replicates

per gene, we can expect an increase of the probability of the Type I error for the

hypothesis tests based on the Laplace model. Due to model misspecification, such

an increase is also expected for the normal model. When the distribution of the

data closely approximates the Laplace, as it is the case for the dose-response studies,

the Laplace model has more power compared to the normal. The increase of both

the probability of the Type I error and the power could be the cause of the high

rate of positive findings for the Laplace model. Based on the simulations, we cannot

unambiguously explain the difference seen between the F-test and the LR-test, as

such difference did not occur in the simulated data.

11.4 Discussion

Microarray experiments lead to datasets, which can differ a lot in properties, often

depending on the technology used. The latter can be very diverse. Therefore, we

do not expect that the Laplace distribution will always be a perfect match to data.

The properties of every dataset have to be examined independently. However, we

have shown that the use of a Laplace distribution can yield an improvement over the

normality assumption. Caution is needed when interpreting the hypothesis testing

results, though. Using a simulation study, we showed that the distribution of the

LR-test statistic deviates from the chi-square for small sample sizes. The convergence

rate to this asymptotic distribution is slower compared to the test-statistics based on

the normal distribution. As a result, the Bonferroni multiple testing procedure does

not control the FWER of the Laplace model at the pre-specified significance level.
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As a large number of hypotheses needs to be tested in microarray experiments, the

conservative Bonferroni method, applied to control the FWER, is often considered

to be too strict. The Benjamini-Hochberg approach, which attempts to control the

FDR, is more popular. In the simulations, the FDR for the Laplace model was not

well controlled. A possible solution to this problem might be to estimate the FDR by

the algorithm presented by Storey (2002). One can then adjust the rejection region

accordingly to obtain the desirable rate of false discoveries.

The effects of model misspecification on the parameter estimates, the Type I error,

and the power were examined by simulation data using model (11.1), where the ran-

dom effects were normally distributed and the error terms were Laplace distributed,

and vice versa. The normal model seemed to be more robust to this type of model

misspecification, as compared to the Laplace model.

For the case studies at hand, the distribution of the error terms was fairly symmet-

ric. Therefore, the symmetric Laplace distribution was favored over the asymmetric

distribution. The ANOVA model discussed in this chapter can be applied using the

asymmetric Laplace distribution. There are several issues related to the use of the

latter distribution, however. For instance, it requires the estimation of one extra

parameter, the skewness. Moreover, assessing the fit of such a model is not straight-

forward, as standardization of the Laplace distribution with respect to the skewness

parameter is not possible. Therefore, QQ-plots for the standardized residuals, as

those presented in Section 10.3, cannot be easily constructed.

11.5 Concluding Remarks

When using test statistics or a modelling approach to analyze data, it is imperative to

check the underlying distributional assumptions. Microarray data often do not follow

the normal distribution. In this part of the dissertation, we have presented a two-stage

ANOVA model under the assumption of Laplace distributed error terms. Using data

from several case studies, the application of such a model was demonstrated. We

encountered certain problems with the approach. A simulation study revealed the

inflation of the probability of the Type I error of hypothesis tests based on the LR-

test statistic. We showed that the convergence rate to the chi-squared distribution is

slower compared to that of a test statistic based on the model fit under the normality

assumption.

Taking into account all our findings, we recommend the following strategy. When

the data are clearly Laplace distributed, the Laplace model is preferred over the
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normal. In this situation, both models suffer from an increased Type I error, but the

Laplace model has more power. When, on the other hand, neither of the distributions

form a close approximation to that of the data, the normal model is favored, as it is

more robust against misspecification of the distributional assumption.
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12
Introduction to Genomic

Biomarkers

The expression of a gene provides information on the process of transforming DNA

into a functional gene product (protein or RNA). This information can be used in

different ways. A great deal of microarray experiments is performed to find genes

that are differentially expressed in response to an administered treatment. While the

phenotypic response to the treatment is often known, researchers want to identify

the underlying mechanisms, the genetic pathways that are affected by it. This is, for

example, the case for the vegetable diet studies (Section 3.1) and of the cadmium

stress study (Section 3.2).

In recent years, microarray experiments have also become a tool to select genes

that can be used to predict an outcome of interest. Such genes are labeled genomic

biomarkers. Microarrays provide information on the expression levels of a large num-

ber of genes at the same time. Therefore, a substantial pool of potential biomarkers

can be evaluated simultaneously. The purpose of these biomarkers is not limited

to prediction of the outcome. They also give researchers insight into the biological

processes associated with the response of interest.

In this chapter, we give an introduction to genomic biomarkers research. We

present an overview of a number of studies performed for the purpose of finding
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genes, which can be used to predict the clinical outcome of interest. Furthermore, we

focus on a particular type of biomarker experiments, in which not only the effect of

a treatment on the gene-expression measurements and on the clinical endpoint is of

interest, but also the association between gene-expression and the clinical endpoint.

In addition to detecting differentially expressed genes, we are interested in finding

genes that can serve as biomarkers for the clinical endpoint. A method to select such

biomarkers in the case of a continuous clinical outcome variable is presented, and

applied to the behavioral experiment described in Section 3.3.

The outline of the chapter is as follows. In Section 12.1, we introduce the concept

of genomic biomarkers. In Section 12.2, we present a biomarker experiment in early

drug development studies, in which both the effect of treatment on gene-expression,

and the relation between the latter and a response variable, are of interest. The joint

modelling technique, introduced by Shkedy et al. (2008) to discover biomarkers, is

presented in Section 12.3, and applied to the behavioral study as a practical example.

The results are given in Section 12.4.

12.1 Introduction to Genomic Biomarkers

In this section, we provide a general definition of a biomarker, and more specifically

of a genomic biomarker. We give a brief overview of a number of published studies

that use microarray experiments for the selection of genomic biomarkers.

12.1.1 Definition of a Genomic Biomarker

A biomarker (biological marker) can be defined as a physical sign or laboratory mea-

surement that serves as an indicator for biological processes, pathogenic processes,

or pharmacologic responses to a therapeutic intervention (Lesko and Atkinson, 2001;

Biomarkers Definitions Working Group, 2001). When the measurement in question

is the expression of a gene, we refer to the gene as a genomic biomarker. Microar-

rays are capable of evaluating the expression levels of a large group of genes at the

same time. This makes the technology an excellent candidate for the selection of

genomic biomarkers. In the remaining part of the thesis, the term biomarker refers

to a genomic biomarker.
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12.1.2 Biomarker Discovery Based on Microarray Data

The use of gene-expression values to predict a specific response is well documented

in literature. In 1999, Golub et al. proposed to use microarray measurements for

cancer classification. They selected a subset of genes, highly correlated with the class

distinction in known samples, and used the expression levels of the genes for class

prediction of new samples. They successfully applied this technique to distinguish

between acute myeloid leukemia (AML) and acute lymphoblastic leukemia (ALL).

While determining whether a patient has AML of ALL is critical for successful treat-

ment, no single test had been able to establish the diagnosis. Golub’s et al. results

demonstrated the feasibility of cancer classification based solely on gene-expression

monitoring. Bair et al. (2006) list a number of articles on tumor classification using

microarray data that followed: Hedenfalk et al. (2001); Hastie et al. (2001); Khan

et al. (2001); Ramaswamy et al. (2001); Tibshirani et al. (2002); Nguyen and Rocke

(2002b,c); Shipp et al. (2002); Van ’t Veer et al. (2002); Van de Vijver et al. (2002);

Nutt et al. (2003).

Hastie et al. (2000) proposed a gene shaving method to identify a small cluster of

genes whose expression is highly predictive of survival. Nguyen and Rocke (2002a)

included the expression levels of a number of genes as covariates in a Cox proportional

hazard model. The genes were selected by applying the partial least squares method,

which maximizes the covariance between the response and a linear combination of

the gene-expression data. In 2006, Tan et al. presented a similar approach. They

used the partial least squares method for data reduction in the context of cytotoxicity

experiments. Bair et al. (2006) published a paper regarding a supervised principal

components analysis to predict survival. In their motivating example, they used gene-

expression measurements from DNA microarrays as predictor variables. In Chapter 6,

we presented many other gene selection methods, which can also be used to select

candidate biomarkers.

12.2 Biomarkers in Drug Development Studies

All biomarker experiments mentioned in Section 12.1.2 were conducted to study the

association between gene-expression and the response, as illustrated in panel a of

Figure 12.1, for the purpose of finding gene that can predict the response. Biomarkers

can, however, also be regarded in a context related to surrogacy. In clinical trials,

surrogate endpoints are sometimes used to estimate the effect of a treatment on the

endpoint of interest when a measurement of the latter is difficult to obtain. There
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Figure 12.1: Diagrams of different types of biomarker experiments. X, Z, and Y

represent, respectively, gene-expression data, treatment, and clinical endpoint. Panel

a: biomarker experiment to study the association between gene-expression and the

response; Panel b: biomarker experiment to study the effect of a treatment on the gene-

expression and the response, and to study the association between the gene-expression

and the response.

are, however, important differences between the two, as described by Burzykowski

et al. (2005). Biomarkers can serve as candidate surrogate endpoints. However, this

is usually not their primary function. They are more commonly used in early drug

development stages to help study the different features of a compound, which will be

tested more formally later on in a clinical trial.

In this part of the thesis, we focus on the analysis of such early drug development

studies. In these experiments, subjects receive a treatment, which may or may not

influence the outcome of primary interest and/or the gene-expression. The setting is

illustrated in panel b of Figure 12.1. To get a better understanding of the biological

processes taking place as a result of treatment, researchers wish to identify genes that

are affected by it. They also want to detect genes that can serve as biomarkers for the

primary outcome variable. While the published studies, mentioned in Section 12.1,

focused solely on using gene-expression to predict the response, the question examined

in the thesis is whether one can assess the effect of the treatment on the response by

using information on expression levels of a group of genes (biomarkers)?

12.2.1 Different Types of Biomarkers

Shkedy et al. (2008) distinguish between three types of biomarkers for early drug

development studies with a set up similar to that illustrated in panel b of Figure 12.1:

therapeutic and prognostic biomarkers, and biomarkers that are both therapeutic and

prognostic. Shkedy et al. (2008) focus on experiments involving a continuous clinical
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outcome variable.

Therapeutic Biomarkers

Therapeutic biomarkers (treatment-related biomarkers) are genes that are affected by

the treatment and can be used to predict the effect of the treatment on the response

of interest. Genes that are differentially expressed with respect to the treatment are,

therefore, potential therapeutic biomarkers. They need to be evaluated with respect

to their ability to predict the response.

Prognostic Biomarkers

Prognostic biomarkers (response-related biomarkers) are genes, expression levels of

which are correlated with the response, after adjustment for treatment. This type

of biomarkers can help to predict the response of interest, and may therefore help

elucidating some of its underlying genetic causes. Note that these genes are not

necessarily differentially expressed with respect to treatment.

Therapeutic/Prognostic Biomarkers

A third type of biomarkers is both therapeutic and prognostic. For these genes,

the expression is affected by treatment, but it is also correlated with response after

accounting for the treatment effect.

12.2.2 Graphical Illustration

Figure 12.2 illustrates the three types of biomarkers using simulated datasets con-

taining a treatment, a response variable, and gene-expression values. The response

variable is plotted versus gene-expression. In panels a-c, the response is differen-

tially expressed with respect to treatment. If we project the data on the y-axis, the

treatment groups are well separated. This is not the case for panels d-f .

For the potential therapeutic biomarkers (a, c, d, f), we see a good separation

between the two treatments with respect to the gene-expression (projection on x-

axis). However, to have a therapeutic biomarker, the presence of a treatment effect

on the response is inherently required. We, therefore, do not expect to encounter

therapeutic biomarkers resembling those illustrated in panels d and f . The plots of

the prognostic biomarkers (b and e) show a strong linear trend. The plots in panels

c and f , for the therapeutic/prognostic biomarkes, also exhibit this type of trend, as

well as a good separation between the treatments. They differ with respect to the
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(a) Therapeutic (b) Prognostic (c) Ther/Prog

(d) Therapeutic (e) Prognostic (f) Ther/Prog

Figure 12.2: Hypothetical example of potential therapeutic and/or prognostic biomark-

ers: response versus gene-expression levels of the different types of biomarkers. The

two treatment groups are indicated by dots and squares, respectively. In panels a-c,

the response is differentially expressed with respect to treatment. This is not the case

for panels d-f .

effect of the treatment on the response, which is present only in the data shown in

panel c. Panel f illustrates that a gene can be a prognostic for the response even if

no treatment effect on the latter exists.

12.3 Selection of the Different Types of Biomarkers

in Early Drug Development Studies

In Section 12.2, we mentioned a relation between biomarker selection and surrogacy

in clinical trials. While the validation criteria differ between the two settings, the sur-

rogate endpoints modelling framework can be considered for the selection of biomark-

ers. Shkedy et al. (2008) extended the joint modelling approach used in a clinical

trial setting to a method for biomarker selection. They proposed a joint model for

gene-expression data and a continuous response variable.

Consider an experiment, in which n subjects receive a particular treatment. In the
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experiment, the value for a continuous response variable of interest (Y) is measured

for each subject together with the gene-expression (X) for m genes. Let Zj and

Xij represent the treatment group subject j belongs to, and the gene-expression for

gene i of subject j, respectively. It is assumed that Yj is normally distributed, i.e.,

Yj ∼ N(µ, σ2
Y ). We further assume a gene-specific joint model for the outcome and

the gene-expression:





Xij

Yj



 ∼ N









µi + αiZj

µY + βZj



 ,





σ2
Xi

σXiY

σXiY σ2
Y







 . (12.1)

In (12.1), αi and β are the treatment effects upon the gene-expression and the response

variable, respectively. Furthermore,

ρi =
σXiY

σXi
σY

(12.2)

represents the gene-specific correlation between the expression levels Xij and the

response variable Yj , after adjusting for treatment.

The response is influenced by the treatment if β 6= 0. The three types of biomark-

ers presented in Section 12.2.1 can be related to model (12.1) as follows: genes are

potential therapeutic and/or prognostic biomarkers if αi 6= 0 and/or ρi 6= 0, respec-

tively.

12.3.1 Testing for Biomarkers

Therapeutic Biomarkers

For a gene to be considered a potential therapeutic biomarker, two conditions have

to be satisfied. First of all, the null hypothesis H0 : β = 0, to test if the response

is influenced by the treatment, has to be rejected versus the alternative hypothesis

H1 : β 6= 0. Second, the gene-specific null hypothesis H0 : αi = 0, to test if the

gene is differentially expressed between the treatments, has to be rejected versus the

alternative hypothesis H1 : αi 6= 0.

Prognostic Biomarkers

A gene can serve as a prognostic biomarker if the null hypothesis H0 : ρi = 0 is rejected

versus the alternative hypothesis H1 : ρi 6= 0. Note that ρi is the so-called adjusted

association proposed by Buyse and Molenberghs (1998) as a measure for surrogacy

in the context of randomized clinical trials. When it is significantly different from
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zero, a linear association exists between the response and gene-expression values after

adjustment for possible treatment effects.

Genes, for which the three above mentioned hypotheses are rejected, are candi-

dates for biomarkers that are both therapeutic and prognostic.

12.3.2 Evaluation of Biomarkers

In Section 12.3.1, we have introduced hypothesis testing to detect genes potentially

qualified to serve as biomarkers. To determine, which of the selected genes are best

suited for the task, Shkedy et al. (2008) proposed measures for the quality of the

biomakers, based on the proportion of the total variability explained by the model.

Prognostic Biomarkers

Note that ρ2
i is equal to the unadjusted R2 obtained from the linear regression of

the residuals of the response on the residuals of the gene-expression, after adjusting

for treatment. A value of ρ̂2
i close to one indicates a strong association between the

gene-expression and the response, after removing the treatment effects. It can thus

serve as a measure for the quality of prognostic biomarkers.

Therapeutic Biomarkers

In the case of therapeutic biomarkers, we are not looking for a linear relation between

the gene-expression and the response. We, therefore, need a different measure to

evaluate the ability of these biomarkers to predict the response. For this purpose,

Shkedy et al. (2008) define the relative deviance reduction R2
D. Let

D(Y ) =

n
∑

j=1

(Yj − Ȳ )2 (12.3)

be the total variability, the deviance, of the response variable, with Ȳ = 1/n
∑n

i=j Yj .

Information on gene-expression is not incorporated into this measure. Using a re-

gression tree model with two terminal nodes (Venables and Ripley, 1994), D(Y |X)

is defined as the sum of deviances in the terminal nodes:

D(Y |X, k = 2) =
∑

Yj∈N1

(Yj − Ȳ1)
2 +

∑

Yj∈N2

(Yj − Ȳ2)
2, (12.4)

where N1 and N2 represent the two terminal nodes, and Ȳ1 and Ȳ2 are the mean

responses in the two terminal nodes. The relative deviance reduction is then provided
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Figure 12.3: Boxplots of the logarithm of the total number of visits for both the solvent

(0) and the active compound (1).

by the following equation:

R2
D =

D(Y ) − D(Y |X)

D(Y )
. (12.5)

The relative deviance reduction indicates whether the information on gene-expression

can help to predict the response. It measures the proportion of variability explained

by the regression tree model. Note that the relative deviance reduction does not take

the effect of the treatment on the gene-expression, or on the response variable into

account. R2
D can be large even if αi = 0 and β = 0. We therefore evaluate only the

candidate therapeutic biomarkers, for which a significant treatment effect was found

on the gene-expression and on the response variable.

12.4 Case Study: the Behavioral Experiment

To illustrate the methods described in the previous section, we apply them to a

randomized pre-clinical experiment: the behavioral study described in Section 3.3.

For each subject, information is available about a treatment group, a clinical endpoint,

and gene-expression. The aim of the analysis is to identify genes, which can be used

as genomic biomarkers, i.e., which can be used to predict the clinical outcome, and/or

whose expression is related to treatment.

The response variable under consideration is the total number of visits the rats

made to the home base. After applying the log-transformation, the variable is assumed

to be normally distributed. Figure 12.3 displays boxplots of the response variable for
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(a) Gene 3219 (b) Gene 3244

Figure 12.4: Response variable versus gene-expression level for two of the therapeutic

biomarkers.

groups treated with the solvent (Treat. 0) and the active compound (Treat. 1). The

data indicate more frequent visit to the home base for the latter group.

We fit the joint model (12.1) to the data to find the therapeutic and/or prognostic

biomarkers. Based on this model, we first test the null hypothesis H0 : β = 0. The

test confirms our impression from Figure 12.3 that the frequency of visits to the home

base differs between the group of rats that received the active compound and the

group that received the solvent (p = 0.0001).

The null hypothesis of no treatment effect on gene-expression, H0 : αi = 0, is

rejected for 10 (11) genes at a global significance (FDR) level of 5% when using

the Bonferroni (BH, resp.) multiple testing procedure. The genes, which form the

potential therapeutic biomarkers, are presented in Table 12.1, togheter with their

corresponding deviance reduction R2
D. The latter can be used to evalute the quality

of the biomarker with respect to predicting the response. Three of the genes (3244,

3635, and 3734) have a value of R2
D of over 80%. This is a indication that these genes

can be good therapeutic biomarkers for the number of visits the rats made to the

home base.

Figure 12.4 shows scatterplots of the response versus the gene-expression level for

two of the therapeutic biomarkers, the gene with the largest reduction in deviance

(3244, panel b) and the gene, which has the largest treatment effect (3219, panel a).

The latter has a reduction in deviance of only 66.17%. The figure illustrates that a

large treatment effect does not neccesarily lead to a large reduction in deviance.

The null hypothesis for the correlation coefficient, H0 : ρi = 0, is rejected, using

either Bonferroni or BH to correct for multiple testing at the 5% significance (FDR,

respectively) level for only one gene. The value of ρ̂2 for that gene is displayed in
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(a) Raw data (b) Residuals

Figure 12.5: Response variable versus gene-expression level for the prognostic

biomarker, gene 4575. For the left panel, raw values were used, while the right panel

displays the residuals after applying the joint model.

Table 12.2. It indicates the presence of a moderate linear association between the

response and the gene-expression measurements. The trend is visible in Figure 12.5,

which contains a scatterplot of the response versus gene-expression values, both before

Table 12.1: List of the therapeutic biomarkers and relevant statistics. B-pval (F-pval)

represents the Bonferroni (FDR, resp.) adjusted p-values.

Gene α̂i se t-value B-pval F-pval R2
D × 100

24 3.82 0.50 7.60 1.43E-03 2.86E-04 61.72

1282 3.32 0.34 9.70 2.96E-05 1.48E-05 66.17

3060 0.36 0.06 6.09 3.39E-02 3.39E-03 43.49

3219 4.34 0.42 10.41 9.08E-06 9.08E-06 66.17

3244 2.42 0.32 7.48 1.84E-03 3.06E-04 89.63

3584 -1.02 0.21 -4.94 4.49E-01 4.08E-02 51.33

3635 2.43 0.37 6.58 1.17E-02 1.67E-03 84.37

3734 0.76 0.09 8.27 3.90E-04 9.76E-05 82.81

3827 0.90 0.10 9.20 7.12E-05 2.37E-05 59.56

4574 -0.69 0.11 -6.37 1.84E-02 2.30E-03 55.02

4742 0.83 0.13 6.31 2.07E-02 2.31E-03 66.17
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Table 12.2: Prognostic biomarker and relevant statistics. B-pval (F-pval) represents

the Bonferroni (FDR, resp.) adjusted p-values.

Gene LR B-pval F-pval ρ2 × 100

4575 22.53 1.17E-02 1.17E-02 64.08

and after correcting for treatment effect.

Since the only prognostic biomarker we detected is not included in the list of ther-

apeutic biomarkers, there are no prognostic/therapeutic biomarkers in the analyzed

study. We have, however, discovered one candidate prognostic biomarker for the clin-

ical outcome, the number of visits the rats made to the home base, and a number of

candidate therapeutic biomarkers for the effect of the active compound compared to

the solvent on the clinical outcome.



13
Identification of Genomic

Biomarkers for a Binary

Clinical Outcome Variable

In Chapter 12, we showed how to find candidate genomic biomarkers for a continuous

outcome variable in early drug development microarray experiments. These exper-

iments are conducted to relate gene-expression to the administered treatments and

to the measured outcome. The analysis is performed using a joint model for gene-

expression levels and a continuous response variable. In this chapter, we consider an

extension of the joint model to deal with a binary response variable. We also investi-

gate an approach for discovering the therapeutic and/or prognostic biomarkers in a

categorical setting.

The chapter is organized as follows. In Section 13.1, we propose methodology for

finding biomarkers for a binary response variable. The methods are applied to two

case-studies in Section 13.2. A short discussion and concluding remarks are presented

in Sections 13.3 and 13.4, respectively.

155



156 Chapter 13. Identification of Biomarkers: Binary Outcome

13.1 Selecting Biomarkers for a Binary Outcome

In this section, we describe two approaches to find biomarkers for a binary response.

The first involves joint modelling of the continuous gene-expression data and a binary

response variable. The model is a variant of the one proposed by Renard et al. (2002)

for the evaluation of surrogate endpoints in clinical trials, and recently used by Shkedy

et al. (2008) for a continuous response. The second approach is based on biomarker

selection using the ratio of the between and within-group sums of squares. In what

follows, the methods, together with a discussion of their benefits and disadvantages,

are presented. Details about on the implementation of the methods are given in

Appendix C.

13.1.1 The Joint Modelling Approach

Consider an experiment, in which n subjects received a particular treatment. In the

experiment, the value for a binary response variable (Y) of interest is measured for

each subject together with the gene-expression (X) for m genes. Let Zj represent the

treatment group subject j belongs to, Xij denote the gene-expression for gene i of

subject j, and Y ∗
j be the level of a latent continuous variable underlying response Yj .

It is assumed that Y ∗
j is normally distributed. Note that the observed outcome Yj is

considered to be a binary variable, defined as follows:

Yj =







1 Y ∗
j > 0,

0 Y ∗
j ≤ 0.

(13.1)

We assume the following gene-specific joint model for the latent outcome variable Y ∗
j

and the gene-expression Xij :






Xij = µi + αi Zj + εXij
,

Y ∗
j = µY + β Zj + εYj

,
(13.2)

where




εXij

εYj



 ∼ N









0

0



 ,





σ2
Xi

σXiY

σXiY σ2
Y







 . (13.3)

The resulting probit model formulation for the observed binary outcome Yj and the

gene-expression Xij is


















Xij ∼ N(µi + αi Zj , σ
2
Xi

),

Yj ∼ B(pj),

Φ−1(pj) = µY + β Zj ,

(13.4)
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where B(pj) denotes the Bernoulli distribution with the success probability pj =

P (Yj = 1), Φ is the standard normal cumulative distribution function, and σ2
Y is

constrained to be equal to 1.

A similar definition to that presented in Section 12.3 can be derived for a thera-

peutic biomarker based on model (13.4). Gene i is a potential therapeutic biomarker

if β 6= 0 and αi 6= 0. A candidate prognostic biomarker is a gene, for which the

correlation coefficient, ρi, defined in (12.2), is not equal to zero.

The interpretation of ρi is clear in a continuous setting. When it is significantly dif-

ferent from zero, a linear association exists between the response and gene-expression

values after adjustment for possible treatment effects. The probit model formulation

for a binary and continuous response in (13.4), described by Renard et al. (2002), im-

plies that the correlation coefficient can be interpreted as the correlation between the

underlying latent variable Y ∗
j and the gene-expression data Xij , after correction for

treatment. Based on this interpretation, we can retain the definition of a prognostic

biomarker given in Section 12.3 for the discrete-continuous setting.

13.1.2 The BW-criterion

The differentially expressed genes, discovered by hypothesis testing, do not always

form the best subset for classification. Hypothesis testing reduces the risk of chance

findings, which is important when we are interested in the individual genes. However,

in a biomarker experiment with a binary response variable, we are looking for a

group of genes, biomarkers, which are used together to build a good classifier. If

we use hypothesis testing, too many genes may be filtered out, leading to loss of

classification information, while the group of retained genes may be too small to

reduce noise (Amaratunga and Cabrera, 2004). We therefore consider a ranking-

based approach for genomic biomarker selection, which focuses on finding genes with

the largest BW-ratio. The latter stands for the ratio of the between- and within-

group sum of squares of gene-expression levels (see Section 6.2.5, and Dudoit et al.

(2002)). Genes are ranked according to the BW-ratio and the top p genes are retained

as candidate biomarkers.

If the BW-ratio is applied to gene-expression levels and we consider the treatment

variable Zj as the group indicator, genes are selected for their association with treat-

ment. We thus obtain potential therapeutic biomarkers. For the application of the

BW-criterion, we redefine prognostic biomarkers as genes obtained by considering the

binary response variable Yj as group indicator when applying the BW-ratio to the

gene-expression levels. The biomarkers are thus selected for their ability to predict the
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clinical outcome. When biomarkers are ranked high on both lists, they are associated

with both treatment and response. Hence, they are candidate therapeutic/prognostic

biomarkers. For each gene, a new rank is calculated by taking the sum of the ranks

from the therapeutic and prognostic gene lists. The corresponding lists of ranked

genes will be denoted through the rest of the chapter as BWTreat, BWResponse, and

BWResp−Treat respectively.

For the evaluation of the biomarkers and the selection of the number of biomarkers

to use (p), one possible approach is to look at the misclassification rate (MCR),

when classifying subjects to the levels of the response variable based on the selected

genes. For this purpose we will use DLDA, diagonal linear discriminant analysis. In

Chapter 7 and 8, we discuss the performance of DLDA in the microarray setting and

show that it outperforms many other classification methods (such as classification

trees, SVM, etc.). To obtain a realistic estimation of the misclassification rate, we

use double k-fold cross-validation (CV). The method works as follows. We split the

arrays randomly in k subsets and leave them out one by one. Using the remaining

data, we select the biomarkers and build the classifier. The latter is then used the

classify the observations that were left out. After doing this for all subsets, we take

the average misclassification rate. If k is equal to the number of arrays, the method

is called leave-one-out cross-validation (LOOCV). If k is smaller than the number of

arrays, the k-fold cross-validation procedure is repeated 100 times. Each time the

data are split differently. The mean and standard error for the misclassification rate

are then calculated.

While cross-validation is a well-known method for unbiased estimation of the error

rate for classification procedures, there has been some discussion with regard to its

performance when dealing with small sample sizes (Fu et al., 2005). Under the latter

condition, which is common for microarray data, variability tends to be large. Fu

et al. (2005) studied the bootstrap cross-validation method (BCV) and found it to

outperform many other methods, including cross-validation, especially in the case of

small sample sizes. The procedure consists of drawing bootstrap samples and perform-

ing CV for each of them. The bootstrap samples are chosen such that they contain

at least three distinct observations in every class. The average misclassification rate

and standard error are then determined. We perform the bootstrap cross-validation

method with 100 bootstrap samples and we apply LOOCV to each of them.

Note that k-fold (k < number of samples) and bootstrap cross-validation are too

computationally intensive when combined with the modelling approach. They are

therefore not performed.
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Table 13.1: List of the therapeutic biomarkers and relevant statistics. B-pval (F-pval)

represents the Bonferroni (FDR, resp.) adjusted p-values.

Gene α̂i se t-value B-pval F-pval

1 24 3.82 0.50 7.60 1.42E-03 2.84E-04

2 1282 3.32 0.34 9.70 2.94E-05 1.47E-05

3 3219 4.34 0.42 10.41 9.01E-06 9.01E-06

4 3244 2.42 0.32 7.48 1.82E-03 3.04E-04

5 3635 2.43 0.37 6.58 1.16E-02 1.65E-03

6 3734 0.76 0.09 8.27 3.87E-04 9.68E-05

7 3827 0.90 0.10 9.20 7.06E-05 2.35E-05

8 4574 -0.69 0.11 -6.37 1.83E-02 2.28E-03

9 4742 0.83 0.13 6.31 2.06E-02 2.29E-03

10 3584 -1.02 0.21 -4.94 4.45E-01 4.45E-02

13.2 Analysis of the Case Studies

The data analyzed in this section come from two randomized pre-clinical experiments:

the behavioral and the toxicology study. They are described in Sections 3.3 and 3.4,

respectively. We first present a straightforward analysis of the behavioral study.

Secondly, we demonstrate the application of the methods, described in Section 13.1,

to the more complicated toxicology study.

13.2.1 Behavioral Study

Before including the gene-expression data in the analysis, the effect of treatment on

the binary clinical outcome variable is investigated using a logistic regression model.

A significant treatment effect is found (p=0.0033).

The Joint Modelling Approach

After fitting the joint model, we test the hypotheses to find the therapeutic and/or

prognostic markers at the 5% significance level. As the tests are performed for a large

amount of genes, correcting for multiple testing is necessary. The null hypothesis

of no treatment effect on gene-expression, H0 : αi = 0, is rejected for nine genes



160 Chapter 13. Identification of Biomarkers: Binary Outcome

Table 13.2: Mean misclassification rate (standard error) for classification to the di-

chotomized response variable of the behavioral study. The upper part of the table con-

tains the results for therapeutic and/or prognostic biomarkers obtained by the joint

modelling approach, while the lower part presents the results for BWV isit, BWTreat

and BWV isit−Tr. (CV: cross-validation, LOOCV: leave-one-out cross-validation,

BCV: bootstrap cross-validation).

Setting/type of p

biomarker or BW-ratio 2 5 10 20 40

J
o
in

t
M

o
d
el

N
o

C
V Prognostic 0.21 0.17 0.08 0.00 0.04

Therapeutic 0.13 0.13 0.13 0.17 0.17

Ther/Prog 0.17 0.04 0.08 0.00 0.08

L
O

O
C

V Prognostic 0.63 0.71 0.67 0.33 0.33

Therapeutic 0.13 0.13 0.13 0.17 0.17

Ther/Prog 0.63 0.38 0.38 0.33 0.38

B
W

-a
p
p
ro

a
ch

N
o

C
V Visit 0.13 0.13 0.13 0.13 0.04

Treat 0.13 0.13 0.13 0.17 0.17

Visit-Tr 0.13 0.13 0.13 0.17 0.13

L
O

O
C

V Visit 0.50 0.21 0.21 0.21 0.29

Treat 0.13 0.13 0.13 0.17 0.17

Visit-Tr 0.13 0.13 0.17 0.17 0.17

3
-f
o
ld

C
V

Visit 0.46 0.42 0.40 0.37 0.39

(0.0879) (0.0967) (0.0883) (0.0918) (0.0980)

Treat 0.14 0.13 0.13 0.17 0.20

(0.0215) (0.0091) (0.0156) (0.0388) (0.0476)

Visit-Tr 0.22 0.21 0.20 0.23 0.28

(0.0760) (0.0610) (0.0613) (0.0625) (0.0764)

B
C

V

Visit 0.19 0.18 0.17 0.18 0.17

(0.1287) (0.1011) (0.0976) (0.0926) (0.0900)

Treat 0.15 0.14 0.15 0.16 0.19

(0.0826) (0.0800) (0.0832) (0.0739) (0.0809)

Visit-Tr 0.16 0.15 0.16 0.18 0.18

(0.0980) (0.0891) (0.0956) (0.0904) (0.0885)
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(a) Without CV (b) LOOCV

Figure 13.1: Mean misclassification rate for the response, using therapeutic and/or

prognostic biomarkers obtained by the joint model for gene-expression and the di-

chotomized response variable of the behavioral study.

when using the Bonferroni multiple testing procedure. These potential therapeutic

biomarkers are listed in Table 13.1, rows 1-9. The null hypothesis for the adjusted

association, H0 : ρi = 0, can not be rejected for any of the genes. When using the FDR

adjustment by applying the BH procedure, we find 10 therapeutic and no prognostic

biomarkers. Note that the genes listed in the second column of Table 13.1 are among

the therapeutic biomarkers reported in Table 12.1 for the continuous outcome variable.

Based on either the Bonferroni or BH-procedure-selected therapeutic biomarkers, we

obtain a misclassification rate for DLDA of 12.5%.

Instead of using hypothesis tests to select the biomarkers, we can also rank the

genes according to the value of the test statistic and select the top p=2, 5, 10, 20,

40, 200, 500 or 1000 genes to serve as biomarkers. The genes can be ranked based

on the statistic used to test H0 : αi = 0 (for therapeutic biomarkers) or H0 : ρi = 0

(for prognostic biomarkers). Note that the nine highest ranked therapeutic genes are

those found by hypothesis testing using the Bonferroni approach and displayed in

Table 13.1, rows 1-9. A third possibility is to select genes ranked high on both lists

(therapeutic/prognostic). For each gene, a new rank is calculated by taking the sum

of the ranks from the therapeutic and prognostic gene lists.

Figure 13.1 and the first part of Table 13.2 show the results of classification using

the top p selected therapeutic and/or prognostic biomarkers. Even without cross-

validation (Figure 13.1, panel a), the best prediction is not always obtained with the

prognostic biomarkers. When p = 5 genes are selected from the list of therapeu-

tic or therapeutic/prognostic biomarkers, a lower misclassification rate is obtained

compared to selecting the top five prognostic biomarkers. This indicates that the as-

sociation between the latent continuous response variable and gene-expression might

not be useful to predict the level of the binary response variable. For leave-one-out
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cross-validation (Figure 13.1, panel b), an advantage of using therapeutic instead of

prognostic biomarkers is clearly visible. It appears that genes, selected for their as-

sociation with the treatment effect can lead to a better prediction of the response

level as compared to the genes selected based on their association with the response.

Note that the misclassification rate increases with the increasing number of selected

biomarkers. This may indicate the presence of “noisy” genes that, when included,

interfere with the classification.

The BW-criterion

When we use the BW-criterion with the response variable visit, as group indicator,

as defined in Section 3.3, we obtain a ranked list of biomarkers, indicated by BWV isit

(prognostic). If treatment is used as group indicator, we denote the list of biomarkers

as BWTreat (therapeutic). The list of biomarkers, ranked highly on both of them, is

referred to as BWV isit−Tr (therapeutic/prognostic).

A strong correspondence exists between therapeutic markers selected by the joint

model and the BW-approach, contrary to the prognostic markers. All the candidate

therapeutic biomarkers selected by using the Bonferroni approach, and nine of the 10

candidate biomarkers by the BH procedure (Table 12.1), are ranked highest on the

BWTreat list. A similar correspondence does not exist for the prognostic biomarkers.

The results of classification of the binary outcome variable obtained by using the

complete dataset to build the classifier, and the results obtained with leave-one-out,

3-fold, and bootstrap cross-validation, are presented in the lower part of Table 13.2

and in in Figure 13.2. Overall, the misclassification rate seems to be the lowest

when using the therapeutic markers, with only a few exceptions, e.g., for p > 10

and no CV (Figure 13.2, panel a). For the 3-fold cross-validation procedure, some

of the differences between the misclassification rates, obtained by using biomarkers

selected from the BWV isit, BWTreat, or BWV isit−Tr lists, are large. When comparing

these differences with the standard error of the misclassification rates (see Table 13.2,

section for 3-fold CV (BW-approach)), they even appear to be significant. On the

other hand, the misclassification rate obtained with the bootstrap cross-validation

procedure is only slightly different for the classifications based on the therapeutic,

prognostic, or therapeutic/prognostic biomarkers (Figure 13.2, panel d).

13.2.2 Toxicology study

For the toxicology study, the researcher’s interest lies in finding biomarkers for toxicity,

i.e., genes that are influenced by treatment and/or that are correlated with toxicity.
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(a) Without CV (b) LOOCV

(c) 3-fold CV (d) BCV

Figure 13.2: Mean misclassification rate for the dichotomized response variable of the

behavioral study, using therapeutic and/or prognostic biomarkers obtained with the

BW-approach.

The therapeutic and/or prognostic biomarkers will give information about the effect of

the treatment on gene-expression, about the relationship between the expression levels

and toxicity measures, or about the way the treatment leads to toxicity. Furthermore,

we can examine the ability of all three types of biomarkers to predict the toxicity levels.

An analysis similar to the one performed for the behavioral study is conducted for

the toxicology study. However, the use of the joint modelling approach is restricted to

the dichotomized version of the response variable, as the GLIMMIX procedure in SAS

9.1 can only handle categorical data with two classes. Furthermore, as sparseness in

the data leads to convergence problems, we only use the first and the third treatment

group for the joint modelling approach. We can overcome this problem by using the

BW-approach, however, as discussed in Section 13.2.2.

A logistic regression model, which includes only the first and the third treatment

group, indicates that there is no overall treatment effect on the dichotomized response

variable (p = 0.1472, n = 20), unless we also include the animals, for which microarray

data are not available (p = 0.003, n = 50). There is thus not enough power to detect

the difference between two treatments when using the reduced dataset. The small

sample size of the dataset could also be a problem for other hypothesis tests performed

during the analysis.



164 Chapter 13. Identification of Biomarkers: Binary Outcome

Table 13.3: Mean misclassification rate (standard error) for classification to the di-

chotomized response variable of the toxicology study. The upper part of the table

contains the results for therapeutic (comparison between T1 and T3) and/or prognos-

tic biomarkers obtained by the joint modelling approach, while the lower part presents

the results for BWtox, BWtreat and BWTox−Tr. (CV: cross-validation, LOOCV:

leave-one-out cross-validation, BCV: bootstrap cross-validation).

Setting/type of p

biomarker or BW-ratio 2 5 10 20 40

J
o
in

t
M

o
d
el

N
o

C
V Prognostic 0.20 0.15 0.10 0.10 0.10

Therapeutic 0.35 0.35 0.35 0.35 0.35

Ther/Prog 0.35 0.35 0.35 0.30 0.35

L
O

O
C

V Prognostic 0.53 0.42 0.37 0.37 0.32

Therapeutic 0.37 0.37 0.37 0.37 0.37

Ther/Prog 0.37 0.37 0.37 0.42 0.42

B
W

-a
p
p
ro

a
ch

N
o

C
V Tox 0.10 0 0 0 0

Treat 0.35 0.35 0.35 0.35 0.35

Tox-Tr 0.20 0.20 0.30 0.30 0.25

L
O

O
C

V Tox 0.40 0.30 0.30 0.40 0.40

Treat 0.35 0.35 0.35 0.35 0.35

Tox-Tr 0.40 0.35 0.35 0.35 0.35

3
-f
o
ld

C
V

Tox 0.40 0.38 0.35 0.34 0.35

(0.0984) (0.0728) (0.0722) (0.0679) (0.0660)

Treat 0.34 0.35 0.35 0.34 0.34

(0.0499) (0.0482) (0.0497) (0.0491) (0.0458)

Tox-Tr 0.35 0.36 0.36 0.36 0.36

(0.0920) (0.0784) (0.0726) (0.0734) (0.0729)

B
C

V

Tox 0.18 0.17 0.16 0.15 0.14

(0.0903) (0.0836) (0.0781) (0.0719) (0.0657)

Treat 0.34 0.33 0.33 0.32 0.32

(0.1237) (0.1104) (0.0986) (0.0989) (0.0989)

Tox-Tr 0.26 0.25 0.25 0.25 0.25

(0.1214) (0.1074) (0.1063) (0.0991) (0.0987)
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(a) Therapeutic (b) Prognostic (c) Therapeutic/prognostic

Figure 13.3: Toxicity versus gene-expression level for the highest ranked therapeutic,

prognostic, and therapeutic/prognostic biomarkers, respectively.

The Joint Modelling Approach

After fitting the joint model to the reduced dataset with the binary toxicity variable

(low and high toxicity) and 10 rats from both the first and the third treatment group,

we test the hypotheses to find the therapeutic and/or prognostic biomarkers at the

5% significance level. The null hypothesis H0 : αi = 0 was rejected for 33 genes

when using the Bonferroni multiple testing procedure, while the null hypothesis for

the adjusted association, H0 : ρi = 0, could not be rejected for any of the genes.

Using the BH procedure, we find 705 therapeutic and no prognostic genes. Using the

therapeutic biomarkers selected by either the Bonferroni or BH procedure, we obtain

a misclassification rate for DLDA of 35%.

As explained in Section 13.1.2, hypothesis testing is not always the best option

when selecting genes for performing classification. The genes are, therefore, also

ranked according to the value of the test statistic used to test H0 : αi = 0 (for

therapeutic biomarkers) or H0 : ρi = 0 (for prognostic biomarkers. Figure 13.3

displays toxicity versus the gene-expression level for the highest-ranked gene on each of

the lists. One therapeutic gene appears to be enough to separate the treatments based

on gene-expression values (Figure 13.3, panel a). However, this gene is not appropriate

for predicting toxicity. The prognostic biomarker is more suited for that purpose,

but does not separate treatments (Figure 13.3, panel b). The therapeutic/prognostic

biomarker separates the treatments to a certain degree and has some predictive power

for toxicity (Figure 13.3, panel c). However, a combination of therapeutic and/or

prognostic biomarkers will be required to predict toxicity with a suitable level of

accuracy.

Figure 13.4 and the upper part of Table 13.3 display the results of classification of
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(a) Without CV (b) LOOCV

Figure 13.4: Mean misclassification rate for toxicity, using therapeutic (comparison

between T1 and T3) and/or prognostic biomarkers obtained by the joint model for

gene-expression and the dichotomized response variable of the toxicology study.

the toxicity levels, using the therapeutic and/or prognostic biomarkers. Without using

cross-validation (Figure 13.4, panel a), the use of the prognostic biomarkers seems to

yield the lowest misclassification rate, while the opposite is true for the therapeutic

markers. This is to be expected, as the observations that are predicted were also used

for selecting the therapeutic and prognostic biomarkers, and for building the classifier.

From the cross-validation results, it appears that the prognostic biomarkers do not

always lead to the lowest classification error (Figure 13.4, panel b). For example, when

selecting less then 10 genes, the best prediction is obtained with the therapeutic or

therapeutic/prognostic biomarkers. This is in contrast with the results obtained from

the analysis without cross-validation (Figure 13.4, panel a). Note that in the cross-

validation procedure, one particular sample, the only one belonging the “low toxicity

- T3” cell of Table 3.2, could not be left out. Otherwise, there would be an empty

cell in the dataset used for the selection of the biomarkers. However, when an empty

cell occurs, the model building procedure does not converge. Therefore, we cannot

use the joint modelling approach to select biomarkers based on the dataset without

that particular sample.

The BW-criterion

First, we discuss the analysis, in which the treatments of primary interest (T1 and

T3) are included. Note that the response variable is binary, i.e., low and high levels

of toxicity are considered. Ranking the genes according to the BW-ratio for the

toxicity and/or treatment variable leads to the list of therapeutic and/or prognostic

biomarkers. The lists are indicated by BWTreat, BWTox and BWTox−Tr respectively.

In Figure 13.5, toxicity is plotted versus the gene-expression level for the highest
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(a) Therapeutic (b) Prognostic (c) Therapeutic/prognostic

Figure 13.5: Toxicity versus gene-expression level for highest ranked genes on the

BWTreat, BWTox and BWTox−Tr lists, respectively.

ranked gene on each of the lists. Note that the therapeutic biomarker (Figure 13.5,

panel a) is the same gene as obtained with the joint model (see Figure 13.3). Also

for this study, a strong correspondence exists between this type of markers selected

by the model and the BW-ratio. Thirty of the 33 candidate therapeutic biomarkers

selected by using the Bonferroni procedure, and 677 of the 704 candidate biomarkers

obtained by using the BH procedure, are ranked the highest on the BWTreat list. A

similar correspondence does not apply to the prognostic biomarkers. Furthermore, the

prognostic gene displayed in Figure 13.5 (panel b) shows a slightly better separation

between toxicity levels compared to that observed for the gene selected based on the

joint model (see Figure 13.3, panel b).

Table 13.3 and Figure 13.6 display the misclassification rates for the different cross-

validation methods. A similar conclusion can be drawn as for the modelling approach,

irrespectively of whether LOOCV is used or not (Figure 13.6, panels a and b). The

misclassification rate for the prognostic and therapeutic/prognostic biomarkers is,

however, most of the times smaller, as compared to the modelling approach. Using

the 3-fold cross-validation (Figure 13.6, panel c ), there is only a slight difference

visible between the three types of biomarkers. Taking into account the estimates of the

standard error, we can conclude that the small observed deviations are not statistically

significant (Table 13.3, section for 3-fold CV (BW-approach)). However, as we are

only using 2/3 of the already small collection of samples for selection of biomarkers and

building a classifier, this validation method may not be the most reliable. Bootstrap

cross-validation shows the best results obtained with the prognostic markers, but

again, the observed differences are not statistically significant.

As mentioned before, the BW-approach can be applied to the categorical toxicity

variable with four levels and/or can include all treatment groups. Figure 13.7 displays
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(a) Without CV (b) LOOCV

(c) 3-fold CV (d) BCV

Figure 13.6: Mean misclassification rate for the dichotomized response variable of the

toxicology study, using therapeutic (comparison between T1 and T3) and/or prognostic

biomarkers obtained with the BW-approach.

the results for the analysis using the dichotomized toxicity response (panel a) and the

categorical toxicity response (panel b). In both analysis, all four treatment groups

were used. Note that the misclassification rate for the categorical response is higher

than that for the binary response. This is most likely caused by the large number of

empty cells in Table 3.2. For this reason, the bootstrap cross-validation method is

not applied here. When the data are sparse, drawing bootstrap samples with enough

distinct observations for every category is not possible.

A second pattern, which can be observed from panel b of Figure 13.7, is that none

of the biomarkers (prognostic, therapeutic, prognostic/therapeutic) can be identified

as the best biomarker for classification.

13.3 Discussion

The modelling approach for the binary case, presented in this chapter, is a direct ex-

tension of the joint model for gene-expression levels and a continuous response variable

considered by Shkedy et al. (2008). This may, however, not be the best method for

categorical (binary) data, as the technique has limitations. The joint model can only

be applied to binary response variables. Furthermore, sparseness in the data can
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(a) Dichotomized resp. (b) Categorical resp. (4 levels)

Figure 13.7: Mean misclassification rate for the response variable of the toxicol-

ogy study, using therapeutic and/or prognostic biomarkers obtained with the BW-

approach. LOOCV is used and all four treatment groups are considered.

lead to problems with the convergence of the model. The issue has been observed in

the toxicology study. Furthermore, while hypothesis testing provides a clear decision

rule to decide which genes can serve as biomarkers, it is often too restrictive. For

instance, for the choice of p, the number of biomarkers, leading to the lowest misclas-

sification rate for a certain method/type of biomarker, a smaller misclassification rate

can be obtained based on the prognostic and/or therapeutic biomarkers selected by

the ranking-based approach compared to those found by hypothesis testing. On the

other hand, the question remains how to choose the optimal number of biomarkers to

use for classification.

The BW-criterion, which can be applied to categorical data with more than two

categories, is introduced as an alternative to the modelling technique. There is a

strong correspondence between the joint modelling and the BW-approach, with re-

gard to the selection of therapeutic biomarkers. They lead to similar results. On

the other hand, the prognostic biomarkers, selected based on the joint model, seem

to be less appropriate for classification. We consider an alternative definition of a

prognostic biomarker, more suited for a categorical setting. Instead of focusing on a

linear association between the gene-expression and the response after correction for

treatment, we look at the ability of the gene to separate the samples between the

levels of the response variable. For this, we use the BW-ratio as a criterion, with the

response variable as the group indicator.

The sample sizes of the case studies, made available to us by the pharmaceutical

industry, are small. Due to the cost price of microarrays, this is a common prob-

lem in early drug development studies. As a results, we might lack the power to

detect potential biomarkers through hypothesis testing. However, when biomarkers

are selected using a ranking-based approach rather than determined by hypothesis
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testing, we can still select as many biomarkers as necessary to obtain a reasonable

misclassification rate. Furthermore, when computationally possible, we applied boot-

strap cross-validation. According to Fu et al. (2005), the method performs well with

samples of sizes as small as 16.

Another consequence of the small sample size of the toxicology study, is the high

misclassification rate observed, especially when classifying the samples to four toxicity

levels. While we have demonstrated that the method can, in principle, be applied to

categorical response variables with more than two levels, we do not recommend it

when the number of observations per cell is as small, as it is in the case of the

toxicology study.

When the data are used for selecting biomarkers, building the classifier, and pre-

dicting the outcome, the lowest misclassification rate is often obtained for genes se-

lected based on BWResp, while the highest misclassification rate usually occurs when

using BWTreat. When using a more realistic method to estimate the misclassification

rate, like a cross-validation approach, the best results are not always obtained when

using BWResp, however. The genes with expression values associated with treatment

or both treatment and the response often lead to a more stable prediction.

For the toxicology study, the number of significant therapeutic biomarkers is much

larger when using the BH multiple testing procedure, as compared to the Bonferroni

method. This is not unusual, since the latter controls the FWER, while the BH

procedure only offers weak control over the FWER (see Section 2.3.4). However,

the inclusion of the larger set of biomakers in the classification procedure, selected

using the BH method as compared to the Bonferroni method, has no effect on the

estimated misclassification rate, which is in both cases 35%. This appears to be the

lowest obtainable misclassification rate based on the potential therapeutic markers

(see Figure 13.6, panel a). Thus, adding more biomarkers does not increase the

information for classification.

13.4 Concluding Remarks

Typical biomarker experiments involve only gene-expression measurements and a re-

sponse variable. We present an analysis for a more complicated situation, with also

a treatment variable. The outcome in question is categorical (binary). Two distinct

approaches are considered for biomarker selection. First, we extend the joint model

used for a continuous response to the binary case. While the method works under cer-

tain conditions, it is computationally intensive and cannot be applied to sparse data.
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We therefore consider another approach, based on the BW-criterion. This method

works for binary data, but can also be applied to a categorical outcome variable with

more than two levels.

Both methods lead to the identification of subgroups of genes (biomarkers) related

to treatment, response, or both. We are thus able to detect biomarkers that can in-

dicate treatment effect (therapeutic) and/or can discriminate between the response

levels (prognostic). Combining the information available on both treatment and re-

sponse, can sometimes increase the predictive power of the method and reduce the

number of biomarkers necessary for a good prediction.





14
Concluding Remarks

Both in the pharmaceutical industry and in the academic world, microarrays are

considered a valuable technology to efficiently measure the expression level of a sub-

stantial group of genes. For this reason, the search for appropriate statistical tools

to analyze the large datasets obtained with the help of microarrays receives much

attention. Despite the efforts, there remains still a number of open problems in the

area of microarray data analysis. Some of these issues have been addressed in the

thesis.

Normalization

To correctly analyze microarray data, transformations and normalization procedures

are indispensable. Using two of the vegetable diet studies and the cadmium stress

study, we have demonstrated the need for such procedures for cDNA microarrays.

They enable us to make the signals from different channels and arrays comparable.

We have given an overview of a number of well-known transformations. Most of them

have proven to be ineffective with regard to removing the curvature seen in the ratio

by intensity plots of the arrays from the case studies.

In general, we do not recommend a blind use of any transformation or normaliza-

tion method. Their effect on the data should always be closely examined, by using,

for instance, ratio by intensity plots.
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Some of the existing transformation methods are based on the assumption of a

shift between the measurements of the two channels. We have explored the possibility

of using background-intensity measurements to estimate that shift and to correct for

it. While graphical illustrations, as well as a robust summary statistic have shown

that all considered transformations provide an improvement as compared to the raw

data, the best results were, on overall, obtained with the proposed transformation that

takes the background measurements into account. The method shows good results

when applied to microarray data from the case studies.

The topic of data normalization has been considered in the context of cDNA

microarrays. For oligonucleotide arrays, only one dye is used, instead of two. Hence,

the problem, which the background-dependent transformation was designed to resolve,

does not exist there. However, the platform require its own set of normalization

techniques to make measurements from different chips comparable. Furthermore,

concerns regarding the standard subtraction of the mismatch probes intensity from

that of the perfect match could also be raised, similarly to the background subtraction

for cDNA arrays. This topic deserves further research before any such parallel can be

drawn.

Gene Selection and Classification

When microarray data are adequately normalized, they can be used for a number

of purposes. On of them is classifying samples to predefined classes. There exists a

considerable number of classification procedures, what leads to the question: which

method should be applied in a specific situation? Some of the methods have been

tested and compared for a limited number of settings on real-life data.

We conducted a simulation study to investigate the performance of several classifi-

cation methods for cDNA microarrays. Via simulations, various experimental settings

could be explored without having to conduct expensive studies. The datasets were

created using a linear mixed model, designed to closely approximate microarray data.

We considered the influence of the size of the treatment effect, of the sample size,

of correlation between the genes, of different gene selection procedures, and of non-

normal, symmetric or asymmetric distributed data.

In general, we found random forests and diagonal linear discriminant analysis

to yield the lowest misclassification rates. Simulating correlation between genes did

not have a substantial effect on the performance of the methods. The comparison

between different gene selection and classification procedures was also not affected

by altering the distributional assumptions. On the other hand, lowering the sample
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size of the datasets, or simulating a proportionally increased treatment effect instead

of a constant one, led to an increase of the misclassification rate, consistently for all

methods.

Regarding the comparison of the gene selection procedures, we did not find a

single method that could be considered the best. Overall, a good performance was

ascertained for the t-test (equivalent to the BW-ratio) and Wilcoxon rank sum test

statistic, for the prediction analysis for micorarrays (PAM), for the prediction strength

criterion, and for the extreme-value distribution based gene selection method. We also

noted the benefits of using the E-criterion, which worked well most of the time, and

which does not require pre-defining the number of genes to select.

Some of our findings proved to be valid for a different experimental technique,

namely, mass spectrometry. Random forests and diagonal linear discriminant analy-

sis were among the best performing classification methods. In this setting, however,

support vector machines with a radial kernel did appear to have smaller misclassifica-

tion rates. Feature selection methods were shown to be unnecessary, most likely due

to the extensive pre-processing procedure used for the mass spectrometry data.

In the simulation study, we only considered univariate gene selection methods.

The reason was mainly to keep the size of the study feasible. Also, a study performed

previously (Lai et al., 2005) did not indicate any significant improvement using multi-

variate selection techniques. An additional simulation study could be set-up to further

investigate this finding. Additionally, the study we performed was designed for cDNA

microarrays. We expect similar findings for oligonucleotide arrays, due to the com-

mon features of the platforms. However, this issue needs to be explored before we can

draw any conclusions with certainty. Both of these topics require future research.

Statistical Modelling

Another objective of microarray data analysis is to find genes that are differentially

expressed between two or more groups. Researchers are interested in identifying these

genes to better understand their function, or their involvement in functional pathways.

One approach is to model the data by using, for instance, ANOVA. We have shown

that the distributional assumption regarding the error terms can be problematic.

We have explored the possibility of fitting a two-stage Laplace distribution-based

ANOVA model to microarray data. The Laplace distribution can yield an improve-

ment over the normality assumption, as was demonstrated for the vegetable diet

studies. However, the approach is not without difficulties. The distributional as-

sumption of the likelihood ratio test, performed to determine if gene-expression was
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significantly different between the groups, was not fulfilled for small sample sizes.

We recommend only to consider the Laplace model when the data are undoubtedly

Laplace distributed. In situations, where deviations can be seen from both the Laplace

and normal distribution, we advice the use of the normal model, as it was shown to

be more robust with respect to model misspecification.

The modeling approach we presented could be extended to incorporate other

(skewed) distributions, e.g., the skewed normal or t-distribution. However, prob-

lems, such as deviations in the distribution of the LR test statistic, might also appear

in these cases. This is a subject for further research.

Biomarker Validation

In the final part of the thesis, we explored the application of microarrays in the search

for genomic biomarkers in early drug development studies. Three different types of

biomarkers were considered: genes related to treatment (therapeutic biomarkers), to

the clinical endpoint (prognostic biomarkers), or to both. We have demonstrated the

application of a joint model to investigate the treatment effect on both a continuous

outcome variable and on the gene-expression.

For one of the case studies considered in the thesis, the toxicology experiment,

the outcome variable is categorical. We presented an extension of the joint modelling

approach to handle a binary response variable in combination with the gene-expression

values. Due to the limitations encountered with the method, we also considered the

use of a classical ranking-based selection method, namely, the BW-ratio. The latter

approach is not restricted to binary data.

Both methods led to the identification of a similar group of therapeutic biomark-

ers. The definition of a prognostic biomarker is slightly different between the joint

modelling and the BW approach, and the results were, therefore, not comparable.

Furthermore, we concluded that using genes that were differentially expressed with

respect to treatment, or genes that were associated with both the treatment and the

response, could be beneficial for the prediction of the response level. In summary, the

methods presented in this dissertation can form a tool for biomarker detection and

prediction of response levels using information from functional genomic experiments.
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A
Different Representations of

the Density Function of the

Laplace Distribution

In (8.1), the density function of the Laplace distribution is formulated as follows:

f(x) =

√
2

σ

κ

1 + κ2
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2κ
σ

|x − θ|) x ≥ θ,
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(A.1)

From (10.2), we can infer that
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. (A.2)
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If we substitute
κ

κ2 + 1
=

σ√
2γ

(A.6)

in (A.1), we obtain the following:
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It follows that

f(x) =
1

γ







exp(−(γ−µ)
σ2 |x − θ|) x ≥ θ,
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(A.8)

We thus obtain the density function specified in (10.3), namely

f(x) =
1

γ
exp

[

−|x − θ|
σ2

{γ − µ sign(x − θ)}
]

, (A.9)

where

γ =
√

µ2 + 2σ2. (A.10)



B
Fitting a Laplace Model with

SAS

Different modeling approaches often require extensive programming efforts before

they can be applied. The two-stage Laplace model can easily be incorporated in SAS

9.1.3 via the procedure NLMIXED, however. This procedure can fit models with both

fixed and random nonlinear effects by maximum likelihood estimation. There exists an

option in the model statement that allows the users to specify their own log likelihood

function using SAS programming statements. Hence, we insert the likelihood function

of the Laplace distribution presented in (10.7). The NLMIXED procedure requires

starting values for the model parameters. They can, for instance, be obtained from

the model fit under the normality assumption with procedure MIXED in SAS 9.1.3.

In SAS statements below, we give an example of how the NLMIXED procedure

is used to fit the Laplace model. For illustration purposes, we assume a dataset with

two treatments and six arrays, and we fit the model presented in (10.16).

proc nlmixed data=dataset;

parms /data=resultsmixed;

theta=b0+b1*T1+b2*D1+b3*A1+b4*A2+b5*A3+b6*A4+b7*A5;

* Log likelihood for the symmetric Laplace distribution;

ll=-log(sqrt(2)*sig)-(sqrt(2)/sig)*abs(logY-theta);
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* Log likelihood for the asymmetric Laplace distribution;

*gamma=sqrt(mu**2+2*sig**2);

*ll=-log(gamma)-(abs(logY-theta)/sig**2)*(gamma-mu*sign(logY-theta));

model logY~general(ll);

run;

Though several optimization techniques are available, not all can be used in this

particular case. This is because one of the second-order derivatives of the likelihood

function is 0 by definition (see (10.14)). Therefore, methods making use of this deriva-

tive cannot be applied (e.g., Newton-Raphson). All models presented in Chapters 10

and 11 were fit using the quasi-Newton optimization method, the default optimization

method of procedure NLMIXED.



C
Implementation of the

Biomarker Selection Methods

The Joint Modeling Approach

Recent software developments have made it possible to jointly model two or more

response variables, even if they do not have the same distributions. These features

have been implemented, e.g., in the GLIMMIX procedure in SAS 9.1 (SAS Institute,

2004; Molenberghs and Verbeke, 2005). The correlation between the measurements

of the response variables is modeled directly by the specification of the covariance

matrix Σ of the residuals, specified in equation (13.3). In GLIMMIX, this is done by

the random statement discussed below.

The combination of normal and multinomial response variables has not been in-

cluded in the procedure. It is, however, possible to jointly model normal and binary

data.

To use the GLIMMIX procedure for multiple responses, the data have to be trans-

formed from the multivariate (responses in separate variables) to the univariate form

(responses combined in one variable). An additional variable is needed to indicate

the distribution of a particular response. The code to adjust the data is given below:

data dataset;
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length dist $7;

set dataset;

response=resp;

dist = "Binary";

link = "PROBIT";

output;

response=geneexpres;

dist = "Normal";

link = "ID";

output;

run;

To fit the gene-specific joint model presented in equation (13.4), the following

GLIMMIX statement is used:

*The full model;

proc glimmix data=dataset;

class dist treat animal;

model response(event=FIRST) = dist dist*treat/noint s

dist=byobs(dist);

random _residual_ / subject=animal type=chol;

run;

Note that the covariance matrix, given in equation (13.2), is specified using the

random statement random residual / subject=animal type=chol;

The result of the hypothesis test for a treatment effect on gene-expression can be

found in the output. To perform the likelihood ratio test for the adjusted association,

we also have to fit the reduced model, which assumes a covariance equal to zero be-

tween the response and the gene-expression. Hence, we adjust the random statement

and specify a diagonal covariance matrix by using the option “type=un(1)”. The

likelihood ratio test, carried out for these two models, determines if the hypothesis,

adjusted association equal to zero, can be rejected. The SAS code for the reduced

model is given below:

*The reduced model;

proc glimmix data=dataset;

class dist treat animal;

model response(event=FIRST) = dist dist*treat/noint s
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dist=byobs(dist);

random _residual_ / subject=animal type=un(1);

run;

The BW-criterion

The BW-approach and the classification procedure are implemented in R. Existing R

functions can be used, namely stat.bwss from the sma package to obtain the BW-ratio

and stat.diag.da from that same package to perform DLDA.





Samenvatting

Wetenschappers zijn momenteel volop bezig met het ontcijferen van het DNA van

allerlei organismen. De studie van de gensequenties van een cel maakt deel uit van

het vakgebied “structurele genomica”. In 1990 werd het “Human Genome Project”

opgericht. Het doel van dit internationaal project was onder andere: het identificeren

van de 20,000 tot 25,000 genen in het menselijke DNA, een opdracht die volbracht

werd in 2003. Het identificeren en lokaliseren van de genen leidde echter tot nieuwe

vragen: wat is hun functie en hoe wordt genexpressie gereguleerd?

Genexpressie is het proces dat plaats vindt om de informatie, omvat in de genen,

om te zetten naar protëınen, de belangrijkste bouwstenen van het lichaam. Er zijn

verschillende factoren die dit proces kunnen bëınvloeden, zoals ziektes of medische

behandelingen. De studie van de genexpressie en het onderzoek naar genen waarvan de

expressie van dergelijke factoren afhankelijk is, behoren tot de “functionele genomica”.

Dit laatste is niet enkel gericht op de studie van individuele genen. De onderzoekers

zijn ook gëınteresseerd in hun onderlinge samenhang.

Gezien het grote aantal genen waarover elk levend organisme beschikt, is het

praktisch gezien onmogelijk om de expressie van elk gen afzonderlijk te meten en te

bestuderen. Dit probleem heeft geleid tot een technologische expansie op het gebied

van genomica, zoals de ontwikkeling van de DNA microarray.

Een microarray is een glazen plaatje, of een ander soort membraan, waarop dui-

zenden tot tienduizenden druppels DNA worden aangebracht, die elk een ander gen

vertegenwoordigen. mRNA van zowel de referentie als de behandelingsgroep wordt

omgezet in cDNA en krijgt een fluorescerende kleur toegewezen. Afhankelijk van het

gebruikte soort technologie, worden er één of meerdere gekleurde stalen over de array

gegoten, waarna hybridisatie plaats vindt tussen het DNA en het cDNA. Het overige

materiaal wordt weggespoeld en de array wordt vervolgens gescand met lazers die de

intensiteit van het fluorescerende signaal meten. Deze metingen geven een idee over

het expressieniveau van de betreffende genen.

201



202 SAMENVATTING

Deze technologische vernieuwingen hebben ook aanleiding gegeven tot de ontwik-

keling van gepaste, statistische technieken om de data, afkomstig van microarrays of

dergelijke meetinstrumenten, te analyseren. Deze datasets worden vooral gekenmerkt

door het grote aantal te schatten parameters (wegens de vele genen) in verhouding

tot de kleine steekproefgroottes van de experimenten.

Er is al veel vooruitgang geboekt wat betreft de analyse van microarray data

sinds de instrumenten voor het eerst in gebruik werden genomen in de jaren 90. Er

resteren echter nog een aantal uitdagingen. Deze hebben vooral te maken met de

grootschaligheid van de data, de variabiliteit die eigen is aan microarray metingen en

de kostprijs van de technologie.

Niettegenstaande dat de hoeveelheid informatie per gen vrij beperkt is, zijn de

datasets die volgen uit een microarray experiment gigantisch, wat maakt dat de be-

rekeningen tijdens de analyse uitgebreid en langdurig zijn. Dit heeft tot gevolg dat

technieken gebaseerd op re-sampling, zoals permutaties en bootstrapping, in de prak-

tijk moeilijk uit te voeren zijn.

Daar komt nog eens bij dat microarray data veel “noise” bevatten, zoals Kerr et al.

(2000) reeds hebben aangegeven. Het proces om de genexpressie te meten, bestaat

uit verschillende fasen. In elk van deze fasen komen er ongewenste systematische en

niet-systematische effecten terecht in de data. Deze kunnen leiden tot vertekening

van de resultaten.

Microarray experimenten zijn ook onderhevig aan een praktische beperking: de

kostprijs van de arrays. Gevolg daarvan is dat zowel de biologische als de technische

repetitie doorgaans onvoldoende is voor de toepassing van conventionele statistische

technieken. Een andere consequentie van het prijskaartje is de schaarsheid van mi-

croarray datasets. Wanneer statistici bijvoorbeeld het ontwerp van de experimenten

of de statistische methoden om de hypothesen te toetsen willen bestuderen, hebben

ze niet altijd de nodige datasets voor handen. Het relatief kleine aantal microarray

experimenten die worden uitgevoerd, zijn ontworpen om de karakteristieken van de

genen te onderzoeken en niet om de statistische aspecten van de analyse van genex-

pressie te bestuderen. Daarenboven zijn er meerdere soorten microarrays in gebruik.

Elke technologie is onderhevig aan specifieke complicaties. Wat geldt voor het ene, is

niet noodzakelijk zo voor het andere type microarray.

Ondanks deze moeilijkheden blijven microarrays populaire instrumenten om gen-

expressie te meten. Andere methoden brengen dikwijls nog meer problemen met

zich mee, zijn duurder, of nemen meer tijd in beslag. Er is daarom een nood aan

gepaste statistische procedures voor het ontwerp en de analyse van de microarray

experimenten, om met de hierboven vermelde moeilijkheden om te gaan.
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De belangrijkste statistische thema’s betreffende een microarray studie omvatten

het experimentele ontwerp, data normalisatie, identificatie van genen met een signi-

ficante expressie, classificatie en clustering technieken. In de thesis gaat de aandacht

in hoofdzaak uit naar de middelste drie. De volgend vier onderwerpen worden be-

schouwd: (1) transformaties en normalisatiemodellen om gegevens van verschillende

arrays te verwerken en vergelijkbaar te maken; (2) de vergelijking van gen selectie

en classificatiemethoden met betrekking tot hun vermogen om stalen toe te kennen

aan pregedefinieerde groepen; (3) identificatie van genen met een significant expres-

sieniveau, gebruik makend van statistische modellen; (4) methoden om biomarkers te

detecteren. Er bestaan vele soorten microarrays om genexpressie te meten. De na-

druk van de thesis ligt op cDNA microarrays en in mindere mate ook op Affymetrix

chips.

Normalisatie

Vooraleer microarray data correct geanalyseerd kunnen worden, zijn er eerst transfor-

maties en normalisatieprocedures nodig om de verschillende metingen vergelijkbaar

te maken. Om aan te tonen dat dergelijke procedures onmisbaar zijn voor cDNA mi-

croarrays, hebben we twee studies in verband met het effect van het eten van groenten

op genexpressie gebruikt, alsook de cadmium stress studie. De normalisatie proce-

dures zorgen ervoor, dat de gemeten lichtintensiteit voor de stalen met verschillende

fluoriderende kleuren en voor de verschillende arrays vergelijkbaar worden gemaakt.

In de thesis zijn een aantal veelgebruikte transformaties toegepast op de hierboven

vermelde studies. De meeste onder hen bleken echter niet in staat te zijn om, voor

de arrays van de beschouwde studies, de afwijkingen van een horizontaal patroon dat

we verwachten te zien op RI-plots (plots van het logaritme van de ratio van de licht

intensiteiten van de twee kleuren tegenover het gemiddelde van de logaritmes van die

intensiteiten) te corrigeren.

Verder hebben we gëıllustreerd dat de veelgebruikte werkwijze, waarbij men het

verschil neemt tussen de voor- en achtergrond metingen, dikwijls tot gevolg heeft

dat de variabiliteit in de data toeneemt. Algemeen raden we aan om geen enkele

transformatie- of normalisatie methode toe te passen zonder na te gaan wat het effect

is op de data, bijvoorbeeld door gebruik te maken van RI-plots.

Sommige bestaande transformatiemethodes zijn gebaseerd op de onderstelling dat

er een quasi constante afwijking bestaat tussen de metingen voor de twee fluoresce-

rende kleuren. Gebruik makend van de achtergrond intensiteit hebben we geprobeerd

om de grootte van die afwijking te schatten, om zo de metingen van de voorgrond te
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kunnen corrigeren. Aan de hand van grafische illustraties en statistieken hebben we

aangetoond dat alle beschouwde transformaties tot een verbetering leiden in vergelij-

king met de originele data. Over het algemeen leidt de voorgestelde transformatie, die

de achtergrondmetingen in rekening brengt echter tot de beste resultaten. De metho-

de presteerde goed wanneer ze werd toegepast op de microarrays van de beschouwde

studies, vooral daar waar andere transformaties niet voldoende bleken te werken.

Gen Selectie en Classificatie

Wanneer microarray data voldoende genormaliseerd zijn, kunnen ze voor een aantal

toepassingen gebruikt worden. Eén daarvan is het classificeren van stalen in vooraf

bepaalde groepen. Hiervoor bestaan heel wat procedures. De vraag is: welke methode

kan men best gebruiken in een bepaalde situatie? Een aantal classificatiemethodes

werden reeds getest en vergeleken in een beperk aantal situaties, gebruik makend van

bestaande data.

In de thesis wordt een simulatie studie beschreven, die uitgevoerd werd om de pres-

tatie van een heel aantal classificatiemethoden voor cDNA microarrays te bestuderen.

Via simulaties is het mogelijk om verschillende experimentele situaties te onderzoeken,

zonder dure studies te moeten uitvoeren. De datasets werden gesimuleerd via “mixed

models”om microarray data zo goed mogelijk te kunnen benaderen. We hebben het

effect van de behandeling, van de steekproefgrootte, van de correlatie tussen genen,

van de gen selectie procedures en van niet-normaal verdeelde, symmetrische of niet

symmetrisch verdeelde data bestudeerd.

Over het algemeen gaven random forests en diagonal linear discriminant analysis

de kleinste misclassificatie ratio. Het simuleren van correlatie tussen een aantal genen

bleek geen substantieel effect te hebben op de prestatie van de methodes. De verge-

lijking tussen de verschillende gen selectie en classificatie procedures werd ook niet

bëınvloed door het variëren van de distributie van de data. Het verkleinen van de

steekproefgrootte van de datasets of het simuleren van een proportioneel toenemend

behandelingseffect daarentegen, leidde tot een vergelijkbare stijging van de misclassi-

ficatie ratio voor alle methodes.

Geen van de gen selectie procedures leidde consequent tot betere resultaten in

vergelijking met de andere methoden. Zowel de t-test (equivalent aan de BW-ratio),

de Wilcoxon rank sum teststatistiek, de prediction analysis for micorarrays (PAM),

het prediction strength criteria, als de extreme-value distribution based gen selectie

methode presteerden over het algemeen goed. Ook het gebruik van het E-criteria,

een methode waarbij het aantal te selecteren genen niet vooraf gespecificeerd moet
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worden, bleek voordelig te zijn.

Sommige van onze bevindingen bleken ook geldig te zijn voor andere instrumenten

om genexpressie te meten, meer bepaald voor mass spectormetry. Random forests en

diagonal linear discriminant analysis bevonden zich ook voor deze technologie bij

de beste classificatiemethoden. Het gebruik van support vector machines met een

radiale kernel leidde in deze situatie echter tot iets kleinere misclassificatie ratios. De

selectiemethoden bleken overbodig te zijn, wat waarschijnlijk te maken heeft met de

uitgebreide preprocessing procedures die toegepast worden voor mass spectrometry

data.

Statistisch Modelleren

Niet alleen voor classificatie doeleinden worden microarray experimenten uitgevoerd,

maar ook om genen te detecteren waarvan de expressie significant verschillend is tus-

sen twee of meerdere groepen. Onderzoekers zijn gëınteresseerd in het identificeren

van deze genen om zo hun functie, of hun participatie in functionele pathways, beter

te begrijpen. Eén optie om significante genen te detecteren, is het statistisch model-

leren van de data, bijvoorbeeld via ANOVA. In de thesis hebben we aangetoond dat

de assumpties met betrekking tot de distributie van de error termen problematisch

kunnen zijn. Er wordt soms aangenomen dat deze normaal verdeeld zijn, wat in de

meeste gevallen niet zo is.

In de thesis beschouwen we twee-fase ANOVA modellen, die gebaseerd zijn op de

Laplace distributie. Deze laatste kan een betere benadering vormen voor de distri-

butie van de error termen in vergelijking tot de normale verdeling. We hebben dit

gëıllustreerd voor de studies in verband met het effect van het eten van groenten op

genexpressie. De methode werkt echter niet probleemloos. De veronderstellingen be-

treffende de distributie van de likelihood ratio test statistiek, nodig om de hypothese

toetsen uit te voeren, zijn niet voldaan voor kleine steekproefgroottes.

Wij raden aan het Laplace model enkel te gebruiken, indien de data duidelijk

Laplace verdeeld zijn. In situaties waarbij afwijkingen bestaan voor zowel de Laplace

als de normale verdeling, bleek het normale model robuuster te zijn met betrekking

tot model misspecificaties.

Biomarker Validatie

In het laatste deel van de thesis gaan we na hoe we microarray metingen kunnen ge-

bruiken in het onderzoek naar genetische biomarkers. We beschouwen experimenten

die uitgevoerd worden in de eerste fasen van de ontwikkeling van medicijnen. Hierbij
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wordt onderscheid gemaakt tussen drie verschillende soorten biomarkers: genen die

bëınvloed worden door de behandeling (therapeutische biomarkers), genen die geas-

socieerd zijn met de klinische response variabele (prognostische biomarkers), of genen

die aan beide voorwaarden voldoen. We beschouwen een gecombineerd model om

het behandelingseffect op zowel een continue response variabele, als de genexpres-

sie simultaan te onderzoeken. De techniek werd gedemonstreerd voor een studie in

verband met het gedrag van ratten, na het toedienen van een behandeling.

Voor een andere studie die in de thesis beschouwd wordt, het toxicologische experi-

ment, is de response variabele categorisch. Daarom hebben we een uitbreiding van het

gecombineerde model voorgesteld, om een binaire response variabele te modelleren in

combinatie met de genexpressie. Wegens de beperkingen van deze methode, hebben

we ook een klassieke selectiemethode beschouwd, die gebaseerd is op het ordenen van

de genen volgens de BW-ratio, de ratio van een maat voor de variabiliteit tussen en

binnen de groepen. Deze laatste methode is niet beperkt tot het gebruik van enkel

binaire data.

Beide methodes hebben geleid tot de identificatie van een gelijkaardige groep thera-

peutische biomarkers. De definitie van een prognostische biomarker verschilt lichtjes

in de twee benaderingen. We kunnen de geselecteerde genen daarom moeilijk met

elkaar vergelijken. Verder concluderen we dat de selectie van genen die bëınvloed

worden door de behandeling, of genen die met zowel de behandeling als de respons

geassocieerd zijn, voordelig kan zijn om de waarde van de respons variabele te voor-

spellen. Samengevat: de methodes die in de thesis voorgesteld worden, vormen een

manier om biomarkers te detecteren en om de respons waarde te voorspellen, gebruik

makend van informatie van functionele genomische experimenten.




